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Abstract

Duplication of data in storage systems is becoming in-

creasingly common. We introduce I/O Deduplication, a

storage optimization that utilizes content similarity for

improving I/O performance by eliminating I/O opera-

tions and reducing the mechanical delays during I/O

operations. I/O Deduplication consists of three main

techniques: content-based caching, dynamic replica re-

trieval, and selective duplication. Each of these tech-

niques is motivated by our observations with I/O work-

load traces obtained from actively-used production stor-

age systems, all of which revealed surprisingly high lev-

els of content similarity for both stored and accessed

data. Evaluation of a prototype implementation using

these workloads revealed an overall improvement in disk

I/O performance of 28-47% across these workloads. Fur-

ther breakdown also showed that each of the three tech-

niques contributed significantly to the overall perfor-

mance improvement.

1 Introduction

Duplication of data in primary storage systems is quite

common due to the technological trends that have been

driving storage capacity consolidation. The elimination

of duplicate content at both the file and block levels

for improving storage space utilization is an active area

of research [7, 17, 19, 22, 30, 31, 41]. Indeed, elimi-

nating most duplicate content is inevitable in capacity-

sensitive applications such as archival storage for cost-

effectiveness. On the other hand, there exist systems

with moderate degree of content similarity in their pri-

mary storage such as email servers, virtualized servers,

and NAS devices running file and version control servers.

In case of email servers, mailing lists, circulated at-

tachments and SPAM can lead to duplication. Virtual

machines may run similar software and thus create co-

located duplicate content across their virtual disks. Fi-

nally, file and version control systems servers of collab-

orative groups often store copies of the same documents,

sources and executables. In such systems, if the degree of

content similarity is not overwhelming, eliminating du-

plicate data may not be a primary concern.

Gray and Shenoy have pointed out that given the tech-

nology trends for price-capacity and price-performance

of memory/disk sizes and disk accesses respectively, disk

data must “cool” at the rate of 10X per decade [11]. They

suggest data replication as a means to this end. An in-

stantiation of this suggestion is intrinsic replication of

data created due to consolidation as seen now in many

storage systems, including the ones illustrated earlier.

Here, we refer to intrinsic (or application/user generated)

data replication as opposed to forced (system generated)

redundancy such as in a RAID-1 storage system. In such

systems, capacity constraints are invariably secondary to

I/O performance.

We analyzed on-disk duplication of content and I/O

traces obtained from three varied production systems at

FIU that included a virtualized host running two depart-

ment web-servers, the department email server, and a file

server for our research group. We made three observa-

tions from the analysis of these traces. First, our analysis

revealed significant levels of both disk static similarity

and workload static similarity within each of these sys-

tems. Disk static similarity is an indicator of the amount

of duplicate content in the storage medium, while work-

load static similarity indicates the degree of on-disk du-

plicate content accessed by the I/O workload. We define

these similarity measures formally in § 2. Second, we

discovered a consistent and marked discrepancy between

reuse distances [23] for sector and content in the I/O ac-

cesses on these systems indicating that content is reused

more frequently than sectors. Third, there is significant

overlap in content accessed over successive intervals of

longer time-frames such as days or weeks.

Based on these observations, we explore the premise

that intrinsic content similarity in storage systems and

access to replicated content within I/O workloads can

both be utilized to improve I/O performance. In doing

so, we design and evaluate I/O Deduplication, a stor-

age optimization that utilizes content similarity to either

eliminate I/O operations altogether or optimize the re-

sulting disk head movement within the storage system.

I/O Deduplication comprises three key techniques: (i)

content-based caching that uses the popularity of “data
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Workload File System Memory Reads [GB] Writes [GB] File System

type size [GB] size [GB] Total Sectors Content Total Sectors Content accessed

web-vm 70 2 3.40 1.27 1.09 11.46 0.86 4.85 2.8%

mail 500 16 62.00 29.24 28.82 482.10 4.18 34.02 6.27%

homes 470 8 5.79 2.40 1.99 148.86 4.33 33.68 1.44%

Table 1: Summary statistics of one week I/O workload traces obtained from three different systems.

content” rather than “data location” of I/O accesses in

making caching decisions, (ii) dynamic replica retrieval

that upon a cache miss for a read operation, dynami-

cally chooses to retrieve a content replica which mini-

mizes disk head movement, and (iii) selective duplica-

tion that dynamically replicates frequently accessed con-

tent in scratch space that is distributed over the entire

storage medium to increase the effectiveness of dynamic

replica retrieval.

We evaluated a Linux implementation of the I/O Dedu-

plication techniques for workloads from the three sys-

tems described earlier. Performance improvements mea-

sured as the reduction in total disk busy time in the range

28-47% were observed across these workloads. We mea-

sured the influence of each technique of I/O Deduplica-

tion separately and found that each technique contributed

substantially to the overall performance improvement

Particularly, content-based caching increased memory

caching effectiveness by at least 10% and by as much as

4X in cache hit rate for read operations. Head-position

aware dynamic replica retrieval directed I/O operations

to alternate locations on-the-fly and additionally reduced

average I/O times by 10-20%. And finally, selective du-

plication created additional replicas of popular content

during periods of low foreground I/O activity to further

improved the effectiveness of dynamic replica retrieval,

leading to a reduction in average I/O times by 23-35%.

We also measured the memory and CPU overheads of

I/O Deduplication and found these to be nominal.

In Section 2, we make the case for I/O deduplication.

We elaborate on a specific design and implementation of

its three techniques in Section 3. We perform a detailed

evaluation of improvements and overhead for three dif-

ferent workloads in Section 4. We discuss related re-

search in Section 5, discuss salient design and deploy-

ment alternatives in Section 6, and finally conclude with

directions for future work.

2 Motivation and Rationale

In this section, we investigate the nature of content sim-

ilarity and access to duplicate content using workloads

from three production systems that are in active, daily

use at the FIU Computer Science department. We col-

lected I/O traces downstream of an active page cache

from each system for a duration of three weeks. These

systems have different I/O workloads that consist of a

virtual machine running two web-servers (web-vm work-

load), an email server (mail workload), and a file server

(homes workload). The web-vm workload is collected

from a virtualized system that hosts two CS depart-

ment web-servers, one hosting the department’s online

course management system and the other hosting the

department’s web-based email access portal; the local

virtual disks which were traced only hosted root parti-

tions containing the OS distribution, while the http data

for these web-servers reside on a network-attached stor-

age. The mail workload serves user INBOXes for the

entire Computer Science department at FIU. Finally, the

homes workload is that of a NFS server that serves the

home directories of our small-sized research group; ac-

tivities represent those of a typical researcher consisting

of software development, testing, and experimentation,

the use of graph-plotting software, and technical docu-

ment preparation.

Key statistics related to these workloads are summa-

rized in Table 1. The mail server is a heavily used system

and generates a highly-intensive I/O workload in com-

parison to the other two. However, some uniform trends

can be observed across these workloads. A fairly small

percentage of the total file system data is accessed dur-

ing the entire week (1.44-6.27% across the workloads),

representing small working sets. Further, these are write-

intensive workloads. While it is therefore important to

optimize write I/O operations, we also note that most

writes are committed to persistent storage in the back-

ground and do not affect user-perceived performance di-

rectly. Optimizing read operations, on the other hand,

has a direct impact on user-perceived performance and

system throughput because this reduces the waiting time

for blocked foreground I/O operations. For read I/O’s,

we observe that in each workload, the unique content

accessed is lesser than the unique locations that are ac-

cessed on the storage device. These observation directly

motivates the three techniques of our approach as we

elaborate next.

2.1 Content-based cache

The systems of interest in our work are those in which

there are patterns of work shared across more than one

mechanism within a single system. A mechanism rep-

resents any active entity, such as a single thread or pro-

cess or an entire virtual machine. Such duplicated mech-
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Figure 1: Page cache hits for the web-vm (top), mail

(middle), and homes (bottom) workloads. A single day

trace was used with an infinite cache assumption.

anisms also lead to intrinsic duplication in content ac-

cessed within the respective mechanisms’ I/O operations.

Duplicate content, however, may be independently man-

aged by each mechanism and stored in distinct locations

on a persistent store. In such systems, traditional storage-

location (sector) addressed caching can lead to content

duplication in the cache, thus reducing the effectiveness

of the cache.

Figure 1 shows that cache hit ratio (for read re-

quests) can be improved substantially by using a content-

addressed cache instead of a sector-addressed one. While

write I/Os leading to content hits could be eliminated for

improved performance, we do not explore it in this pa-

per. A greater number of sector hits with write I/Os are

due to journaling writes by the file system, repeatedly

overwriting locations within a circular journal space.

For further analysis, we define the average sector reuse

distance for a workload as the average number of re-

quests between successive requests to the same sector.

The average content reuse distance is defined similarly

over accesses to the same content. Figure 2 shows that

the average reuse distance for content is smaller than for

sector for each of the three workloads that we studied for

both read and write requests. For such workloads, data

addressed by content can be cache-resident for lesser

time yet be more effective for servicing read requests

than if the same cached data is addressed by location.

Write requests on the other hand do not depend on cache
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Figure 2: Contrasting content and sector reuse dis-

tances for the web-vm (top), mail (middle), and homes

(bottom) workloads.

hits since data is flushed to rather than requested from

the storage system. These observations and those from

Figure 1 motivate content-based caching in I/O Dedupli-

cation.

2.2 Dynamic replica retrieval

Systems with intrinsic duplication of mechanism may

also operate on duplicate data stored in the persistent

stores managed by each mechanism. Such intrinsic con-

tent duplication creates opportunities for optimizing I/O

operations.

We define the disk static similarity as the average num-

ber of copies per filesystem-aligned block of content,

typically of size 4KB, as a formal measure of content

similarity in the storage system. The disk static similar-

ity is calculated as (all − zeros)/(unique − 1), where

all is the total number of blocks, zeroes are the number

of zeroed blocks (never-used), and unique is the num-

ber of blocks with unique content (after eliminating du-

plicates). This static similarity measure includes blocks

that are not currently in use by the file-system; we in-

clude such blocks because they were previously used and

therefore may contain the same content as in-use data

blocks. Table 2 summarizes static similarity values for

each of the three workloads. We notice that there is sub-

stantial duplication of content on the disks used by each

of these workloads. In the case of themailworkload, one

might expect a higher level of content similarity due to

3
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Workloads web-vm mail homes

Unique pages (millions) 1.9 27 62

Total pages (millions) 5.2 73 183

Static similarity 2.67 2.64 2.94

Table 2: Disk static similarity. Total pages excludes
zero pages; Unique pages excludes repeated pages in
addition to zero pages.
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Figure 3: Workload static similarity. One day traces

were used. The x axis limits the static similarity consid-

eration to blocks which have at most x copies on disk.

mailing-list emails and circulated attachments appearing

in many INBOXes. However, we point out that all emails

within a user’s INBOX are managed as a single large file

by mail server and therefore individual emails are less

likely to be aligned to the filesystem block-size, impact-

ing the disk static similarity measure. Nevertheless, the

level of content similarity in these systems is high.

While the presence of substantial duplicate content on

each of these systems is promising, it is possible that

duplicate content is not accessed frequently in the ac-

tual I/O workload. We measured the average number of

copies in the storage system for all the blocks read within

each of these workloads. We refer to this measure as the

workload static similarity. By considering only the on-

disk duplicate content pertinent to the workload we can

better estimate the impact of optimizations based on con-

tent similarity. To improve the accuracy our measure, we

limit the number of copies of target content. This allows

us to prevent a small set of highly replicated content from

inflating the workload static similarity value. As shown

in Figure 3, the workload static similarity limited to con-

tent not repeated more than 1000 times is 2.5. While

more than one copy of blocks read is present in the stor-

age system on an average, we note that the disk static

similarity values (in Table 2) do overestimate the perfor-

mance improvement potential.

Based on these observations, we can hypothesize that

for each of these workloads, accesses to data that is du-

plicated on the storage device can be optimally redirected
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Figure 4: Content working-sets for three week traces.

The trace duration is divided into 7 3-day intervals and

read content overlap for each interval with all content

from the previous interval is presented.

to the location that minimizes the mechanical overhead

of disk I/O operations. This motivates dynamic replica

retrieval in our approach.

2.3 Selective Duplication

A third property of workloads is repeated access to the

same content. Here, we refer to accesses to specific con-

tent, which is a different measure than repeated access to

the same block address. To illustrate this difference, ac-

cesses to two copies of the same executable stored within

two virtual disks owned by distinct virtual machines do

not lead to repeated access to the same block, but do re-

sult in repeated access to the same content.

In Figure 4, we illustrate the overlap in content be-

ing accessed across time for each of the workloads using

traces over a longer, three week duration. More specifi-

cally, we divide the three week trace duration into seven,

3-day intervals and measure the overlap in content read

(thus, we exclude writes) within each interval with all

data accessed (both read and written) in the previous in-

terval. The first 3-day interval uses self-similarity and

therefore represents a 100% content overlap. For the re-

maining intervals we observe high levels of overlap in the

content being read within each interval with all data ac-

cessed during the previous interval; average overlaps are

45%, 85%, and 60%, for the mail, web-vm, and homes

workloads respectively.

Based on these observation, we can assume that if

data accessed in the recent past were replicated in loca-

tions dispersed across the disk area, the choice in access

provided by such replicas for future I/O operations can

help reduce disk arm movement and improve I/O perfor-

mance. Complementary findings about diurnal patterns

in I/O workloads with alternating periods of low and high

storage activity [8, 20] suggest that such selective dupli-

cation, if performed opportunistically during night-time,

may result in negligible impact to foreground I/O activ-

ity.
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3 System Design

I/O Deduplication systematically explores the use of

content similarity within storage systems to reduce the

mechanical delays incurred in I/O operations and/or to

eliminate I/O operations altogether. In this section, we

start with an overview of the system architecture and then

present the various design choices and rationale behind

constructing each of the three mechanisms that consti-

tute I/O Deduplication.

3.1 Architectural Overview

An optimization based on content similarity can be built

at various layers of the storage stack, with varying de-

grees of access and control over storage devices and

the I/O workload. Prior research has argued for build-

ing storage optimizations in the block layer of the stor-

age stack [12]. We choose the block layer for several

reasons. First, the block interface is a generic abstrac-

tion that is available in a variety of environments includ-

ing operating system block device implementations, soft-

ware RAID drivers, hardware RAID controllers, SAN

(e.g., iSCSI) storage devices, and the increasingly popu-

lar storage virtualization solutions (e.g., IBM SVC [16],

EMC Invista [9], NetApp V-Series [28]). Consequently,

optimizations based on the block abstraction can poten-

tially be ported and deployed across these varied plat-

forms. In the rest of the paper, we develop an operating

system block device oriented design and implementation

of I/O Deduplication. Second, the simple semantics of

block layer interface allows easy I/O interception, ma-

nipulation, and redirection. Third, by operating at the

block layer, the optimization becomes independent of the

file system implementation, and can support multiple in-

stances and types of file systems. Fourth, this layer en-

ables simplified control over system devices at the block

device abstraction, allowing an elegantly simple imple-

mentation of selective duplication that we describe later.

Finally, additional I/Os generated by I/O Deduplication

can leverage I/O scheduling services, thereby automati-

cally addressing the complexities of block request merg-

ing and reordering.

Figure 5 presents the architecture of I/O Deduplica-

tion for a block device in relation to the storage stack

within an operating system. We augment the storage

stack’s block layer with additional functionality, which

we term I/O Deduplication layer, to implement the three

major mechanisms: the content-based cache, the dy-

namic replica retriever, and the selective duplicator. The

content-based cache is the first mechanism encountered

by the I/O workload which filters the I/O stream based on

hits in a content-addressed cache. The dynamic replica

retriever subsequently optionally redirects the unfiltered

read I/O requests to alternate locations on the disk to

avail the best access latencies to requests. The selective

Applications

VFS

Page Cache

File System: EXT3, JFS,

· · ·

I/O Deduplication

I/O Scheduler

Device Driver

Selective duplicator

Selective Duplicator Content based cache

Dynamic replica retriever

: New components : Existing Components : Control Flow

Figure 5: I/O Deduplication System Architecture.

duplicator is composed of a kernel sub-component that

tracks content accesses to create a candidate list of con-

tent for replication, and a user-space process that runs

during periods of low disk activity and populates replica

content in scratch space distributed across the entire disk.

Thus, while the kernel components run continuously, the

user-space component runs sporadically. Separating out

the actual replication process into a user-level thread al-

lows greater user/administrator control over the timing

and resource consumption of the replication process, an

I/O resource-intensive operation. Next, we elaborate on

the design of each of the three mechanisms within I/O

Deduplication.

3.2 Content based caching

Building a content based cache at the block layer cre-

ates an additional buffer cache separate from the virtual

file system (VFS) cache. Requests to the VFS cache are

sector-based while those to the I/O Deduplication cache

are both sector- and content-based. The I/O Deduplica-

tion layer only sees the read requests for sector misses

in the VFS cache. We discuss exclusivity across these

caches shortly. In the I/O Deduplication layer, read re-

quests identified by sector locations are queried against a

dual sector- and content-addressed cache for hits before

entering the I/O scheduler queue or being merged with

an existing request by the I/O scheduler. Population of

the content-based cache occurs along both the read and

write paths. In case of a cache miss during a read oper-

ation, the I/O completion handler for the read request is

intercepted and modified to additionally insert the data

read into the content-addressed cache after I/O comple-

tion only if it is not already present in the cache and is

important enough in the LRU list to be cached. A write

request to a sector which had contained duplicate data is

simply removed from the corresponding duplicate sector

list to ensure data consistency for future accesses. The

new data contained within write requests is optionally

5
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Figure 6: Data structure for the content-based cache.

The cache is addressable by both sector and content-

hash. vc entrys are unique per sector. Solid lines be-
tween vc entrys indicates that they may have the same
content (they may not in case of hash function collisions.)

Dotted lines form a link between a sector (vc entry) and
a given page (vc page.) Note that some vc entrys do not
point to any page – there is no cached content cached for

these. However, this indicates that the linked vc entrys
have the same data on disk. This happens when some of

the pages are evicted from the cache. Additionally, pages

form an LRU list.

inserted into the content-addressed cache (if it is suffi-

ciently important) in the onward path before entering the

request into the I/O scheduler queue to keep the content

cache up-to-date with important data.

The in-memory data structure implementing the

content-based cache supports look-up based on both sec-

tor and content-hash to address read and write requests

respectively. Entries indexed by content-hash values

contain a sector-list (list of sectors in which the content

is replicated) and the corresponding data if it was en-

tered into the cache and not replaced. Cache replacement

only replaces the content field and retains the sector-list

in the in-memory content-cache data structure. For read

requests, a sector-based lookup is first performed to de-

termine if there is a cache hit. For write requests, a

content-hash based look-up is performed to determine

a hit and the sector information from the write request

is added to the sector-list. Figure 6 describes the data

structure used to manage the content-based cache. A

write to a sector that is present in a sector-list indexed

by content-hash is simply removed from the sector list

and inserted into a new list based on the sector’s new

content hash. It is important to also point out that our

design uses a write-through cache to preserve the seman-

tics of the block layer. Next, we discuss some practical

considerations for our design.

Since the content cache is a second-level cache placed

below the file system page cache or, in case of a virtual-

ized environment, within the virtualization mechanism,

typically observed recency patterns in first level caches

are lost at this caching layer. An appropriate replace-

ment algorithm for this cache level is therefore one that

captures frequency as well. We propose using Adaptive

Replacement Cache (ARC) [24] or CLOCK-Pro [18] as

good candidates for a second-level content-based cache

and evaluate our system with ARC and LRU for contrast.

Another concern is that there can be a substantial

amount of duplicated content across the cache levels.

There are two ways to address this. Ideally, the content-

based cache should be integrated into a higher level

cache (e.g., VFS page cache) implementations if possi-

ble. However, this might not be feasible in virtualized

environments where page caches are managed indepen-

dently within individual virtual machines. In such cases,

techniques that help make in-memory cache content

across cache levels exclusive such as cache hints [21],

demotions [38], and promotions [10] may be used. An

alternate approach is to employ memory deduplication

techniques such as those proposed in the VMware ESX

server [36], Difference Engine [13], and Satori [25]. In

these solutions, duplicate pages within and across vir-

tual machines are made to point to the same machine

frame with use of an extra level of indirection such as

the shadow page tables. In memory duplicate content

across multiple levels of caches is indeed an orthogonal

problem and any of the referenced techniques could be

used as a solution directly within I/O Deduplication.

3.3 Dynamic replica retrieval

The design of dynamic replica retrieval is based on the

rationale that better I/O schedules can be constructed

with more options for servicing I/O requests. A storage

system with high disk static similarity (i.e., duplicated

content) creates such options naturally. With dynamic

replica retrieval in such a system, read I/O requests are

optionally indirected to alternate locations before enter-

ing the I/O scheduler queue. Choosing alternate loca-

tions for write requests is complicated due to the need for

ensuring up-to-date block content; while we do not con-

6
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sider this possibility further in our work, investigating

alternate mechanisms for optimizing write operations to

utilize content similarity is certainly a promising area of

future work. The content-addressed cache data structure

that we explored earlier supports look-up based on sector

(contained within a read request) and returns a sector-list

that contain replicas of the requested content, thus pro-

viding alternate locations to retrieve the data from.

To help decide if and to where a read I/O request should

be redirected, the dynamic replica retriever continuously

maintains an estimate of the disk head position by mon-

itoring I/O completion events. For estimating head posi-

tion, we use read I/O completion events only and ignore

I/O completion events for write requests since writes

may be reported as complete as soon as they are writ-

ten to the disk cache. Consequently, the head position as

computed by the dynamic replica retriever is an approx-

imation, since background write flushes inside the disk

are not accounted for. To implement the head-position

estimator, the last head position is updated during the ex-

ecution of the I/O completion handler of each read re-

quest. Additionally, the direction of the disk arm man-

aged by the scheduler is also maintained for elevator-

based I/O schedulers.

One complication with redirection of an I/O request be-

fore a possible merge operation (done by the I/O sched-

uler later) is that this optimization can reduce the chances

for merging the request with another request already

awaiting service in the I/O scheduler queue. For each of

the workloads we experimented with, we did indeed ob-

serve reduction in merging negatively affecting perfor-

mance when using redirection purely based on current

head-position estimates. Request merging should gain

priority over any other operation since it eliminates me-

chanical overhead altogether. One means to prioritize

request merging is performing the indirection of requests

below the I/O scheduler which performs merging within

its mechanisms. Although this is an acceptable and cor-

rect solution, it is substantially more complex compared

to implementation at the block layer above the I/O sched-

uler because there are typically multiple dispatch points

for I/O scheduler implementations inside the operating

system. The second option, and the one used in our sys-

tem, is to evaluate whether or not to redirect the I/O re-

quest to a more opportune location, based on the an ac-

tively maintained digest of outstanding requests at the

I/O scheduler – these are requests that have been dis-

patched to the I/O scheduler but not yet reported as com-

pleted by the device. If an outstanding request to a lo-

cation adjacent to the current request exists in the digest,

redirection is avoided to allow for merging.

read(.....)

head

Legend

Exported

Space

Mapped

Space
Scratch
Space

Figure 7: Transparent replica management for selec-

tive duplication. The read request to the solid block in

the exported space can either be retrieved from its origi-

nal location in the mapped space or from any of the repli-

cas in the scratch space that reduce head movement.

3.4 Selective duplication

Figure 4 revealed that the overlap in longer-time frame

working sets can be substantial in workloads, more than

80% in some cases. While such overlapping content are

the perfect choice for content to be cached, such content

was found to be too big to fit in memory.

A complementary optimization to dynamic replica re-

trieval based on this observation is that an increase in the

number of duplicates for popular content on the disk can

create even greater opportunities for optimizing the I/O

schedule. A basic question then is what to duplicate and

when. We implemented selective duplication to run ev-

ery day during periods of low disk activity based on the

observed diurnal patterns in the I/O workloads that we

experimented with. The question of what to duplicate

can be rephrased as what is the content accessed in the

previous days that is likely to be accessed in the future?

Our analysis of the workloads revealed that the content

overlap between the most frequently used content of the

previous days was found to be a good predictor of fu-

ture accesses to content. The selective duplicator kernel

component calculates the list of frequently used content

across multiple days by extending the ARC replacement

algorithm used for the content-addressed cache.

A list of sectors to duplicate is then forwarded to the

user-space replicator process which creates the actual

replicas during periods of low activity. The periodic na-

ture of this process ensures that the most relevant con-

tent is replicated in the scratch space while older repli-

cas of content that have either been overwritten or are no

longer important are discarded. To make the replication

process seamless to file system, we implemented trans-

7
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parent replica management that implements the scratch

space used to store replicas transparently. The scratch

space is provisioned by creating additional physical stor-

age volumes/partitions interspersed within the file sys-

tem data. Figure 7 depicts the transparent replica man-

agement wherein the storage is interspersed with five

scratch space volumes interspersed between file system

mapped space. For file system transparency, a single log-

ically contiguous volume is presented to the file system

by the I/O Deduplication extension. The scratch space

is used to create one or more replicas of data in the ex-

ported space. Since the I/O operations issued during the

selective duplication process are themselves routed via

the in-kernel I/O Deduplication components, the addi-

tional content similarity information due to replication is

automatically recorded into the content cache.

3.5 Persistence of metadata

A final issue is the persistence of the in-memory data

structure so that the system can retain intelligence about

content similarity across system restart operations. Per-

sistence is important for retaining the locations of on-

disk intrinsic and artificially created duplicate content so

that this information can be restored and used immedi-

ately upon a system restart event. We note that while

persistence is useful to retain intelligence that is acquired

over a period of time, “continuous persistence” of meta-

data in I/O Deduplication is not necessary to guarantee

the reliability of the system, unlike other systems such as

the eager writing disk array [40] or doubly distorted mir-

roring [29]. In this sense, selective duplication is similar

to the opportunistic replication as performed by FS2 [15]

because it tracks updates to replicated data in memory

and only guarantees that the primary copy of data blocks

are up-to-date at any time. While persistence of the in-

memory data is not implemented in our prototype yet,

guaranteeing such persistence is relatively straightfor-

ward. Before the I/O Deduplication kernel module is

unloaded (occuring at the same time the managed file

system is unmounted), all in-memory data structure en-

tries can be written to a reserved location of the managed

scratch-space. These can then be read back to populate

the in-memory metadata upon a system restart operation

when the kernel module is loaded into the operating sys-

tem.

4 Experimental Evaluation

In this section, we evaluate each mechanism in I/O Dedu-

plication separately first and then evaluate their cumula-

tive performance impact. We also evaluate the CPU and

memory overhead incurred by an I/O Deduplication sys-

tem. We used the block level traces for the three systems

that were described in detail in § 2 for our evaluation.

The traces were replayed as block traces in a similar way
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Figure 8: Per-day page cache hit ratio for content- and

sector- addressed caches for read operations. The to-

tal number of pages read are 0.18, 2.3, and 0.23 million

respectively for the web-vm, mail and homes workloads.

The numbers in the legend next to each type of address-

ing represent the cache size.

as done by blktrace [2]. Blktrace could not be used as-

is since it does not record content information; we used

a custom Linux kernel module to record content-hashes

for each block read/written in addition to other attributes

of each I/O request. Additionally, the blktrace tool btre-

play was modified to include traces in our format and

replay them using provided content. Replay was per-

formed at a maximum acceleration of 100x with care

being taken in each case to ensure that block access pat-

terns were not modified as a result of the speedup. Mea-

surements for actual disk I/O times were obtained with

per-request block-level I/O tracing using blktrace and the

results reported by it. Finally, all trace playback exper-

iments were performed on a single Intel(R) Pentium(R)

4 CPU 2.00GHz machine with 1 GB of memory and a

Western Digital disk WD5000AAKB-00YSA0 running

Ubuntu Linux 8.04 with kernel 2.6.20.

4.1 Content based cache

In our first experiment, we evaluated the effectiveness

of a content-addressed cache against a sector-addressed

one. The primary difference in implementation between

the two is that for the sector-addressed cache, the same

content for two distinct sectors will be stored twice. We

fixed the cache size in both variants to one of two differ-

ent sizes, 1000 pages (4MB) and 50000 pages (200MB).

We replayed two weeks of the traces for each of the three

workloads; the first week warmed up the cache and mea-

surements were taken during the second week. Figure 8

shows the average per-day cache hit counts for read I/O

operations during the second week when using an adap-

tive replacement cache (ARC) in two modes, content and

sector addressed.

This experiment shows that there is a large increase in

per-day cache hit counts for the web and the home work-

8
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Figure 9: Comparison of ARC and LRU content based

caches for pages read only (top) and pages read/write

operations (bottom). A single day trace (0.18 million

page reads and 2.09 million page read/writes) of the web

workload was used as the workload.

loads when a content-addressed cache is used (relative to

a sector-addressed cache). The first observation is that

improvement trends are consistent across the two cache

sizes. Both caches implementations benefit substantially

from a larger cache size except for the mail workload,

indicating that mail is not a cache-friendly workload val-

idated by its substantially larger working set and work-

load I/O intensity (as observed in Section 2). The web-

vm workload shows the biggest increase with an almost

10X increase in cache hits with a cache of 200MB com-

pared to the home workload which has an increase of 4X.

The mail workload has the least improvement of approx-

imately 10%.

We performed additional experiments to compare an

LRU implementation with the ARC cache implementa-

tion (used in the previous experiments) using a single

day trace of the web-vm workload. Figure 9 provides a

performance comparison of both replacement algorithms

when used for a content-addressed cache. For small and

large cache sizes, we observe that ARC is either as good

or more effective than LRU with ARC’s improvement

over LRU increasing substantially for write operations

at small to moderate cache sizes. More generally, this

experiment suggests that the performance improvements

for a content-addressed cache are sensitive to the cache

replacement mechanism which should be chosen with

care.
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Figure 10: Improvement in disk read I/O times with

dynamic replica retrieval. Box and whisker plots de-

picting median and quartile values of the per-request

disk I/O times are shown. For each workload, the val-

ues to the left represent the vanilla system and that on

the right is with dynamic replica retrieval.

4.2 Dynamic replica retrieval

To evaluate the effectiveness of dynamic replica retrieval,

we replayed a one week trace for each workload with

and without using I/O Deduplication. When using I/O

Deduplication, prior to replaying the trace workload, in-

formation about duplicates was loaded into the kernel

module’s data structures, as would have been accumu-

lated by I/O Deduplication over the lifetime of all data on

the disk. Content-based caching and selective duplica-

tion were turned-off. In each case, we measured the per-

request disk I/O time per request. A lower per-request

disk I/O time informs us of a more efficient storage sys-

tem.

Figure 10 shows the results of this experiment. For all

the workloads there is a decrease in median per-request

disk I/O time of at least 10% and up to 20% for the homes

workload. These findings indicate that there is room for

optimizing I/O operations simply by using pre-existing

duplicate content on the storage system.

4.3 Selective duplication

Given the improvements offered by dynamic replica re-

trieval, we now evaluate the impact of selective duplica-

tion, a mechanism whose goal is to further increase the

opportunities for dynamic replica retrieval. The work-

loads and metric used for this experiment were the same

as the ones in the previous experiment.

To perform selective duplication, for each workload,

ten copies of the predicted popular content were created

on scratch space distributed across the entire disk drive.

The set of popular data blocks to replicate is determined

by the kernel module during the day and exported to user

space after a time threshold is reached. A user space pro-

gram logs the information about the popular content that

are candidates for selective duplication and creates the

copies on disk based on the information gathered during

periods of little or no disk activity. As in the previous

9
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Figure 11: Improvement in disk read I/O times with

selective duplication and dynamic replica retrieval

optimizations. Other details are the same as Figure 10.

experiment, prior to replaying the trace workload, all the

information about duplicates on disk was loaded into the

kernel module’s data structures.

Figure 11 (when compared with the numbers in Fig-

ure 10) shows how selective duplication improves upon

the previous results using pure dynamic replica retrieval.

Figure 4 showed that the web workload had more than

80% in content reuse overlap and the effect of duplicat-

ing this information can be observed immediately. Over-

all, the reduction in per-request disk I/O time was im-

proved substantially for the web-vm and homes work-

loads, and to a lesser extent for the homes workload us-

ing this additional technique when compared to using dy-

namic replica retrieval alone. Overall reductions in me-

dian disk I/O times when compared to the vanilla sys-

tem were 33% for the web workload, 35% for the homes

workload, and 23% for mail.

4.4 Putting it all together

We now examine the impact of using all the three mech-

anisms of I/O Deduplication at once for each workload.

We use a sector-addressed cache for the baseline vanilla

system and a content-addressed one for I/O Deduplica-

tion. We set the cache size to 200 MB in both cases.

Since sector- or content-based caching is the first mech-

anism encountered by the I/O request stream, the results

of the caching mechanism remain unaffected because of

the other two, and the cache hit counts remain as with

the independent measurements reported in Section 4.1.

However, cache hits do modify the request stream pre-

sented to the remaining two optimizations. While there is

a reduction in the improvements to per-request disk read

I/O times with all three mechanisms (not shown) when

compared to using the combination of dynamic replica

retrieval and selective duplication alone, the total num-

ber of I/O requests is different in each case. Thus the

average disk I/O time is not a robust metric to measure

relative performance improvement. The total disk read

I/O time for a given I/O workload, on the other hand, pro-

vides an accurate comparative evaluation by taking into

account both the reduced number of I/O read operations

Workload Vanilla (sec) I/O dedup (sec) Improvement

web-vm 3098.61 1641.90 47%

mail 4877.49 3467.30 28%

home 1904.63 1160.40 39%

Table 3: Reduction in total disk read I/O times.
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Figure 12: Overhead of content and sector lookup

operations with increasing size of the content-based

cache.

due to content-based caching and the improvements in

disk latencies of the latter two optimizations, and effec-

tively measures the true increase in disk I/O efficiency.

When comparing total disk read I/O time for these

three workloads, substantial reductions were observed

when compared to a vanilla system as shown on Table 3.

These uniformly large improvements (28-47% across the

three workloads) are a clear indication of the effective-

ness of I/O Deduplication in improving I/O performance

for a range of different storage workloads.

4.5 Evaluating Overhead

While the gains due to I/O Deduplication are promis-

ing, it incurs resource overhead. Specifically, the im-

plementation uses content- and sector- addressed hash-

tables to simplify lookup and insert operations into the

content based cache. We evaluate the CPU overhead for

insert/lookup operations and memory overhead required

for managing hash-table metadata in I/O Deduplication.

4.5.1 CPU Overhead

To evaluate the overhead of I/O Deduplication, we mea-

sured the average number of CPU cycles required for

lookup/insert operations as we vary the number of unique

pages (i.e., size) in the content-based cache (i.e., cache

size) for a day of the web workload. Figure 13 de-

picts these overheads for two cache configurations, one

configured with 225 buckets in the hash tables and the

other with 25 buckets. Read operations perform a sector

lookup and additionally content lookup in case of a miss

10
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Figure 13: Overhead of sector and content lookup op-

erations with increasing hash-table bucket entries.

for insertion. Write operations always perform a sector

and content lookup due to our write-through cache de-

sign. Content lookups need to first compute the hash

for the page contents which takes around 100000 CPU

cycles for MD5. With few buckets (25) lookup times

approach O(N) where N is the size of the hash-table.

However, given enough hash-table buckets (225), lookup

times are O(1).

Next, we examined the sensitivity to the hash-table

bucket entries. As the number of buckets are increased,

the lookup times decrease as expected due to reduction

in collisions, but beyond 220 buckets, there is an in-

crease. We attribute this to L2 cache and TLB misses due

to memory fragmentation, under-scoring that hash-table

bucket sizes should be configured with care. In the sweet

spot of bucket entries, the lookup overhead for both sec-

tor and content reduces to 1K CPU cycles or less than

1µs for our 2GHz machine. Note that the content lookup

operation includes a hash computation which inflates its

cycles requirement by at least 100000.

4.6 Memory Overhead

The management of I/O Deduplication’s content-based

cache introduces memory overhead for managing meta-

data for the content-based cache. Specifically, the mem-

ory overhead is dictated by the size of the cache mea-

sured in pages (P ), the degree of Workload static simi-

larity (WSS), and the configured number of buckets in

the hash tables (HTB) which also determine the lookup

time as we saw earlier. In our current unoptimized im-

plementation, the memory overhead in bytes (assuming

4 bytes pointers and 4096 bytes pages) :

mem(P, WSS, HTB) = 13 ∗ P + 36 ∗ P ∗ WSS + 8 ∗ HTB (1)

These overheads include 13 bytes per-page to store the

metadata for a a specific page content (vc page), 36 bytes

per page per duplicated entry (vc entry), and 8 bytes per

hash-table entry for the corresponding linked list. For a

1GB content cache (256K pages), a static similarity of 4,

and a hash-table of size 1 million entries, the metadata

overhead is ∼48MB or approximately 4.6%.

5 Related Work

In this section, we examine research literature related

to workload-based I/O performance optimization and re-

search related to the use of content similarity in mem-

ory and storage systems. While there is substantial work

done along both these directions, they are for the most

part explored as orthogonal techniques in the literature,

with the latter primarily being used for optimizing stor-

age capacity utilization using data deduplication.

5.1 I/O performance optimization

Workload-based I/O performance optimization has a

long history. The first class of optimizations is based

on creating optimized layouts for storage system data.

The early works of Wong [37], Vongsathorn et al. [35],

and Ruemmler and Wilkes [32], which argued for shuf-

fling on-disk data based on data access frequency. Later,

Akyurek and Salem [1] argued for copying over shuffling

of data with the observation that original layouts are of-

ten useful and data popularity and access patterns can

be temporary. More recently, ALIS [14] and BORG [3]

have employed a dedicated, reorganized area on the disk

to improve both locality and sequentiality of I/O access.

The second class of work is based on replicating data

and creating opportunities for reducing disk head move-

ment by increasing the number of choices for retriev-

ing data. These include the large body of work on mir-

roring systems [4]. The work on doubly distorted mir-

rors [33] creates multiple replicas on master and slave

disks to increase both write performance (using initial

write-anywhere and background updating of original lo-

cations) and read performance by dispatching read re-

quests to the nearest free arm. Zhang et al.’s work

on eager writing [40] extended this approach to mir-

rored/striped RAID configurations primarily for database

OLTP workload (which are characterized by little local-

ity or sequentiality). Yu et al. [39] propose an alternate

approach for trading disk capacity for performance in a

RAID system, by storing several rotational replicas of

each block and using a rotational latency sensitive disk

scheduler. FS2 [15] proposed replication in file system

free-space based on block-access frequency and the use

of such selective duplication of content to optimize head

movement during subsequent retrieval of replicated data.

Quite obviously, selective duplication is motivated by the

above works, but is different in two respects: (i) it targets

identifying replication candidates based on content pop-

ularity, rather than block address popularity, and (ii) du-

plication is performed in pre-configured dedicated space

transparently to the file system and/or other managers of

the storage system. To the best of our knowledge the

only work to use content-based optimization of I/O is the

work of Tolia et al. [34], where the authors use content

hashes to perform dynamic replica retrieval choosing be-

11
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tween multiple hosts in an extrinsically-duplicated dis-

tributed storage system. Our work, on the other hand,

uses intrinsic duplication within a single storage system.

5.2 Data deduplication

Content similarity in both memory and archival storage

have been investigated in the literature. Memory dedu-

plication has been explored before in the VMware ESX

server [36], Difference Engine [13], and Satori [25],

each aiming to eliminate duplicate in-memory content

both within and across virtual machines sharing a phys-

ical host. Of these, Satori has apparent similarities to

our work because it identifies candidates for in-memory

deduplication as data is read from storage. Satori runs

in two modes: content-based sharing and copy-on-write

disk sharing. For content-based sharing, Satori uses

content-hashes to track page contents in memory read

from disk. Since its goal is not I/O performance opti-

mization, it does not track duplicate sectors on disk and

therefore does not eliminate duplicated I/Os that would

read the same content from multiple locations. In copy-

on-write disk sharing, the disk is already configured to be

copy-on-write enabling the sharing of multiple VM disk

images on storage. In this mode, duplicated I/Os due to

multiple VMs retrieving the same sectors on the shared

physical disk would be eliminated in the same way as

a regular sector-addressed cache would do. In contrast,

our work targets I/O performance optimization by either

eliminating I/Os if it were to retrieve duplicate content

irrespective of where it may reside on storage or reduc-

ing head movement otherwise Thus, the contributions of

Satori are complementary to our work and can be used

simultaneously.

Data deduplication in archival storage has also gained

importance in both the research and industry communi-

ties. Current research on data deduplication uses sev-

eral techniques to optimize the I/O overheads incurred

due to data duplication. Venti [30] proposed by Quin-

lan and Dorward was the first to propose the use of a

content-addressed storage for performing data dedupli-

cation in an archival system. The authors suggested the

use of an in-memory content-addressed index of data to

speed up lookups for duplicate content. Similar content-

addressed caches were used in data backup solutions

such as Peabody [26] and Foundation [31]. Content-

based caching in I/O Deduplication is inspired by these

works. Recent work by Zhu and his colleagues [41] sug-

gests new approaches to alleviate the disk bottleneck via

the use of Bloom filters [5] and by further accounting

for locality in the content stream. The Foundation work

suggests additional optimizations using batched retrieval

and flushing of index entries and a log-based approach

to writing data and index entries to utilize temporal lo-

cality [31]. The work on sparse indexing [22] suggests

improvements to Zhu et al.’s general approach by ex-

ploiting locality in the chunk index lookup operations to

further mitigate the disk I/O bottleneck. I/O Dedupli-

cation addresses a orthogonal problem, that of improv-

ing I/O performance for foreground I/O workload based

on the use of duplicates, rather than their elimination.

Nevertheless, the above approaches do suggest interest-

ing techniques to optimize the management of a content-

addressed index and cache in main-memory that is com-

plementary to and can be used directly within I/O Dedu-

plication.

6 Discussion

Several aspects of I/O Deduplication from design, im-

plementation, and deployment standpoints warrant fur-

ther discussion. Some of these also suggest avenues for

future work.

Multi-disk deployment. In previous sections, we de-

signed and evaluated a single disk implementation of

I/O Deduplication. Multi-disk storage deployments in

the form of RAID or more complex NAS appliances are

common in enterprise data centers. One might ques-

tion both the utility and effectiveness of the single disk

head movement optimizations central to I/O Deduplica-

tion in such systems. We believe that head movement op-

timizations based on content similarity is viable and can

enable complementary optimizations by minimizing the

unavoidable mechanical delays in any disk-based stor-

age system. The dynamic replica retrieval and selective

duplication sub-techniques require further consideration

for multi-disk systems. First, these optimizations must

be implemented where information about individual disk

head positions is available. Such information is available

inside the driver for software RAID, in the RAID con-

troller for hardware RAID, and inside the firmware/OS

or internal hardware controllers for NAS appliances. Di-

gest information about the outstanding requests and I/O

completion events at each disk can then be utilized as in

the single disk design. While the optimal location within

each disk for each I/O request can be thus compiled, the

complementary issue of load balancing across multiple

disks must also be addressed. Apart from the well-known

queue depth based techniques for load-balancing, alter-

nate solutions such as simultaneous dispatching to mul-

tiple disks combined with just-in-time I/O cancellation

can also be envisioned where applicable.

Hash collisions. Our design and implementation of I/O

Deduplication makes the assumption that MD5 (128 bits)

is collision free. Specifically, this assumption is made

when the content-hash entry for a new page being writ-

ten is registered. A similar assumption, for SHA-1 is

made for deduplication in archival storage [30] and low-

bandwidth network file transfers [27]. While this as-
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sumption may be reasonable in several settings, deliv-

ering absolute correctness guarantees requires that this

assumption be removed. Systems like Foundation [31]

additionally include the provision to perform a byte-wise

comparison following a hit in the content cache by read-

ing the target location which potentially contains the du-

plicate data. This, of course, requires an additional I/O

operation. The use of a specific hash function or the

method of determining duplicate content is not decisive

in our design, and these alternatives can be employed if

found necessary within the target deployment scenario.

Variable-sized chunks. Our implementation of I/O

Deduplication uses fixed size blocks as the basic data unit

for determining content similarity. This choice was mo-

tivated by our goal of simplified deployment on a vari-

ety of block storage systems. Using variable size chunks

as units has been demonstrated to be more effective for

similarity detection for mostly similar content and simi-

lar content at different offsets within a file [6, 27]. This

capability is especially important for archival storage

where a single backup file is composed of multiple data

files stored at different offsets and possibly with partial

modifications. We believe that for online storage sys-

tems, this may be of lesser concern, except for very spe-

cific applications (e.g., a mail server where entire user

INBOXes or folders are managed as a single file). Nev-

ertheless, the use of variable sized chunks for I/O dedu-

plication provides an interesting avenue of future work.

7 Conclusions and Future work

System and storage consolidation trends are driving in-

creased duplication of data within storage systems. Past

efforts have been primarily directed towards the elimina-

tion of such duplication for improving storage capacity

utilization. With I/O Deduplication, we take a contrary

view that intrinsic duplication in a class of systems which

are not capacity-bound can be effectively utilized to im-

prove I/O performance – the traditional Achilles’ heel

for storage systems. Three techniques contained within

I/O Deduplication work together to either optimize I/O

operations or eliminate them altogether. An in-depth

evaluation of these mechanisms revealed that together

they reduced average disk I/O times by 28-47%, a large

improvement all of which can directly impact the over-

all application-level performance of disk I/O bound sys-

tems. The content-based caching mechanism increased

memory caching effectiveness by increasing cache hit

rates by 10% to 4x for read operations when compared

to traditional sector-based caching. Head-position aware

dynamic replica retrieval directed I/O operations to al-

ternate locations on-the-fly and additionally reduced I/O

times by 10-20%. And, selective duplication created ad-

ditional replicas of popular content during periods of low

foreground I/O activity and further improved the effec-

tiveness of dynamic replica retrieval by 23-35%.

I/O Deduplication opens up several directions for fu-

ture work. One avenue for future work is to explore

content-based optimizations for write I/O operations. A

possible future direction is to optionally coalesce or even

eliminate altogether write I/O operations for content that

are already duplicated elsewhere on the disk, or alter-

natively direct such writes to alternate locations in the

scratch space. While the first option might seem similar

to data deduplication at a high-level, we suggest a pri-

mary focus on the performance implications of such opti-

mizations rather than capacity improvements. Any opti-

mization for writes affects the read-side optimizations of

I/O Deduplication and a careful analysis and evaluation

of the trade-off points in this design space is important.
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Abstract

A content-addressable storage (CAS) system is a valuable

tool for building storage solutions, providing efficiency by

automatically detecting and eliminating duplicate blocks;

it can also be capable of high throughput, at least for

streaming access. However, the absence of a standardized

API is a barrier to the use of CAS for existing applica-

tions. Additionally, applications would have to deal with

the unique characteristics of CAS, such as immutability

of blocks and high latency of operations. An attractive

alternative is to build a file system on top of CAS, since

applications can use its interface without modification.

Mapping a file system onto a CAS system efficiently, so

as to obtain high duplicate elimination and high through-

put, requires a very different design than for a traditional

disk subsystem. In this paper, we present the design,

implementation, and evaluation of HydraFS, a file sys-

tem built on top of HYDRAstor, a scalable, distributed,

content-addressable block storage system. HydraFS pro-

vides high-performance reads and writes for streaming ac-

cess, achieving 82–100% of the HYDRAstor throughput,

while maintaining high duplicate elimination.

1 Introduction

Repositories that store large volumes of data are increas-

ingly common today. This leads to high capital expen-

diture for hardware and high operating costs for power,

administration, and management. A technique that of-

fers one solution for increasing storage efficiency is data

deduplication, in which redundant data blocks are identi-

fied, allowing the system to store only one copy and use

pointers to the original block instead of creating redundant

blocks. Deduplicating storage is ideally suited to backup

applications, since they store similar data repeatedly, and

with growing maturity is expected to become common in

the data center for general application use.

Data deduplication can be achieved in-line or off-line.

In both cases, data is eventually stored in an object store

where objects are referenced through addresses derived

from their contents. Objects can be entire files, blocks of

data of fixed size, or blocks of data of variable size.

In a CAS system with in-line deduplication, the data

blocks are written directly to the object store. Thus, they

are not written to disk if they are deemed duplicates; in-

stead, the address of the previously written block with the

same contents is used. A CAS system with off-line dedu-

plication first saves data to a traditional storage system,

and deduplication processing is done later. This incurs

extra I/O costs, as data has to be read and re-written, and

requires additional storage space for keeping data in non-

deduplicated form until the processing is complete.

While a CAS system with in-line deduplication does

not have these costs, using it directly has two disadvan-

tages: the applications have to be modified to use the

CAS-specific API, and use it in such a way that the best

performance can be obtained from the CAS system. To

avoid the inconvenience of rewriting many applications,

we can layer a file system on top of the object store. This

has the advantage that it presents a standard interface to

applications, permitting effective use of the CAS system

to many applications without requiring changes. Addi-

tionally, the file system can mediate between the access

patterns of the application and the ones best supported by

the CAS system.

Designing a file system for a distributed CAS system is

challenging, mainly because blocks are immutable, and

the I/O operations have high latency and jitter. Since

blocks are immutable, all data structures that hold ref-

erences to a block must be updated to refer to the new
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address of the block whenever it is modified, leading to

multiple I/O operations, which is inefficient. Distributed

CAS systems also impose high latencies in the I/O path,

because many operations must be done in the critical path.

While file systems have previously been built for CAS

systems, most have scant public information about their

design. One notable exception is LBFS [18], which fo-

cuses on nodes connected by low bandwidth, wide area

networks. Because of the low bandwidth, it is not tar-

geted at high-throughput applications, and poses different

challenges for the file system designers.

This paper describes the design, implementation,

and evaluation of HydraFS, a file system layered on

top of a distributed, content-addressable back end,

HYDRAstor [5] (also called Hydra, or simply the “block

store”). Hydra is a multi-node, content-addressable stor-

age system that stores blocks at configurable redundancy

levels and supports high-throughput reads and writes for

streams of large blocks. Hydra is designed to provide a

content-addressable block device interface that hides the

details of data distribution and organization, addition and

removal of nodes, and handling of disk and node failures.

HydraFS was designed for high-bandwidth streaming

workloads, because its first commercial application is as

part of a backup appliance. The combination of CAS

block immutability, high latency of I/O operations, and

high bandwidth requirements brings forth novel chal-

lenges for the architecture, design, and implementation of

the file system. To the best of our knowledge, HydraFS is

the first file system built on top of a distributed CAS sys-

tem that supports high sequential read and write through-

put while maintaining high duplicate elimination.

We faced three main challenges in achieving high

throughput with HydraFS. First, updates are more expen-

sive in a CAS system, as all metadata blocks that refer to a

modified block must be updated. This metadata comprises

mappings between an inode number and the inode data

structure, the inode itself, which contains file attributes,

and file index blocks (for finding data in large files). Sec-

ond, cache misses for metadata blocks have a significant

impact on performance. Third, the combination of high

latency and high throughput requires a large write buffer

and read cache. At the same time, if these data structures

are allowed to grow without bound, the system will thrash.

We overcome these challenges through three design

strategies. First, we decouple data and metadata pro-

cessing through the use of a log [10]. This split allows

the metadata modifications to be batched and applied ef-

ficiently. We describe a metadata update technique that

maintains consistency without expensive locking. Sec-

ond, we use fixed-size caches and use admission control

to limit the number of concurrent file system operations

such that their processing needs do not exceed the avail-

able resources. Third, we introduce a second-order cache

to reduce the number of misses for metadata blocks. This

cache also helps reduce the number of operations that are

performed in the context of a read request, thus reducing

the response time.

Our experimental evaluation confirms that HydraFS en-

ables high-throughput sequential reads and writes of large

files. In particular, HydraFS is able to support sequential

writes to a single file at 82–100% of the underlying Hydra

storage system’s throughput. Although HydraFS is op-

timized for high-throughput streaming file access, its per-

formance is good enough for directory operations and ran-

dom file accesses, making it feasible for bulk data transfer

applications to use HydraFS as a general-purpose file sys-

tem for workloads that are not metadata-intensive.

This paper makes the following contributions. First,

we present a description of the challenges in building a

file system on top of a distributed CAS system. Sec-

ond, we present the design of a file system, HydraFS, that

overcomes these challenges, focusing on several key tech-

niques. Third, we present an evaluation of the system that

demonstrates the effectiveness of these techniques.

2 Hydra Characteristics

HydraFS acts as a front end for the Hydra distributed,

content-addressable block store (Figure 1). In this sec-

tion, we present the characteristics of Hydra and describe

the key challenges faced when using it for applications,

such as HydraFS, that require high throughput.
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Server

Storage

Node

Storage

Node

Storage

Node

Storage

Node

HYDRAstor Block Access Library

HydraFS

Hydra

Access Node

Single−System Content−Addressable Store

Figure 1: HYDRAstor Architecture.

2.1 Model

HydraFS runs on an access node and communicates with

the block store using a library that hides the distributed
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nature of the block store. Even though the block store is

implemented across multiple storage nodes, the API gives

the impression of a single system.

The HYDRAstor block access library presents a simple

interface:

Block write The caller provides a block to be written and

receives in return a receipt, called the content ad-

dress, for the block. If the system can determine that

a block with identical content is already stored, it can

return its content address instead of generating a new

one, thus eliminating duplicated data. Multiple re-

siliency levels are available to control the amount of

redundant information stored, thereby allowing con-

trol over the number of component failures that a

block can withstand.

The block access library used on the access node has

the option of querying the storage nodes for the ex-

istence of a block with the same hash key to avoid

sending the block over the network if it already ex-

ists. This is a block store feature, imposing only a

slight increase in the latency of the write operations,

that is already tolerated by the file system design.

Block read The caller provides the content address and

receives the data for the block in return.

Searchable block write Given a block and a label, the

block is stored and associated with the label. If a

block with the same label but different content is al-

ready stored, the operation fails. Labels can be any

binary data chosen by the client, and need not be de-

rived from the contents of the block.

Two types of searchable blocks are supported: re-

tention roots that cause the retention of all blocks

reachable from them, and deletion roots that mark

for deletion the retention roots with the same labels.

Periodically, a garbage collection process reclaims

all blocks that are unreachable from retention roots

not marked for deletion.

Searchable block read Given a label, the contents of the

associated retention root are returned.

The searchable block mechanism provides a way for

the storage system to be self-contained. In the absence

of a mechanism to retrieve blocks other than through their

content address, an application would have to store at least

one content address outside the system, which is undesir-

able.

2.2 Content Addresses

In HYDRAstor, content addresses are opaque to clients

(in this case, the filesystem). The block store is respon-

sible for calculating a block’s content address based on

a secure, one-way hash of the block’s contents and other

information that can be used to retrieve the block quickly.

For the same data contents, the block store can return

the same content address, although it is not obliged to do

so. For example, a block written at a higher resiliency

level would result in a different content address even if

an identical block were previously written at a lower re-

siliency level. The design also allows for a byte-by-byte

comparison of newly-written data blocks whose hashes

match existing blocks. Collisions (different block con-

tents hashing to the same value) would be handled by

generating a different content address for each block. For

performance reasons, and given that the hash function is

strong enough to make collisions statistically unlikely, the

default is to not perform the check.

Because the content address contains information that

the file system does not have, it is impossible for the file

system to determine the content address of a block in ad-

vance of submitting it to the block store. At first blush,

since the latency of the writes is high, this might seem like

a problem for performance, because it reduces the poten-

tial parallelism of writing blocks that contain pointers to

other blocks. However, this is not a problem for two rea-

sons. First, even if we were to write all blocks in parallel,

we still would have to wait for all child blocks to be per-

sistent before writing the searchable retention root. The

interface is asynchronous: write requests can complete in

a different order than that in which they were submitted.

If we were to write the searchable block without waiting

for the children and the system were to crash, the file sys-

tem would be inconsistent if the retention root made it to

disk before all of its children.

Second, the foreground processing, which has the

greatest effect on write performance, writes only shallow

trees of blocks; the trees of higher depth are written in the

background, so the reduction in concurrency is not signif-

icant enough to hurt the performance of streaming writes.

Thus, although the high latency of operations is a chal-

lenge for attaining good performance, the inability of the

file system to calculate content addresses on its own does

not present an additional problem.

2.3 Challenges

Hydra presents several challenges to implementing a file

system that are not encountered with conventional disk

subsystems. Some of the most notable are: (i) blocks are

immutable, (ii) the latency of the block operations is very

high, and (iii) a chunking algorithm must be used to deter-

mine the block boundaries that maximize deduplication,

and this results in blocks of unpredictable and varied sizes.
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2.3.1 Immutable Blocks

When a file system for a conventional disk subsystem

needs to update a block, the file system can simply re-

write it, since the block’s address is fixed. The new con-

tents become visible without requiring further writes, re-

gardless of how many metadata blocks need to be tra-

versed to reach it.

A CAS system, however, has to store a new block,

which may result in the new block’s address differing

from the old block’s address. Because we are no longer

interested in the contents of the old block, we will infor-

mally call this an “update.” (Blocks that are no longer

needed are garbage collected by Hydra.) But to reach the

new block, we need to update its parent, and so on re-

cursively up to the root of the file system. This leads to

two fundamental constraints on data structures stored in a

CAS system.

First, because the address of a block is derived from

a secure, one-way hash of the block’s contents, it is im-

possible for the file system to store references to blocks

not yet written. Since blocks can only contain pointers to

blocks written in the past, and more than one block can

contain the same block address, the blocks form directed

acyclic graphs (DAGs).

Second, the height of the DAG should be minimized

to reduce the overhead of modifying blocks. The cost to

modify a block in a file system based on a conventional

disk subsystem is limited to the cost to read and write

the block. In a CAS-based file system, however, the cost

to modify a block also includes the cost to modify the

chain of blocks that point to the original block. While this

problem also occurs in no-overwrite file systems, such as

WAFL [11], it is exacerbated by higher Hydra latencies,

as discussed in the next section.

2.3.2 High Latency

Another major challenge that Hydra poses is higher laten-

cies than conventional disk subsystems. In a conventional

disk subsystem, the primary task in reading or writing a

disk block is transferring the data. In Hydra however,

much more work must be done before an I/O operation

can be completed. This includes scanning the entire con-

tents of the block to compute its content address, com-

pressing or uncompressing the block, determining the lo-

cation where the block is (or will be) stored, fragmenting

or reassembling the blocks that are made up of smaller

fragments using error-correcting codes, and routing these

fragments to or from the nodes where they reside. While

conventional disk subsystems have latencies on the order

of milliseconds to tens of milliseconds, Hydra has laten-

cies on the order of hundreds of milliseconds to seconds.

An even higher contributor to the increased latency

comes from the requirement to support high-throughput

reads. With conventional disk subsystems, placing data in

adjacent blocks typically ensures high-throughput reads.

The file system can do that because there is a clear indica-

tion of adjacency: the block number. However, a CAS

system places data based on the block content’s hash,

which is unpredictable. If Hydra simply places data con-

tiguously based on temporal affinity, as the number of

streams written concurrently increases, the blocks of any

one stream are further and further apart, reducing the lo-

cality and thus causing low read performance.

To mitigate this problem, the block store API allows

the caller to specify a stream hint for every block write.

The block store will attempt to co-locate blocks with the

same stream hint by delaying the writes until a sufficiently

large number of blocks arrive with the same hint. The

decision of what blocks should be co-located is up to the

file system; in HydraFS all blocks belonging to the same

file are written with the same hint.

The write delay necessary to achieve good read per-

formance depends by the number of concurrent write

streams. The default value of the delay is about one sec-

ond, which is sufficient for supporting up to a hundred

concurrent streams. Thus, the write latency is sacrificed

for the sake of increased read performance. To cope with

the large latencies but still deliver high throughput, the file

system must be able to issue a large number of requests

concurrently.

2.3.3 Variable Block Sizes

The file system affects the degree of deduplication by how

it divides files into blocks, a process we call chunking.

Studies have shown that variable-size chunking provides

better deduplication than fixed-size chunking ([15], [20]).

Although fixed-size chunking can be sufficient for some

applications, backup streams often contain duplicate data,

possibly shifted in the stream by additions, removals, or

modifications of files.

Consider the case of inserting a few bytes into a file

containing duplicate contents, thereby shifting the con-

tents of the rest of the file. If fixed-size chunking is used,

and the number of bytes is not equal to the chunk size,

duplicate elimination would be defeated for the range of

file contents from the point of insertion through the end of

the file. Instead, we use a content-defined chunking algo-

rithm, similar to the one in [18], that produces chunks of

variable size between a given minimum and maximum.

This design choice affects the representation of files.

With a variable block size, an offset into a file cannot be

mapped to the corresponding block by a simple mathe-

matical calculation. This, along with the desire to have

DAGs of small height, led us to use balanced tree struc-

tures.
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Figure 2: HydraFS persistent layout.

3 File System Design

HydraFS design is governed by four key principles. First,

the primary concern is the high throughput of sequential

reads and writes. Other operations, such as metadata oper-

ations, file overwrites, and simultaneous reads and writes

to the same file, are supported, but are not the target for

optimization. Second, because of the high latencies of

the block store, the number of dependent I/O operations

must be minimized. At the same time, the system must

be highly concurrent to obtain high throughput. Third,

the data availability guarantees of HydraFS must be no

worse than those of the standard Unix file systems. That

is, while data acknowledged before an fsyncmay be lost

in case of system crash, once an fsync is acknowledged

to the application, the data must be persistent. Fourth, the

file system must efficiently support both local file system

access and remote access over NFS and CIFS.

3.1 File System Layout

Figure 2 shows a simplified view of the HydraFS file sys-

tem block tree. The file system layout is structured as a

DAG, with the root of the structure stored in a searchable

block. The searchable block contains the file system super

block, which holds the address of the inode map (called

the “imap”) together with the current file system version

number and some statistics. The imap is conceptually

similar to the inode map used in the Log-Structured File

File
Server

Commit
Server

File
Operations

Transaction Log

v1 v2 v3

Data Blocks

Super Blocks

Hydra

Figure 3: HydraFS Software Architecture.

System [23]. In HydraFS, the imap is a variable-length

array of content addresses and allocation status, stored as

a B-tree. It is used to translate inode numbers into inodes,

as well as to allocate and free inode numbers.

A regular file inode indexes data blocks with a B-tree

so as to accommodate very large files [27] with variable-

size blocks. Regular file data is split up into variable-

size blocks using a chunking algorithm that is designed

to increase the likelihood that the same data written to the

block store will generate a match. Thus, if a file is writ-

ten to the block store on one file system, and then written

to another file system using the same block store, the only

additional blocks that will be stored by the block store will

be the metadata needed to represent the new inode, and its

DAG ancestors: the imap and the superblock. The modifi-

cations of the last two are potentially amortized over many

inode modifications.

Although the immutable nature of Hydra’s blocks nat-

urally allows for filesystem snapshots, this feature is not

yet exposed to the applications that use HydraFS.

3.2 HydraFS Software Architecture

HydraFS is implemented as a pair of user-level processes

that cooperate to provide file system functionality (see

Figure 3). The FUSE file system module [8] provides the

necessary glue to connect the servers to the Linux kernel

file system framework. The file server is responsible for

managing the file system interface for clients; it handles

client requests, records file modifications in a persistent

transaction log stored in the block store, and maintains an

in-memory cache of recent file modifications. The commit

server reads the transaction log from the block store, up-

dates the file system metadata, and periodically generates

a new file system version.

This separation of functionality has several advantages.

First, it simplifies the locking of file system metadata

(discussed further in Section 3.3). Second, it allows the
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commit server to amortize the cost of updating the file sys-

tem’s metadata by batching updates to the DAG. Third,

the split allows the servers to employ different caching

strategies without conflicting with each other.

3.3 Write Processing

When an application writes data to a file, the file server

accumulates the data in a buffer associated with the file’s

inode and applies a content-defined chunking algorithm

to it. When chunking finds a block boundary, the data in

the buffer up to that point is used to generate a new block.

The remaining data is left in the buffer to form part of the

next block. There is a global limit on the amount of data

that is buffered on behalf of inodes, but not yet turned into

blocks, to prevent the memory consumption of the inode

buffers from growing without bound. When the limit is

reached, some buffers are flushed, their content written to

Hydra even though the chunk boundaries are no longer

content-defined.

Each new block generated by chunking is marked dirty

and immediately written to Hydra. It must be retained in

memory until Hydra confirms the write. The file server

must have it available in case the write is followed by

a read of that data, or in case Hydra rejects the block

write due to an overloaded condition (the operation is re-

submitted after a short delay). When Hydra confirms the

write, the block is freed, but its content address is added

to the uncommitted block table with a timestamp and the

byte range that corresponds to the block.

The uncommitted block table is a data structure used

for keeping modified file system metadata in memory.

Since there is no persistent metadata block pointing to the

newly-written data block, this block is not yet reachable

in a persistent copy of the file system.

An alternative is to update the persistent metadata im-

mediately, but this has two big problems. The first is that

each data block requires the modification of all metadata

blocks up to the root. This includes inode index blocks,

inode attribute block, and imap blocks. Updating all of

them for every data block modification creates substantial

I/O overhead. The second is that the modification to these

data structures would have to be synchronized with other

concurrent operations performed by the file server. Since

the metadata tree can only be updated one level at a time

(a parent can be written only after the writes of all chil-

dren complete), propagation up to the root has a very high

latency. Locking the imap for the duration of these writes

would reduce concurrency considerably, resulting in ex-

tremely poor performance. Thus, we chose to keep dirty

metadata structures in memory and delegate the writing of

metadata to the commit server.

When the commit server finally creates a new file sys-

tem super block, the file server can clean its dirty metadata

structures (see Section 3.4). To provide persistence guar-

antees, the metadata operations are written to a log which

is kept persistently in Hydra until they are executed by the

commit server.

Sequentially appending data to files exhibits the best

performance in HydraFS. Random writes in HydraFS in-

cur more overhead than appends because of the chunking

process that decides the boundaries of the blocks written

to Hydra. The boundaries depend on the content of the

current write operation, but also on the file data adjacent

to the current write range (if any). Thus, a random write

to the file system might generate block writes to the block

store that include parts of blocks already written, as well

as any data that was buffered but not yet written since it

was not a complete chunk.

3.4 Metadata Cleaning

The file server must retain dirty metadata as a conse-

quence of delegating metadata processing to the commit

server to avoid locking. This data can only be discarded

once it can be retrieved from the block store. For this to

happen, the commit server must sequentially apply the op-

erations it retrieves from the log written by the file server,

create a new file system DAG, and commit it to Hydra.

To avoid unpredictable delays, the commit server gen-

erates a new file system version periodically, allowing the

file server to clean its dirty metadata proactively. Instead,

if the file server waits until its cache fills up before ask-

ing the commit server to generate a new root, then the

file server would stall until the commit server completes

writing all the modified metadata blocks. As mentioned

before, this can take a long time, because of the sequen-

tial nature of writing content-addressable blocks along a

DAG path.

Metadata objects form a tree that is structurally simi-

lar to the block tree introduced in Section 3.1. To simplify

metadata cleaning, the file server does not directly modify

the metadata objects as they are represented on Hydra. In-

stead, all metadata modifications are maintained in sepa-

rate lookup structures, with each modification tagged with

its creation time. With this approach, the metadata that

was read from Hydra is always clean and can be dropped

from the cache at any time, if required.

When the file server sees that a new super block has

been created, it can clean the metadata objects in a top-

down manner. Cleaning a metadata object involves re-

placing its cached clean state (on-Hydra state) with a new

version, and dropping all metadata modification records

that have been incorporated into the new version.

The top-down restriction is needed to ensure that a dis-

carded object will not be re-fetched from Hydra using an

out-of-date content address. For example, if the file server

were to drop a modified inode before updating the imap
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Figure 4: Cleaning of In-Memory Metadata.

first, the imap would still refer to the old content address

and a stale inode would be fetched if the inode were ac-

cessed again.

Figure 4 shows an example of metadata cleaning. The

file server keeps an in-memory list of inode creation (or

deletion) records that modify the imap, as well as un-

committed block table records for the inodes, consisting

of content addresses with creation timestamps (and off-

set range, not shown). The file server might also have

cached blocks belonging to the old file system version

(not shown). Inode 3067 can be discarded, because all

of its modifications are included in the latest version of

the super block. Inode 3068 cannot be removed, but it can

be partially cleaned by dropping content addresses with

timestamps 801 and 802. Similarly, creation records up to

timestamp 802 can be dropped from the imap. Note that

in-memory inodes take precedence over imap entries; the

stale imap information for inode 3068 will not be used as

long as the inode stays in memory.

3.5 Admission Control

Both servers accept new events for processing after first

passing the events through admission control, a mecha-

nism designed to limit the amount of memory consumed.

Limits are determined by the amount of memory config-

ured for particular objects, such as disk blocks and inodes.

When an event arrives, the worst-case needed allocation

size is reserved for each object that might be needed to

process the event. If memory is available, the event is al-

lowed into the server’s set of active events for processing.

Otherwise, the event blocks.

During its lifetime, an event can allocate and free mem-

ory as necessary, but the total allocation cannot exceed the

reservation. When the event completes, it relinquishes the

reservation, but it might not have freed all the memory it

allocated. For example, a read event leaves blocks in the

cache. Exhaustion of the memory pool triggers a reclama-

tion function that frees cached objects that are clean.

Admission control solves two problems. First, it lim-

its the amount of active events, which in turn limits the

amount of heap memory used. This relieves us from hav-

ing to deal with memory allocation failures, which can be

difficult to handle, especially in an asynchronous system

where events are in various stages of completion. Sec-

ond, when the memory allocated for file system objects is

tuned with the amount of physical memory in mind, it can

prevent paging to the swap device, which would reduce

performance.

3.6 Read Processing

The file system cannot respond to a read request until the

data is available, making it harder to hide high CAS la-

tencies. To avoid I/O in the critical path of a read request,

HydraFS uses aggressive read-ahead for sequential reads

into an in-memory, LRU cache, indexed by content ad-

dress. The amount of additional data to be read is config-

urable with a default of 20MB.

To obtain the content addresses of the data blocks that

cover the read-ahead range, the metadata blocks that store

these addresses must also be read from the inode’s B-tree.

This may require multiple reads to fetch all blocks along

the paths from the root of the tree to the leaf nodes of

interest. To amortize the I/O cost, HydraFS caches both

metadata blocks and the data blocks, uses large leaf nodes,

and high fan-out for internal nodes.

Unfortunately, the access patterns for data and metadata

blocks differ significantly. For sequential reads, accesses

to data blocks are close together, making LRU efficient. In

contrast, because of the large fan-out, consecutive meta-

data block accesses might be separated by many accesses

to data blocks, making metadata eviction more likely. An

alternative is to use a separate cache for data and meta-

data blocks, but this does not work well in cases when the

ratio of data to metadata blocks differs from the ratio of

the two caches. Instead, we use a single weighted LRU

cache, where metadata blocks have a higher weight, mak-

ing them harder to evict.

To further reduce the overhead of translating offset-

length ranges to content addresses, we use a per-inode

look-aside buffer, called the fast range map (FRM), that

maintains a mapping from an offset range to the content

address of the block covering it. The FRM has a fixed

size, is populated when a range is first translated, and is

cleared when the corresponding inode is updated.

Finally, we also introduce a read-ahead mechanism for

metadata blocks to eliminate reads in the critical path of

the first access to these blocks. The B-tree read-ahead

augments the priming of the FRM for entries that are

likely to be needed soon.
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3.7 Deletion

When a file is deleted in HydraFS, that file is removed

from the current version of the file system namespace.

Its storage space, however, remains allocated in the block

store until no more references to its blocks exist and the

back end runs its garbage collection cycle to reclaim un-

used blocks. The garbage collection is run as an adminis-

trative procedure that requires all modified cached data to

be flushed by HydraFS to Hydra to make sure that there

are no pointers to blocks that might be reclaimed.

Additional references to a file’s blocks can come from

two sources: other files that contain the same chunk of

data, and older versions of the file system that contain ref-

erences to the same file. References need not originate

from the same file system, however. Since all file systems

share the same block store, blocks can match duplicates

from other file systems.

When a new version of a file system is created, the old-

est version is marked for deletion by writing a deletion

root corresponding to its retention root. The file system

only specifies which super blocks are to be retained and

which are to be deleted, and Hydra manages the refer-

ence counts to decide which blocks are to be retained and

which are to be freed.

The number of file system versions retained is config-

urable. These versions are not currently exposed to users;

they are retained only to provide insurance should a file

system need to be recovered.

Active log blocks are written as shallow trees headed

by searchable blocks. Log blocks are marked for deletion

as soon as their changes are incorporated into an active

version of the file system.

4 Evaluation

HydraFS has been designed to handle sequential work-

loads operating under unique constraints imposed by the

distributed, content-addressable block store. In this sec-

tion, we present evidence that HydraFS supports high

throughput for these workloads while retaining the ben-

efits of block-level duplicate elimination. We first char-

acterize our block storage system, focusing on issues that

make it difficult to design a file system on top of it. We

then study HydraFS behavior under different workloads.

4.1 Experimental Setup

All experiments were run on a setup of five computers

similar to Figure 1. We used a 4-server configuration of

storage nodes, in which each server had two dual-core,

64-bit, 3.0 GHz Intel Xeon processors, 6GB of memory,

and six 7200 RPM MAXTOR 7H500F0 SATA disks, of

which five were used to store blocks, and one was used

for logging by Hydra. Its redundancy is given by an era-

sure coding scheme [1] using 9 original and 3 redundant

fragments. A similar hardware configuration was used for

the file server, but with 8GB of memory and an ext3 file

system on a logical volume split across two 15K RPM Fu-

jitsu MAX3073RC SAS disks using hardware RAID: this

file system was used for logging in HydraFS experiments,

and for storing data in ext3 experiments. All servers run a

2.6.9 Linux kernel, because this was the version that was

used in the initial product release. (It has since been up-

graded to a more recent version; regardless, the only local

disk I/O on the access node is for logging, so improve-

ments in the disk I/O subsystem won’t affect our perfor-

mance appreciably.)

4.2 HydraFS Efficiency

The goal in this section is to characterize the efficiency

of HydraFS and to demonstrate that it comes close to the

performance supported by our block store. Unfortunately,

since Hydra exports a non-standard API and HydraFS is

designed for this API, it is not possible for us to use a com-

mon block store for both HydraFS and a disk-based file

system, such as ext3. It is important to note that we are

not interested in the absolute performance of the two file

systems, but how much the performance degrades when

using a file system compared to a raw block device.

To compare the efficiencies of HydraFS and ext3, we

used identical hardware, configured as follows. We ex-

ported an ensemble of 6 disks on each storage node as an

iSCSI target using a software RAID5 configuration with

one parity disk. We used one access node as the iSCSI

initiator and used software RAID0 to construct an ensem-

ble that exposes one device node. We used a block size of

64KB for the block device and placed an ext3 file system

on it. The file system was mounted with the noatime

and nodiratime mount options. This configuration al-

lows ext3 access to hardware resources similar to Hydra,

although its resilience was lower than that of Hydra, as

it does not protect against node failure or more than one

disk failure per node.

Sequential Throughput: In this experiment, we use a

synthetic benchmark to generate a workload for both the

HydraFS and ext3 file systems. This benchmark generates

a stream of reads or writes with a configurable I/O size

using blocking system calls and issues a new request as

soon as the previous request completes. Additionally, this

benchmark generates data with a configurable fraction of

duplicate data, which allows us to study the behavior of

HydraFS with variable data characteristics. The through-

put of the block store is measured with an application that

uses the CAS API to issue in parallel as many block opera-

tions as accepted by Hydra, thus exhibiting the maximum

level of concurrency possible.
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Figure 5: Comparison of raw device and file system

throughput for iSCSI and Hydra

Figure 5 shows the read and write throughput achieved

by ext3 and HydraFS against the raw block device

throughput of the iSCSI ensemble and Hydra respectively.

We observe that while the read throughput of ext3 is com-

parable to that of its raw device, HydraFS read throughput

is around 82% of the Hydra throughput. For the write

experiment, while ext3 throughput degrades to around

80% of the raw device, HydraFS achieves 88% of Hydra

throughput, in spite of the block store’s high latency.

Therefore, we conclude that the HydraFS implementa-

tion is efficient and the benefits of flexibility and general-

ity of the file system interface do not lead to a significant

loss of performance. The performance difference comes

mostly from limitations on concurrency imposed by de-

pendencies between blocks, as well as by memory man-

agement in HydraFS, which do not exist in raw Hydra ac-

cess.

Metadata Intensive Workloads: To measure the perfor-

mance of our system with a metadata-intensive workload,

we used Postmark [12] configured with an initial set of

50,000 files in 10 directories, with file sizes between 512B

and 16KB. We execute 30,000 transactions for each run of

the benchmark. Postmark creates a set of files, followed

by a series of transactions involving read or write followed

by a create or delete. At the end of the run, the benchmark

deletes the entire file set.

Table 1 shows the file creation and deletion rate with

and without transactions, including the overall rate of

transactions for the experiment. A higher number of

transactions indicates better performance for metadata-

intensive workloads.

We observe that the performance of HydraFS is much

lower than that of ext3. Creating small files presents the

worst case for Hydra, as the synchronous metadata oper-

ations are amortized over far fewer reads and writes than

with large files. Moreover, creation and deletion are lim-

Create Delete
Overall

Alone Tx Alone Tx

ext3 1,851 68 1,787 68 136

HydraFS 61 28 676 28 57

Table 1: Postmark comparing HydraFS with ext3 on sim-

ilar hardware

ited by the number of inodes HydraFS creates without go-

ing through the metadata update in the commit server. We

keep this number deliberately low to ensure that the sys-

tem does not accumulate a large number of uncommitted

blocks that increase the turnaround times for the commit

server processing, increasing unpredictably the latency of

user operations. In contrast, ext3 has no such limitations

and all metadata updates are written to the journal.
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4.3 Write Performance

In the experiment, we write a 32GB file sequentially to

HydraFS using a synthetic benchmark. The benchmark

uses the standard file system API for the HydraFS experi-

ment and uses the custom CAS API for the Hydra experi-

ment.

We vary the ratio of duplicate data in the write stream

and report the throughput. For repeatability in the pres-

ence of variable block sizes and content-defined chunk-

ing, our benchmark is designed to generate a configurable

average block size, which we set to 64KB in all our ex-

periments.

Figure 6 shows the write throughput when varying the

fraction of duplicates in the write stream from no dupli-

cates (0%) to 80% in increments of 20%. We make two

observations from our results. First, the throughput in-

creases linearly as the duplicate ratio increases. This is
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as expected for duplicate data as the number of I/Os to

disk is correspondingly reduced. Second, for all cases, the

HydraFS throughput is within 12% of the Hydra through-

put. Therefore, we conclude that HydraFS meets the de-

sired goal of maintaining high throughput.
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To support high-throughput streaming writes, HydraFS

uses a write-behind strategy and does not perform any

I/O in the critical path. To manage its memory resources

and to prevent thrashing, HydraFS uses a fixed size write

buffer and admission control to block write operations be-

fore they consume any resources.

Write Behind: Figure 7 shows the order of I/O comple-

tions as they arrive from Hydra during a 20-second win-

dow of execution of the sequential write benchmark. In an

ideal system, the order of completion would be the same

as the order of submission and the curve shown in the fig-

ure would be a straight line. We observe that in the worst

case the gap between two consecutive block completions

in this experiment can be as large as 1.5GB, a testament to

the high jitter exhibited by Hydra. Consequently, the la-
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Figure 9: Resource reservation and allocations

tency of an internal compound operation requiring many

block writes to the back end will experience a latency

higher than the average even if all blocks are written in

parallel.

To further understand the write behavior, we show

the Cumulative Distribution Function (CDF) of the write

event lifetimes in the system in Figure 8. The write event

is created when the write request arrives at HydraFS and

is destroyed when the response is sent to the client. Fig-

ure 8 shows that the 90th percentile of write requests take

less than 10 ms.

Admission control: In the experiments above, we show

that HydraFS is highly concurrent even when the under-

lying block store is bursty and has high latency. To pre-

vent the system from swapping under these conditions, we

use admission control (see Section 3.5). In an ideal sys-

tem, the allocations must be close to the size of the write

buffer and the unused resources must be small to avoid

wasting memory. Figure 9 shows the reservations and al-

locations in the system during a streaming write test. We

observe that with admission control, HydraFS is able to

maintain high memory utilization and only a fraction of

the reserved resources are unused.

Commit Server Processing: Commit server processing

overheads are much lower than file server overheads and

we observe its CPU utilization to be less than 5% of the

file server’s utilization for all the experiments above. This

allows the commit server to generate new versions well in

advance of the file server filling up with dirty metadata,

thus avoiding costly file server stalls.

4.4 Read Ahead Caching

In the following experiments, we generate a synthetic

workload where a client issues sequential reads for 64KB

blocks in a 32GB file. All experiments were performed

with a cold cache and the file system was unmounted be-
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Figure 10: Read throughput vs. average latency

tween runs. Unless otherwise specified, the read-ahead

window is fixed at 20MB.

To characterize the read behavior, we study how the

read latency varies at different throughput levels. Hydra

responds immediately to read requests when data is avail-

able. In this experiment we vary the offered load to Hydra

by limiting the number of outstanding read requests and

measure the time between submitting the request and re-

ceiving the response. We limit the number of outstanding

read requests by changing the read ahead window from

20MB to 140MB in increments of 15MB.

Figure 10 shows the variation of average latency of read

requests when the Hydra throughput is varied. From the

figure, we observe that the read latency at low throughput

is around 115 ms and increases linearly until the through-

put reaches 200MB/s. At higher throughput levels, the

latency increases significantly. These results show that

the read latencies with Hydra are much higher than other

block store latencies. This implies that aggressive read-

ahead is essential to maintain high read throughput.

Optimizations: As described in Section 3, to maintain

high throughput, we introduced two improvements - Fast

Range Map and B-tree Read Ahead (BTreeRA). For a se-

quential access pattern, once data blocks are read, they

are not accessed again. However, the metadata blocks

(B-tree blocks) are accessed multiple times, often with a

large inter-access gap. Both our optimizations, FRM and

BTreeRA, target the misses of metadata blocks.

Table 2 shows the evolution of the read performance

with introduction of these mechanisms. The FRM opti-

mization reduces multiple accesses to the metadata blocks

leading to a 23% improvement in throughput. BTreeRA

reduces cache misses for metadata blocks by issuing read

ahead for successive spines of the B-tree concurrently

with collecting index data from one spine. Without this

prefetch, the nodes populating the spine of the B-tree must

be fetched when initiating a read. Moreover, the address

Thrpt

(MB/s)
Accesses

Misses

Data Metadata

Base 134.3 486,966 1,577 1,011

FRM 166.1 210,480 871 1,593

FRM+BTreeRA 183.2 211,632 438 945

Table 2: Effect of read path optimizations

of the block at the next level is available only after the cur-

rent block is read from Hydra. For large files, with multi-

ple levels in the tree, this introduces a significant latency,

which would cause a read stall.

To confirm the hypothesis that the throughput improve-

ments are from reduced metadata accesses and cache

misses, Table 2 also shows the number of accesses and

the number of misses in the cache for all three cases. We

make the following observations: first, our assumption

that improving the metadata miss rate has significant im-

pact on read throughput is confirmed. Second, our opti-

mizations add a small memory and CPU overhead but can

improve the read throughput by up to 36%.

5 Related Work

Several existing systems use content-addressable storage

to support enterprise applications. Venti [21] uses fixed-

size blocks and provides archival snapshots of a file sys-

tem, but since it never deletes blocks, snapshots are made

at a low frequency to avoid overloading the storage system

with short-lived files. In contrast, HydraFS uses variable-

size blocks to improve duplicate elimination and creates

file system snapshots more frequently, deleting the oldest

version when a new snapshot is created; this is enabled

by Hydra providing garbage collection of unreferenced

blocks.

Centera [6] uses a cluster of storage nodes to pro-

vide expandable, self-managing archival storage for im-

mutable data records. It provides a file system interface

to the block store through the Centera Universal Access

(CUA), which is similar to the way an access node ex-

ports HydraFS file systems in HYDRAstor. The main

difference is that the entire HydraFS file system image

is managed in-line by storing metadata in the block store

as needed; the CUA keeps its metadata locally and makes

periodic backups of it to the block store in the background.

Data Domain [4, 31] is an in-line deduplicated storage

system for high-throughputbackup. Like HydraFS, it uses

variable-size chunking. An important difference is that

their block store is provided by a single node with RAID-

ed storage, whereas Hydra is composed of a set of nodes,

and uses erasure coding for configurable resilience at the

individual block level.
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Deep Store [29] is an architecture for archiving im-

mutable objects that can be indexed by searchable meta-

data tags. It uses variable-size, content-defined chunks

combined with delta compression to improve duplicate

elimination. A simple API allows objects to be stored and

retrieved, but no attempt is made to make objects accessi-

ble through a conventional file system interface.

Many file system designs have addressed provid-

ing high performance, fault-tolerant storage for clients

on a local area network. The Log-Structured File

System (LFS) [23] and Write-Anywhere File Layout

(WAFL) [11] make use of specialized file system layouts

to allow a file server to buffer large volumes of updates

and commit them to disk sequentially. WAFL also sup-

ports snapshots that allow previous file system versions to

be accessed. LFS uses an imap structure to cope with the

fact that block addresses change on every write. WAFL

uses an “inode file” containing all the inodes, and updates

the relevant block when an inode is modified; HydraFS

inodes might contain data and a large number of point-

ers, so they are stored in separate blocks. Neither LFS

nor WAFL support in-line duplicate elimination. Ele-

phant [24] creates new versions of files on every modifi-

cation and automatically selects “landmark versions,” in-

corporating major changes, for long-term retention. The

Low-Bandwidth File System [18] makes use of Rabin

fingerprinting [16, 22] to identify common blocks that

are stored by a file system client and server, to reduce

the amount of data that must be transferred over a low-

bandwidth link between the two when the client fetches

or updates a file.

The technique of building data structures using hash

trees [17] has been used in a number of file systems.

SFSRO [7] uses hash trees in building a secure read-

only file system. Venti [21] adds duplicate elimination to

make a content-addressable block store for archival stor-

age, which can be used to store periodic snapshots of a

regular file system. Ivy [19] and OceanStore [14] build

on top of wide-area content-addressable storage [26, 30].

While HydraFS is specialized for local-area network per-

formance, Ivy focuses on file system integrity in a multi-

user system with untrusted participants, and OceanStore

aims to provide robust and secure wide-area file access.

Pastiche [3] uses content hashes to build a peer-to-peer

backup system that exploits unused disk capacity on desk-

top computers.

To remove the bottleneck of a single file server, it is

possible to use a clustered file system in which several

file servers cooperate to supply data to a single client.

The Google File System [9] provides high availability and

scales to hundreds of clients by providing an API that is

tailored for append operations and permits direct com-

munication between a client machine and multiple file

servers. Lustre [2] uses a similar architecture in a general-

purpose distributed file system. GPFS [25] is a parallel

file system that makes use of multiple shared disks and

distributed locking algorithms to provide high throughput

and strong consistency between clients. In HYDRAstor,

multiple access nodes share a common block store, but

a file system currently can be modified by only a single

access node.

The Frangipani distributed file system [28] has a rela-

tionship with its storage subsystem, Petal, that is similar

to the relationship between HydraFS and Hydra. In both

cases, the file system relies on the block store to be scal-

able, distributed, and highly-available. However, while

HydraFS is written for a content-addressable block store,

Frangipani is written for a block store that allows block

modifications and does not offer duplicate elimination.

6 Future Work

While the back-end nodes in HYDRAstor operate as a co-

operating group of peers, the access nodes act indepen-

dently to provide file system services. If one access node

fails, another access node can recover the file system and

start providing access to it, but failover is neither auto-

matic nor transparent. We are currently implementing en-

hancements to allow multiple access nodes to cooperate

in the management of the same file system image, mak-

ing failover and load-balancing an automatic feature of

the front end.

Currently the file system uses a chunking algorithm

similar to Rabin fingerprinting [22]. We are working

on integrating other algorithms, such as bimodal chunk-

ing [13], that generate larger block sizes for compara-

ble duplicate elimination, thereby increasing performance

and reducing metadata storage overhead.

HydraFS does not yet expose snapshots to users. Al-

though multiple versions of each file system are main-

tained, they are not accessible, except as part of a disaster

recovery effort by system engineers. We are planning on

adding a presentation interface, as well as a mechanism

for allowing users to configure snapshot retention.

Although HydraFS is acceptable as a secondary stor-

age platform for a backup appliance, the latency of file

system operations makes it less suitable for primary stor-

age. Future work will focus on adapting HydraFS for use

as primary storage by using solid state disks to absorb the

latency of metadata operations and improve the perfor-

mance of small file access.

7 Conclusions

We presented HydraFS, a file system for a distributed

content-addressable block store. The goals of HydraFS

are to provide high throughput read and write access
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while achieving high duplicate elimination. We presented

the design and implementation of mechanisms that allow

HydraFS to achieve these goals and handle the unique

CAS characteristics of immutable blocks and high la-

tency.

Through our evaluation, we demonstrated that HydraFS

is efficient and supports up to 82% of the block device

throughput for reads and up to 100% for writes. We also

showed that HydraFS performance is acceptable for use

as a backup appliance or a data repository.

A content-addressable storage system, such as

HYDRAstor, provides an effective solution for support-

ing high-performance sequential data access and efficient

storage utilization. Support for a standard file system

API allows existing applications to take advantage of the

efficiency, scalability, and performance of the underlying

block store.
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Abstract

Data deduplication has become a popular technology
for reducing the amount of storage space necessary for
backup and archival data. Content defined chunking
(CDC) techniques are well established methods of sep-
arating a data stream into variable-size chunks such that
duplicate content has a good chance of being discov-
ered irrespective of its position in the data stream. Re-
quirements for CDC include fast and scalable operation,
as well as achieving good duplicate elimination. While
the latter can be achieved by using chunks of small av-
erage size, this also increases the amount of metadata
necessary to store the relatively more numerous chunks,
and impacts negatively the system’s performance. We
propose a new approach that achieves comparable du-
plicate elimination while using chunks of larger average
size. It involves using two chunk size targets, and mech-
anisms that dynamically switch between the two based
on querying data already stored; we use small chunks
in limited regions of transition from duplicate to non-
duplicate data, and elsewhere we use large chunks. The
algorithms rely on the block store’s ability to quickly de-
liver a high-quality reply to existence queries for already-
stored blocks. A chunking decision is made with limited
lookahead and number of queries. We present results of
running these algorithms on actual backup data, as well
as four sets of source code archives. Our algorithms typ-
ically achieve similar duplicate elimination to standard
algorithms while using chunks 2–4 times as large. Such
approaches may be particularly interesting to distributed
storage systems that use redundancy techniques (such
as error-correcting codes) requiring multiple chunk frag-
ments, for which metadata overheads per stored chunk
are high. We find that algorithm variants with more flex-
ibility in location and size of chunks yield better dupli-
cate elimination, at a cost of a higher number of existence
queries.

1 Introduction

Duplicate elimination (DE) is a means to save storage
space. CDC techniques [25, 27, 24, 15, 3, 5] are well-
established methods that use a local window (typically
12–48 bytes long) into data to reproducibly separate the
data stream into variable-size chunks that have good du-
plicate elimination properties. Such chunking is proba-
bilistic in the sense that one has some control over the
average output chunk size given random data input. A
“baseline” CDC algorithm has as primary parameters a
single set of minimum, average and maximum chunk
lengths, and it generates chunks of the desired size range
by inspecting only the input stream. A baseline algo-
rithm may also have less influential parameters, such as a
backup cut-point policy to deal with the situations when
the maximum chunk size has been reached without en-
countering a good cut point. In typical DE methods, one
simply breaks apart an input data stream reproducibly,
and then emits (stores, or transmits) only one copy of any
chunks that are identical to a previously emitted chunk.

As the average chunk size of such baseline CDC
schemes is reduced, the efficiency of deduplication in-
creases. CDC schemes with average chunk sizes of
around 8k have been used [25] and shown to result in
reasonable deduplication. However, in storage systems,
smaller chunk sizes come with costs:

• higher metadata overheads, as each chunk needs to
be indexed;

• higher processing cost, which is proportional to the
number of data packets processed;

• and lower compression ratio for each chunk, as
compression algorithms tend to perform better on
larger input.

For distributed deduplicating storage systems using er-
ror correcting codes (ECC) capable of protecting against
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disk and node failure [12], these drawbacks are signif-
icant. Metadata needs to be associated with each ECC
component of a chunk, and the indexing information
used to find a block given a content hash needs to be
stored redundantly; this results in higher per chunk over-
head than other systems. Additionally, network costs in-
crease as more chunks are processed. Thus, it is desirable
to produce large chunks without unduly lowering the du-
plicate elimination ratio (DER), which we define as the
ratio of the size of input data to the size of stored chunks.
Note that the DER as defined takes into account both
deduplication among chunks and individual chunk com-
pression, but excludes metadata storage costs. The effect
of the metadata costs can be trivially calculated; for a
given metadata overhead f ≡ metadatasize/averagechunksize ,
the DER is reduced to DER/(1+ f ).

In order to achieve our goal, we exploited the nature of
the data stream composition produced by repeated back-
ups. Policroniades et al. [26] noted that on real filesys-
tems most file accesses are read-only, files tend to be ei-
ther read-mostly or write-mostly, and that a small set of
files generates most block overwrites. During repeated
backups, entire files may be duplicated, and even when
changed, the changes may be localized to a relatively
small edit region. Here, a deduplication scheme must
deal effectively with long repeated data segments, where
our assumption for fresh data is that it have a high likeli-
hood of reoccurring in a future backup run. The nature of
the backup data led us to propose the following two prin-
ciples governing possible CDC improvements for such
streams:

P1. Long stretches of unseen data should be assumed to
be good candidates for appearing later on (i.e. at the
next backup run).

P2. Inefficiency around “change regions” straddling
boundaries between duplicate and unseen data can
be minimized by using shorter chunks.

In this paper, we propose algorithms that perform better
than baseline algorithms under the assumption that P1
and P2 hold, and the system provides an efficient exis-

tence query operation that allows one to check whether
a tentative chunk has been encountered in the past. By
a “better” duplicate elimination algorithm, we mean one
that produces a larger average chunk size than a baseline
CDC algorithm while obtaining comparable DER.

P1 is justified by the fact that the amount of data mod-
ified between two backups is a small percentage of the
total, and is concentrated in relatively few regions of
change. P1 may in fact not be justified for systems with
a high rollover of content. P1 implies that an algorithm
should produce chunks of large average size when in an
extended region of previously unseen data. The data is

in a change region if in some vicinity of it there ex-
ist both chunks that were encountered in the past, and
chunks that were not. Variations in vicinity sizes, and in
how small the unseen data in a change region is chunked
lead to different variants of the bimodal algorithms. Note
that P2 is somewhat counter-intuitive, since it involves
speculatively injecting undesirable small chunks into the
storage system while providing no guarantee of an even-
tual storage payoff. Nevertheless, we present real-world
evidence that this strategy may benefit scenarios storing
many versions of an evolving data set.

Note that our bimodal chunking algorithms avoid
problems with historical approaches that use resem-
blance detection [10, 11, 6, 4] or storage of sub-chunk
information [5], whose implementations can suffer from
slow speed and/or large amounts of metadata. We as-
sume that the existence queries can be answered accu-
rately, but discuss in Section 3.3 the effect of false posi-
tives (as could arise from the use of Bloom filters). Re-
cently, a promising approach for efficient deduplication
has been described [4] in which first a similar set of al-
ready stored chunks can be quickly selected, and then
deduplication is performed within that localized environ-
ment. From the point of view of the entire system, this
amounts to having a small rate of false negatives: chunks
that already exist may be stored again. However, their
results show that in practice the effect of these false neg-
atives is minimal, and that they retain sufficient stream
locality for good deduplication. We expect that our bi-
modal algorithms would also perform well in their set-
ting, since both the fast querying algorithm and our bi-
modal chunking algorithms are exploiting assumptions
about stream locality.

The paper is structured as follows. In Section 2 we de-
scribe baseline CDC algorithms and introduce two types
of bimodal chunking improvements: splitting-apart and
amalgamation algorithms. In Section 3 we begin by de-
scribing our data sets and testing tools, after which we
present the results of applying the algorithms and inter-
pret the results. We establish a performance limit for bi-
modal algorithms as well as briefly discussing engineer-
ing aspects. We also show that our assumptions P1 and
P2 do not quite hold for our data set, yet the algorithms
produced chunk sizes 2–4 times larger than those pro-
duced by a baseline algorithm with a comparable DER.
Section 4 contains related work and Section 5 presents
conclusions and future work.

2 Method

2.1 Using chunk existence information

Two approaches exist. In one, a breaking-apart algo-
rithm first chunks everything with large chunks, identi-
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fies change regions of new content, and then re-chunks
data near boundaries of this change region at a finer level.
In such an approach, a small insertion/modification of an
input stream likely renders an entire large chunk non-
duplicate. Were this large chunk re-chunked smaller,
later occurrences of a short region of repeated change
could be more efficiently bracketed.

In a slightly more flexible approach, a building-up al-
gorithm can initially chunk at a fine level, and combine
small chunks into larger ones. A building-up chunking
algorithm can query for candidate big chunks at more
positions, and more finely bracket such a single insert-
ed/modified chunk. In both cases, at any point in the
input stream, a decision must be made whether to emit
a small chunk or a big chunk, so we refer to these al-
gorithms as bimodal chunking algorithms, as opposed to
the (unimodal) baseline CDC approaches.

In either approach, it is always advantageous to emit
an already existing big chunk. If several big chunk emis-
sions are possible, we emit the first-most one. Small
chunks are then emitted only for non-duplicate big
chunks near (adjacent to, in measurements below) du-
plicate big chunks. Note that in both schemes, some data
may be stored in both small- and large-chunk format. In
principle, this loss may be mitigated by rewriting such
large chunks as two (or more) smaller chunks. However,
for systems with in-line deduplication, rewriting an al-
ready emitted big chunk as two or more chunks may be
impractical, so we will not consider chunk-rewriting ap-
proaches. Nevertheless, this might be possible to imple-
ment as a postprocessing step.

We target global duplicate elimination and assume that
the block store can be efficiently queried for existence of
chunks given a chunk content hash. Our algorithms oper-
ate in constant time per unit input, regardless of the num-
ber of stored chunks, since they require only a bounded
number of chunk existence queries per chunking deci-
sion. Implementations of bimodal chunking can vary in
the number and type of existence queries required before
making a chunking decision. In general, we will find that
the more flexibility one has in bracketing change regions
and in what boundaries are allowed for large chunks, the
better one’s performance can be in terms of increasing
chunk size.

Note that our approach does not require storing in-
formation about finer-grained blocks (e.g. non-emitted
small chunks), and thus works well with any block store
capable of answering whether a chunk with a given
hashkey has already been stored or not. More compli-
cated schemes, in which sub-block information is used,
are possible (e.g. fingerdiff [5]), but the higher amount of
metadata required likely leads to a higher cost of queries
and makes more difficult the task of dealing with query
latencies, impacting system performance

The heuristics behind our algorithms can be expected
to perform well only if the backup stream has properties
in line with P1 and P2. Indeed, without a similar-chunk
lookup and an indirect addressing method, the first time
a largely unmodified big chunk is re-chunked as small
chunks, one pays the price of speculatively storing many
small chunks that have no guarantee of ever being en-
countered again. If the small chunks re-occur sufficiently
frequently in later backups (i.e. a finer grained delimiting
of the duplication range), we can more than recoup the
initial loss. In Section 3 we show that although P1 and P2
don’t quite hold for our data set, the algorithms worked
well, resulting in an average chunk size 2–4 times higher
than baseline CDC for comparable DER.

2.2 Baseline rolling window cut-point se-

lection.

Content-defined chunking works by selecting a set of lo-
cations, called cut-points, to break apart an input stream,
where the chunking decision is based on the contents of
the data itself. Typically this involves evaluating a bit
scrambling function (say, a CRC) on a fixed-size sliding
window into the data stream. The result of the function
is compared at some number ℓ of bit locations with a
predefined value, and if equivalent the last byte of the
window is considered a cut-point. This generates an av-
erage chunk size of 2ℓ, following a geometric distribu-
tion. For terseness, we will refer to such a chunker as a
level-2ℓ chunker. The probability of identifying a unique
cut-point is maximized when the region searched is of
size 2ℓ.

Backup cut-points

For minimum chunk size m, the nominal average chunk
size is m + 2ℓ. For a maximum chunk size M, a plain
level-2ℓ chunker (i.e. chunking algorithm) will hit the
maximum with probability approximately e−(M−m)/2ℓ

,
which can be quite frequent. Since chunking at M is no
longer content-defined, the deduplication of two similar
streams is commonly improved by avoiding this situa-
tion. We have adopted a simple approach of choosing
a best content-defined “backup” cut-point, chunked at
a level 2ℓ−b, to decrease the use of these non content-
defined cut-points. The data we present here has used
a policy of taking the longest backup cut-point from the
highest of b =2–3 backup levels; otherwise, we emit a
non-content-defined chunk of maximal length. In prac-
tice, if one adopts the earliest backup cut-point, other pa-
rameters can be varied to increase the average chunk size
again. This may result in a small performance improve-
ment. More sophisticated approaches to dealing with
chunks of maximum size are also possible [15].
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1 f o r ( each b ig chunk ) {
2 i f ( isBigDup )
3 { emi t as b ig ; i sP revBigDup= t r u e }
4 e l s e i f ( i sP revBigDup | | isNextBigDup )
5 { rechunk as sma l l s ; i sP revBigDup= f a l s e }
6 e l s e { emi t as b ig ; i sP revBigDup= t r u e }
7 }

Figure 1: A simple breaking-apart algorithm.

2.3 Breaking-apart algorithms

An example of a simple breaking-apart algorithm that re-
chunks a nonduplicate big chunk either before or after a
duplicate big chunk is detected is shown in Figure 1.

Here the primary pass over the data is done with a
large average chunk size, emitting big duplicates in line
2–3. Otherwise, in lines 4–5, a single nonduplicate data
chunk after or before a duplicate big chunk is re-chunked
at smaller average block size and emitted. Remaining
chunks are emitted as big chunks in line 6. One can mod-
ify such an algorithm to detect more complicated defini-
tions of duplicate/nonduplicate transitions; e.g., when N

non-duplicates are adjacent to D duplicates, re-chunk R

big chunks with smaller average size. Here we present
results for N = R = D = 1, as in Fig. 1. When we varied
R we found that similar results for average chunk size and
DER could be obtained by simply varying the chunking
parameters {m,2ℓ,M} of the baseline algorithm instead.
Alternatively, one couldwork with the byte lengths of the
chunks to limit the nonduplicate region in which small
chunks are emitted adjacent to a nonduplicate/duplicate
transition point.

A lookahead buffer is used to support the is-
NextBigDup predicate. Querying work is bounded by
one query per large chunk. This is the fastest of the
proposed algorithms. In Fig. 2 we illustrate the opera-
tion on a simple example input 2(a). Big chunks (b) are
queried for existence (c) and we assume duplicate and
non-duplicate tags are assigned as shown. All duplicate
big chunks should be stored. Of the remaining chunks,
the transition regions (d) are re-chunked at smaller av-
erage chunk size. The remaining non-duplicate chunks
are re-emitted as big chunks (e). In the final (f) bimodal
chunking, chunks 2–6 and 9–11 are of small length. Of
these, note that with respect to the byte-level duplica-
tion boundaries of the input stream (a), small chunks 2, 3
and 11 are entirely within the duplicate bytes area, and
may possess enhanced probabilities of recurring later.
In essence, the small transition region chunks can allow
the extent of duplicate bytes to be more faithfully repre-
sented.

(Non−duplicate bytes)

(a) Input byte stream

(b) Big chunk locations identified

(c) Duplicate/Nonduplicate label

(dup bytes)(dup bytes)

D N N N N D

(d) Transition regions rechunked small

(e) Non−duplicate interior remains big

1 4 5 6 7 8 129 102 3 11

(f) Final bimodal chunking: 1,2,3,...

Figure 2: Breaking-apart algorithm steps.

2.4 Chunk amalgamation algorithms

Considerably more flexibility in generating variably-
sized chunks is afforded by running a smaller chunker
first, followed by chunk amalgamation into big chunks.
Consider a simple case where big chunks are only gen-
erated by concatenation of a fixed number k of small
chunks (Figure 3.) We will call these “fixed-size” big
chunks because they are formed from a constant num-
ber of variably-sized small chunks during the initial for-
ward search for big duplicates (lines 3–6). Their length
in bytes is variable and their chunk endpoints are content-
defined. We will call the above algorithms with fixed-
size big chunks “k-fixed” algorithms. When the forward
search for duplicates fails, lines 7–8 emit k chunks fol-
lowing a duplicate as small chunks when following a du-
plication region. Otherwise, those k chunks are amalga-
mated and emitted as a single big chunk in line 9.

A simple extension modifies lines 3–6 to allow
variably-sized big chunks (1–k or 2–k small chunks) to
be queried at every possible small chunk position during
this decision-making process. We will label such exten-
sions as “k-var” algorithms. With fixed-size big chunks
we make at most 1 query per small chunk, while for
variable-size big chunks we can make up to k− 1 (or k)
queries per small chunk.

To limit the possibility for two duplicate input streams
to remain out-of-synch for extended periods, it is pos-
sible to introduce resynchronization cut-points: when-
ever the cut-point level of a small chunk exceeds some
threshold (r higher than the normal chunking threshold
ℓ), a big chunk can terminate there, but may never con-
tain the resynchronization point in its interior. In this



USENIX Association 	 FAST ’10: 8th USENIX Conference on File and Storage Technologies	 243

1 vo id p r o c e s s ( s m a l l chunks buf [0 t o 2k−1] ) {
2 f o r ( pos =0 ; pos <=k ; ++ pos ) { / / fwd s e a r c h
3 i f isBigDup ( buf [ pos t o pos+k−1]) {
4 emi t any s m a l l s buf [ 0 ] t o buf [ pos −1]
5 emi t b i g @ buf [ pos t o pos+k−1]
6 isP revDupBig = t r u e ; r e t u r n }
7 i f ( i sP revDupBig ) { emi t k s m a l l s
8 i sP revDupBig = f a l s e ; r e t u r n }
9 emi t b i g @ buf [0 t o k−1]; i sP revDupBig = t r u e

10 }

Figure 3: A simple chunk amalgamation algorithm, in
which k contiguous small chunks constitute a big chunk.
Big duplicate chunks are always desirable (lines 2–6).
Small chunks can only be emitted either in line 4, upon
detecting an ensuing transition to duplicate data, or in
line 7 when exiting a region of duplicate data. Regions
considered fresh data (line 9) are emitted as big chunks.

fashion, two duplicate input streams can be forcibly re-
synched after a resynchronization cut-point in algorithms
that do not have sufficient lookahead to do so sponta-
neously. This mechanism can protect against certain ma-
licious inputs, but will lower the average chunk size. A
second means to favor spontaneous resynchronization is
to use a hierarchy of backup cut-points (parameter b of
Section 2.2).

In our test code, we also allowed some algorithms
of theoretical interest. We maintained Bloom filters for
many different types of chunk emission separately: small
chunks and big chunks, both emitted and non-emitted.
One benefit (for example) is to allow the concept of ‘du-
plicate’ data region to include both previously emitted
small chunks as well as non-emitted small chunks (that
were emitted as part of some previous big chunk emis-
sion). An algorithm modified to query non-emitted small
chunks (i.e. the small chunks that were not emitted be-
cause they were part of some big chunk) can detect du-
plicate data at a more fine-grained level, at the cost of
additional storage for such sub-chunk metadata. Never-
theless, when resources are more plentiful, implementa-
tions such as fingerdiff adopt such an approach and ob-
tain substantial compression improvements [5].

Figure 3 shows the algorithm as applied in this paper.
The length of the lookahead buffer is of minimal size
and gives the behavior that transition regions are never
covered by more than k small chunks. It is also quite
reasonable to extend the lookahead to 3k−1 chunks, and
allow up to 2k−1 small chunks to precede an upcoming
duplicate big chunk, as depicted in Fig. 4

The logic of breaking apart and amalgamation algo-
rithms (Figs. 2 and 4) is highly similar. For amalgama-
tion input 4(a), small chunks (b) are used to form big
chunks that are defined here as exactly 3 consecutive

(dup bytes)(dup bytes)

(b) Small chunk locations identified

(d) Transition regions remain small

(e) non−duplicate interior big chunk

3 4 5 6 7 101 2

(Non−duplicate bytes)

(c) Duplicate/Nonduplicate label for big chunks

D
N
N
N
N

N
N
N
N
N

N
N

D
D

N

8 9

(f) Final bimodal chunking: 1,2,3,...

(a) Input byte stream

Figure 4: “k-fixed” amalgamation algorithm steps. We
assume fixed-size big chunks are constituted of precisely
three small chunks in this example.

small chunks. Big chunks are queried in 2/4(c) and first-
most-occurring duplicate big chunks are emitted. Of the
remaining chunks, transition regions 2/4(d) are emitted
as small chunks. The remaining non-duplicate interior
chunks are re-emitted as a series of big chunks inasmuch
as possible 2/4(e), with one straggling small chunk left
over at the end in 4(e). The final chunk emission 4(f)
has small chunks 2–4 and 6–9. With the byte-level du-
plication points as in 4(a), small chunks 2 and 9 lie en-
tirely within the span of duplicate bytes, and may have
enhanced potential for deduplication.

Querying work is larger for amalgamation algorithms
than for breaking-apart. Breaking apart uses one query
per big chunk, whereas k-fixed amalgamation uses up to
k queries per big chunk (one per small), and k-var amal-
gamation for big chunks consisting of 2–k small chunks
uses up to k(k−1) queries per big chunk. The increased
number of existence queries for k-var amalgamation may
be unattractive for practical implementations.

3 Results and Discussion

3.1 Test data

We used a data set for testing consisting of 1.16 Terabyte
of full Netware backups of hundreds of user directories
over a 4 month period. For privacy reasons, we had no
idea what the distribution of file types was, only that it
was a large set of real data, typical of what might be seen
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in practice. Some experiments were also conducted us-
ing an additional 400 GB of incremental backups during
this same period, but the results reported here include
only the data from the full backups.

In order to study the behavior of the algorithms on data
sets with characteristics different from our 1.16 TB data,
we also analyzed data sets similar to those of Bobbarjung
et al. [5], consisting of tar files for consecutive releases of
several large projects. Their work targeted improvements
for very small chunk sizes (< 1KB), while we target large
chunk sizes.

3.2 Simulation tools

We have developed a number of tools for offline,
anonymized, analysis of very large customer data sets.
The key idea was to generate a binary “summary” of the
input data, storing fine-grained information about poten-
tial chunk-points that could later be reused to generate
any coarser-grained re-chunking. For every small chunk
generated with expected size 512 bytes, we stored the
SHA-1 hash of the chunk, as well as the chunk size
and actual cut-point level ℓ (# of terminal zeroes in the
rolling window hash). The summary data was obtained
by running with minimum chunk size 1 byte and max-
imum chunk size 100k, with expected chunk size 512
bytes. This chunk data was sufficient to re-chunk our in-
put data sets. Data sets that generate no chunk-points at
all (e.g. all-zero inputs) are better handled by reducing
the maximum chunk size used for generating the sum-
mary stream.

Our utilities also stored local compression estimates,
generated by running every fixed-size chunks (ex. 4k, 8k,
16k, 32k) through LZO and storing a single byte with the
percent of original chunk size. Then, given the current
file offset and chunk size, we could estimate the com-
pression at arbitrary points in the stream. Using piece-
wise constant or linear approximations for the estimated
size of compressed chunks yielded under 1% errors in
compressed DER for our large dataset. In this fashion,
the 1.16 Terabyte input data could be analyzed as a more
portable 60 GB set of summary information (a sequence
of several billion summary chunks, involving over 400
million distinct chunks). Such re-analyses took hours
instead of days. We also stored, to a separate file, the
duplicate/nonduplicate status of every summary stream
chunk as it was encountered. This allowed us to inves-
tigate the size distribution of nonduplicate and duplicate
segments of input data, as well as efficiently ascertaining
which small-chunk decisions would later generate dupli-
cate chunks.

To answer existence queries we used in-memory
Bloom filters of up to 2 Gigabytes in length. The sum-
mary streams and Bloom filters allowed us to quickly

simulate a large number of chunking algorithms on up
to 1.5 Terabytes of original raw data using a single com-
puter. We were also interested in knowing the limits
of coalescing small chunks into large chunks. Since an
exact calculation is prohibitive, a simple approximation
was obtained by coalescing all always-together chunk
sequences into single chunks. Other tools allowed us
to consult an oracle in order to maintain statistics about
the future re-encounter probabilities of different types of
chunks.

Because of intended use at customer sites, the tools
were also used to evaluate faster alternatives to Rabin
Fingerprinting [7, 29] to select cut-points. Using a com-
bination of boxcar functions and CRC-32c hashes al-
lowing input streams to be chunked at memory band-
width and represented a considerable time savings when
generating chunking summaries. We verified that using
a faster rolling window (operating essentially at mem-
ory bandwidth) had no effect upon DER, corroborating
Thaker’s [31] observation that with typical data even a
plain boxcar sum generated a reasonably random-like
chunk size distribution. He explained this as a reflec-
tion of there being enough bit-level randomness in the
input data itself, making a high-quality randomizing hash
function unnecessary in practice. We verified that choice
of rolling window function had no little impact upon
DER measurements for our 1.16 TB dataset.

3.3 DER of different chunking algorithms

Within a given algorithm, there are several parameters,
such as minimum m and maximum M chunk size, and
trigger level ℓ, which can generate different behavior.
Breaking-apart and amalgamation algorithms also have
other parameters, such as k (the number of small chunks
in a big chunk) and an optional resynchronization pa-
rameter r (defining a coarser-grained chunking level 2ℓ+r

across which no big chunk may extend). When an algo-
rithm was run over the entire 1.16 Terabyte data set or
its summary, we measured the DER as the ratio of in-
put bytes to bytes within stored chunks. Bytes within
stored chunks could be reported raw, or as compressed
size estimates. We used an LZO compressor to derive
compression values; however, other compressors should
display qualitatively similar behavior. Compression is
relevant becausemost archival systems store data in com-
pressed format. We explored a wide space of parameters
for amalgamation (fixed- and variable-size big chunks)
and breaking-apart algorithms on this data set. We show
plots assuming zero metadata overhead initially and will
give an illustration of the effects of metadata upon the
DER later.
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Figure 5: Performance of two amalgamation chunking
algorithms, k-fixed and k-var, compared to a baseline
chunking algorithm “Base”, over a range of chunk sizes.
The top 3 “compr” curves are the same data as the lower
three traces, but DER and chunk sizes are reported as-
suming compressed chunk storage.

Performance of bimodal amalgamation chunking

Figure 5 compares two bimodal amalgamation algo-
rithms “k-fixed” and “k-var” with standard baseline
chunking algorithms “Base”. For each of these 3 chunk-
ing algorithms, raw DER values and chunk sizes are
in the bottom 3 traces, while corresponding DER using
stored compressed chunk sizes appears in the upper 3
traces. Comparing the two sets of three traces, we note
for compressed storage the traces are more highly sloped,
which reflects the rapid initial rise in compression effi-
ciency as chunk size is increased. Linearity in the raw
DER traces indicate some scale-independent statistical
behavior in our large archive dataset: this is not the case
for some small test datasets that we present later.

In this and later figures, precise parameter settings of
a particular algorithm are usually not influential, serving
to move measured points along the same general curve.
Since precise parameter settings are not crucial, the pa-
rameters we do describe should be viewed as examples
of reasonable settings.

The “Base” baseline chunking traces shown in Fig.
5 varied the minimum, nominal average and maximum
chunk sizes {m,m+2ℓ,M}, often maintaining a 1:2:3 ra-
tio for these values. We consulted b = 3 levels of backup
cut-points if maximum chunk size was encountered.

The “k-fixed” traces of Fig. 5 use an amalgamation

algorithm, running with fixed-size big chunks (i.e. a big
chunk consists always of k small chunks). Half these
runs maintained a 1:2:3 ratio for min:avg:max, with k = 8
and r = 4. Two used k = 4 instead, and two did not use
resynchronization points. Investigating more parameter
settings showed that minor variations in chunking param-
eters typically lay along the same curve: the algorithm
was robust to parameter choices. We found a broad opti-
mal region for k from 8 to 12, and suggest that resynchro-
nization points be either unused or maintained at r � 3.

The algorithm labelled “k-var” in Fig. 5, at an ad-
ditional querying cost, allows variable-sized big chunks
that use any number 1–k of small chunks. It also used
Bloom Filter queries for small chunks which were previ-
ously encountered but emitted only as part of a previous
big chunk as finer-grained delineators of change regions.
In spirit the “k-var” traces of Fig. 5 might be viewed
as a lower bound for what more sophisticated algorithms
using sub-chunk information (such as fingerdiff [5]) or
chunk rewriting approaches could achieve.

Later, we will show that the extensions to the “k-var”
algorithms provide only slightly better performance.
This suggests that the most important algorithmic differ-
ence between fixed- and variably-sized big chunks lay
in the increased flexibility of generating and recognizing
large chunks. Nevertheless, algorithms in this “k-var”
class require more existence queries so they are not algo-
rithms of choice.

Note that the “k-fixed” algorithm of Fig. 5 can already
maintain average compressed chunk sizes up to 3–4×
as large as a baseline chunker at small chunk sizes (e.g.
DER 6.1 at 16100 bytes using k = 4 and no resynchro-
nization, as compared to an interpolated 4700 bytes for
“Base compr”). For uncompressed storage systems, we
see that k-fixed bimodal amalgamation algorithms uni-
formly yielded ≈50% increase in average uncompressed
chunk size, even at the largest (96k) chunk sizes pre-
sented.

Our implementation used a look-ahead buffer of 2k

small chunks and in-memory Bloom filters for speed.
As noted before, a lookahead buffer of 3k − 1 chunks
is also a reasonable choice. In practice, however, to
maintain streaming performance very much larger look-
ahead buffers may be necessary, since answering exis-
tence queries is likely to require asynchronous network
or disk operations of high latency.

Our use of Bloom filters in answering existence
queries led us to question the impact of false positives.
For the “k-fixed” amalgamation algorithm, we found
all benefits of bimodal chunking over the baseline were
negated by ≈2.5% false positives. Falsely identified du-
plicate/nonduplicate transitions should be avoided. So
techniques such as a hierarchy of more accurate Bloom
filters [39] may be useful. Alternatively, in other work,
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Figure 6: Breaking-apart chunking algorithms compared
with baseline performance.

we have adapted efficient hash table implementations
[19, 16, 23] to take full advantage of SSD R/W char-
acteristics (possibly in conjunction with fingerprint ap-
proaches) to provide fast, exact answers to existence
queries.

Variants of amalgamation algorithms, that prioritize
equivalent choices of big chunk if they occurred, were
found to offer no significant performance improvement.
In fact, several such attempts work badly when run on
actual data, often for rather subtle reasons.

Small chunk statistics, using an oracle

Using knowledge of the full set of small chunk emissions
we investigated the statistics of the smaller transition re-
gion chunks, which bore out premise P2 for an amalga-
mation algorithm using fixed-size big chunks. For exam-
ple (not shown in figures), for k = 8 small chunks in a
transition region between two duplicate big chunks, the
bordering small chunks have around 88% chance of be-
ing encountered subsequently, dipping to 86% for cen-
tral small chunks. For one-sided duplication transitions,
we found that the small-chunk duplication chance de-
cayed from ~75% to ~67%. Bimodal chunking with
k = 32 showed small-chunk duplication probability de-
clining from 86% adjacent to the duplicate big chunk
to 65% at the furthest small chunk. These experimen-
tal results agree with earlier expectations based on Fig. 4
assuming good future duplication of byte-level duplica-
tion regions and, say, a uniform location for the start of

the byte-level non-duplicate region in 4(a) with respect
to the small chunk transition region 4(d).

Performance of bimodal breaking-apart chunking

In Figure 6 we present results with a breaking-apart al-
gorithm, which uses one query per large chunk, com-
pared to the baseline algorithm. Most runs retain base-
line m : m + 2ℓ : M settings in a 1:2:3 ratio. Beginning
with a baseline chunker we consecutively divided these
settings by two to generate a series of small chunkers,
which were used in the breaking apart algorithm of Fig.
1. A few additional points vary R, the size of transition
region that gets re-chunked, but do not depart substan-
tially from the breaking-apart curves for R = 1. We note
that reasonable performance is obtainable by choosing a
small chunker with average chunk size about 4–8 times
smaller than the original baseline chunker.

Comparing Figs. 5 and 6, we see that a carefully tuned
breaking apart algorithm can be competitive with the
performance of amalgamation algorithms with fixed-size
big chunks, particularly in the regime of chunk sizes
�40k. The practical benefit of breaking-apart over the
“k-fixed” amalgamations of Fig. 5 is a reduction in the
number of existence queries by a factor of k.

Effect of non-zero metadata overhead

One approach to accounting for metadata effects is to
pretend that it simply increases the average stored block
size by some number of bytes. Another instructive ap-
proach is to consider the the metadata effects on the
oft-reported DER values. For example, with a metadata
overhead of 800 bytes per chunk, we can use the known
total amount of input bytes (which is a constant 1.16 TB
in Figs. 5 and 6) to transform the DER value of each
measurement, while still reporting the average size of the
chunk.

In Figure 7, we have simply scaled the DER val-
ues of the empty symbols, which are traces taken from
Fig. 5, by reducing their DER by 1 + f . Here f ≡

metadatasize/averagechunksize is the metadata overhead, and
the transformed traces are plotted with solid symbols.
The DER reduction can be quite dramatic at low chunk
sizes where metadata overhead is a substantial fraction
of the stored chunk size. We see that including metadata
magnifies the DER improvement relative to a baseline
chunker of equivalent average chunk size. The figure
motivates maintaining average chunk sizes much larger
(preferably � 20×) than the per-chunk metadata over-
head.
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Data # of
versions

Baseline
chunk size /

bytes

Baseline
DER

Amalgamation
chunk size /

bytes

Amalgamation
DER

Compressed
size of 16k

records / 16k

gcc source 20 4952 4.68 13742 4.59 0.37
gdb source 10 6184 4.14 15225 4.05 0.35

linux source 10 6921 3.51 16804 3.52 0.40
emacs source 10 7525 3.23 17265 2.95 0.46

Table 1: Comparison of DER (w/ LZO) achieved by baseline chunkers and amalgamation algorithms. The average
input chunk size of the baseline chunker was 16k with allowed sizes 8k–24k and two backup levels. The amalgamation
used large chunks composed of exactly k = 8 small chunks. Values of chunk size and DER reflect chunks stored in
compressed LZO format. The average compressibility of fixed-length 16k records of input data (no deduplication) are
in the last column.
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Figure 7: Two baseline and one “k-fixed” amalgama-
tion algorithm curves (open symbols) from Fig. 5 have
been transformed (solid symbols) to reflect 800 metadata
bytes per chunk.

Performance using source code archives

We also analyzed data sets consisting of tar files for con-
secutive releases of several large projects. The com-
pressed chunk size and DER under one set of baseline
conditions and an amalgamation algorithm based upon
these small chunks is shown in Table 1. We see that
amalgamation has increased the average chunk size of
stored chunks by a factor of around 2.5, with a worst
case decrease in DER of 8%.

A picture of the performance of baseline and “k-fixed”
amalgamation on these source archives is offered by
Fig. 8, which shows DER curves with compression (top
curves) and without (bottom). Corresponding to various

baseline chunkers, we ran “k-fixed” amalgamate algo-
rithms as in Fig. 5 for k values between 2 and 20. Recall
that k = 8 was suggested to be a reasonable value for the
large dataset. Improvements in DER and chunk size are
much worse for these small archive datasets, when com-
pared with the 1.16 TB dataset of Fig. 5.

The baseline chunkers all display uncompressed DER
that approaches 1.0 as average chunk size rises, showing
that at large chunk sizes, DER can be obtained primarily
by using compression. These data sets have small file
sizes and quite scattered change sections (i.e. property
P1 for filesystems may not apply well when the density
of changes is large and somewhat uniform). The DER
(w/o LZO) points are usually above (better) the smooth
Baseline curve, but do not show significant improvement.
The improvement is better when storage of compressed
chunks is considered. The emacs data set consistently
shows the smallest improvements from amalgamation, as
well as the least duplicate elimination (2.0 at 4k average
chunk size, 4.12 compressed) and least compressibility
(fixed-size 16k chunks were compressed to 46% of their
original length).

Even though there is no reason that tar files of source
code releases should concentrate most change regions
into a small subset of files, amalgamation still shows
modest DER vs. chunk size improvement with respect
to baseline CDC chunking. Lightly degraded DER was
achieved with average chunk sizes larger by factors of
2.5× (see Table 1) in these data sets, as compared to a
factor of 3–4× in the actual 1.16 TB archival data set.

Optimal “always-together” chunks

For our 1.16 TB data set, it is also interesting to consider
what a good theoretical amalgamation of small chunks
would be. A simple set of optimization moves is to
always amalgamate consecutive chunks that always oc-
curred together. This will not affect the DER at all, but
will increase the average chunk size. Iterating this pro-
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(a) DER vs. chunk size: gcc dataset
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(b) DER vs. chunk size: gdb dataset
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(c) DER vs. chunk size: linux dataset
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(d) DER vs. chunk size: emacs dataset

Figure 8: Duplicate elimination versus stored chunk size measurements on consecutive source code releases. Baseline
and bimodal k-fixed chunking were performed, yielding results for uncompressed storage (lower traces, open symbols)
and compressed storage (upper traces, solid symbols). Chunk compression used the default LZO settings. Bimodal
series denoted in the legends as “k1,k2, ... x Nk” amalgamate a fixed number, k, of chunks output from the baseline
chunker with Nk average chunk length.
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Figure 9: Baseline and k-var amalgamation are compared
with theoretical chunk size limits determined by amalga-
mating every set of chunks which always co-occurred in
our 1.16 Terabyte data set. k-var amalgamation results
(triangles) cover a wide range of parameters chunking
parameters. Solid triangles in Figs. 5 and 9, using exten-
sions to the basic algorithm, are included here for com-
parison.

duces that longest possible strings of chunks that always
co-occurred and increases the average chunk size. This
parallelized calculation is lengthy and non-scalable.

Using “future knowledge” to amalgamate all always-
together chunks was done for input chunk sequences of
512 and 8192 average size to produce two isolated points
in Fig. 9. Analyzing the raw summary stream, with
chunks 512 bytes long on average, increased the average
uncompressed stored chunk size from 576 to 5855 bytes
(i.e. the average number of always-co-occurring small
chunks was around 10 for this data set). Similarly, the
other theoretical calculation increase the average chunk
size from around 8k to 75k bytes, once again nearly a
factor of 10× improvement in uncompressed chunk size.

In practice, amalgamating often- or always-together
chunks opportunistically may be a useful background
task to optimizing storage. This experiment provides
an easily-defined theoretical bound against which we
can judge how well our simple algorithms based on du-
plicate/nonduplicate transition regions were performing:
10× improvement can be achieved, with such an oracle.

For comparison, Fig. 9 also presents a number of
amalgamation results with variable-size big chunks (k-1
queries per small chunk). Such amalgamation algorithms
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Figure 10: Histogram of number of contiguous duplicate
chunks vs. number of subsequent contiguous nondupli-
cate chunks at the 512-byte expected chunk size. Raw
counts have been scaled by the number of chunks to pro-
duce histogram values representing the total amount of
input data. Note the logarithmic scales: the overwhelm-
ingly most frequent (and still most important with regard
to total amount of input data involved) occurrence is one
duplicate chunk followed by one nonduplicate chunk.

come almost half-way from the baseline curve to this
particular theoretical limit. These runs had a haphazard
selection of m, ℓ and M small chunk size settings, use
0–4 resynchronization cut-points (usually zero or 4), and
mostly have k = 8. Again, noting that the results lie more
or less along a common line we conclude that precise val-
ues of parameter settings are not vitally important. We
also note that performance is on par with the traces la-
beled “k-var” in Fig. 5 (reproduced here in Fig. 9 as solid
triangles). This indicates that the additional complica-
tion of using sub-chunk information to delineate change
regions was not particularly useful.

3.4 Data characteristics

Size-of-modification distribution

Although originally formulated based on considerations
of simple principles P1 and P2, it is important to judge
how much our real data departs from such a simplistic
data model. We found that the actual data deviated quite
substantially from an “ideal” data set adhering to P1 and
P2. A simplest-possible data set adhering to P1 might be
expected to have long sequences of contiguous nondupli-
cate data during a first backup session, followed by long
stretches of duplicate data during subsequent runs.

We interrogated the anonymized summary stream, as
chunked at the 512-byte expected chunk size, using a bit-
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stream summary of the “current” duplication status of the
chunk. The actual histograms of number of contiguous
nonduplicate chunks vs. number of contiguous dupli-
cate following chunks (and vice-versa) showed an over-
whelming and smoothly varying preference to having a
single nonduplicate chunk followed by a single duplicate
chunk. A 2-dimensional histogram of the final contigu-
ous numbers of duplicate/nonduplicate chunks (after 14
full backup sessions) is in Figure 10. The histograms af-
ter the first “full” backup was of similar character. Such
histograms do not suffice for estimating DER since du-
plication counts are absent. This analysis found no naive
adherence to P1 and P2.

Only a minor fraction of the input stream was data oc-
curring as long stretches of unseen data. Only the earlier
oracular results provided direct evidence for P2: small
chunks close to duplicate big chunks did indeed have sig-
nificantly augmented re-emission probabilities. This ef-
fect can be predicted simply by assuming a uniform loca-
tion of the transition region from duplicate to nondupli-
cate bytes within the large chunk being stored as smaller
chunks in Figs. 2(d) and 4(d), and may be the dominant
reason why bimodal chunking works for archival data.

This suggests that for input data sets showing such
high interspersal of duplicate with nonduplicate chunks,
alternate approaches may be able to come closer to the
theoretical limit than the algorithms presented in this pa-
per. Nevertheless, even for such data, even simple bi-
modal chunking heuristics were able to increase average
chunk size by a factor of 3 or more.

4 Related Work

For our purposes, the speed of blocking (chunking) was
a consideration because we target throughputs of several
hundred MB/s. The simplest and fastest approach is to
break apart the input stream into fixed-size chunks. This
is the approach taken in the rsync file synchronization
tool [34, 33]. However, consider what happens when an
insertion or deletion edit is made near that beginning of
a file: after a single chunk is changed, the entire subse-
quent chunking will be changed. A new version of a file
will likely have very few duplicate chunks. Pratt [26]
provides good comparison of fixed- and variable-sized
chunking for real data. Lufei et al. [22] provides an in-
troduction to options such as gzip, delta-encoding, fixed-
size blocking and variable-size chunking. For filesys-
tems, You et al. [36] compares chunking and delta-
encoding. Delta-encoding is particularly good for things
like log files and email, which are characterized by fre-
quent small changes.

CDC produces chunks of variable size that are bet-
ter able to restrain changes from a localized edit to a
limited number of chunks. Applications of CDC in-

clude network filesystems of several types [2, 27], space-
optimized archival of collections of reference files [9, 14,
37], as well as file synchronization [32, 15]. By using
special rolling window functions in innermost loops, the
baseline CDC algorithms can operate very quickly.

Mazières’ Low-Bandwidth File System (LBFS) [25,
31] was influential in establishing CDC as a widely
used technique. Usually, the basic chunking algorithm
is typically only augmented with limits on the mini-
mum and maximum chunk size. More complex deci-
sions can be made if one reaches the maximum chunk
size [30, 13, 15] (see Section 2.2).

Alternatives to CDC for compressing data exist and
typically have higher cost. An often used technique in
more aggressive compression schemes is resemblance
detection and some form of delta encoding. Unfortu-
nately, finding maximally-long duplicates [17, 18, 1] or
finding similar (or identical) files in small [5] or large
(gigabyte) [8, 10, 20, 11, 28] collections is a nontrivial
task.

In HYDRAstor [12] and DEBAR [35], existence
queries (and global deduplication) can be addressed ef-
ficiently by consulting a scalable, distributed data struc-
ture. Our approach has been to tackle the small chunk
size problem directly. A noted in the introduction, a
recent alternative approach is to reduce metadata re-
quirements by practicing only local duplicate elimination
within a suitably large local basin of data. For example,
the approach of Brin et al. [6] has been revived in an
elegant “extreme binning” approach that distributes in-
formation at a large-block level (file-level representative
hash) to detect near-similarity, and has been shown to
achieve near-optimal deduplication at small-chunk level
[4]. Another recent approach describes a sparse indexing
approach to determining similar segments of an stream
[21].

Bimodal chunking presumes only an existence query
for already-stored chunks, and has the potential to pro-
vide system improvements of several types. The increase
in average chunk size (roughly 2.5× in these data sets,
and 3–4× in the 1.16 TB archival data set) decreases the
storage cost for metadata describing these chunks. By
reducing the number of disk accesses, there are potential
increases in read and write speeds as fewer transactions
with the storage units are involved. Furthermore, the ex-
istence query information can be used in some backup
systems to entirely elide network transmission of existing
duplicates, which may result in additional write speed
improvements or decreased system cost.

5 Conclusion and Future Work

In this paper, we proposed bimodal algorithms that vary
the expected chunk-size dynamically. They are able to
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perform content-defined chunking in a scalable manner,
involving a constant number of chunk existence queries
per unit of input. Significantly, these algorithms re-
quire no special-purposemetadata to be stored. We show
that these algorithms increased average chunk size while
maintaining a reasonable duplication elimination ratio.
We demonstrated the benefits of the algorithms when ap-
plied to 1.16 Terabyte of actual backup data as well as to
four sets of source code archives.

Although the statistics of these data sets suggest that
they do not conform to our expectations based on princi-
ples P1 and P2, the algorithms still perform well, leading
us to conjecture that they are robust (applicable to many
types of archival inputs). We expect the proposed algo-
rithms will behave best for storage of versioned data in
block stores with high metadata cost, but we plan to eval-
uate them for other data sets.

Under a wide variety of chunking parameters, chunk
amalgamation algorithms performed well. They present
more flexibility in querying for duplicate chunks than al-
gorithms involving breaking apart chunks within a pre-
liminary large chunking. We also plan to investigate al-
gorithms that use compressibility to govern chunking de-
cisions based on fast entropy estimation.

This work has targeted evaluating a prospective bi-
modal chunking algorithm that has potential to address
real issues in the HYDRAstor storage system and other
systems that require large per-chunk storage overhead.
The simple algorithms of Figs. 1 and 3 used in the eval-
uation are in the process of being adapted for inclusion
and evaluation in HYDRAstor. Because of the latency of
answering existence queries, this requires a larger looka-
head buffer and issuing (in a straightforward approach)
all possible existence queries. Additionally, current stor-
age systems go to great lengths to avoid disk accesses .
For example, both HYDRAstor and Data Domain prod-
ucts address disk access reduction and locality of access
issues and both have used Bloom filters to reduce disk the
number of disk accesses [38]. Because of the disk bottle-
neck, efficient mechanisms to reply to existence queries
with minimal impact of streaming read and write perfor-
mance is desired. Implementation, currently underway
for the HYDRAstor storage product, may eventually in-
volve new data structures, or even new hardware (partic-
ularly SSDs) before bimodal chunking becomes a com-
mercial offering.
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Abstract

Recently, power has emerged as a critical factor in de-
signing components of storage systems, especially for
power-hungry data centers. While there is some research
into power-aware storage stack components, there are no
systematic studies evaluating each component’s impact
separately. This paper evaluates the file system’s impact
on energy consumption and performance. We studied
several popular Linux file systems, with various mount
and format options, using the FileBench workload gen-
erator to emulate four server workloads: Web, database,
mail, and file server. In case of a server node con-
sisting of a single disk, CPU power generally exceeds
disk-power consumption. However, file system design,
implementation, and available features have a signifi-
cant effect on CPU/disk utilization, and hence on perfor-
mance and power. We discovered that default file system
options are often suboptimal, and even poor. We show
that a careful matching of expected workloads to file sys-
tem types and options can improve power-performance
efficiency by a factor ranging from 1.05 to 9.4 times.

1 Introduction
Performance has a long tradition in storage research. Re-
cently, power consumption has become a growing con-
cern. Recent studies show that the energy used inside all
U.S. data centers is 1–2% of total U.S. energy consump-
tion [42], with more spent by other IT infrastructures
outside the data centers [44]. Storage stacks have grown
more complex with the addition of virtualization layers
(RAID, LVM), stackable drivers and file systems, vir-
tual machines, and network-based storage and file sys-
tem protocols. It is challenging today to understand the
behavior of storage layers, especially when using com-
plex applications.

Performance and energy use have a non-trivial, poorly
understood relationship: sometimes they are opposites
(e.g., spinning a disk faster costs more power but im-
proves performance); but at other times they go hand in
hand (e.g., localizing writes into adjacent sectors can im-
prove performance while reducing the energy). Worse,
the growing number of storage layers further perturb ac-
cess patterns each time applications’ requests traverse
the layers, further obfuscating these relationships.

Traditional energy-saving techniques use right-sizing.
These techniques adjust node’s computational power to
fit the current load. Examples include spinning disks
down [12, 28, 30], reducing CPU frequencies and volt-
ages [46], shutting down individual CPU cores, and
putting entire machines into lower power states [13, 32].
Less work has been done on workload-reduction tech-

niques: better algorithms and data-structures to improve
power/performance [14, 19, 24]. A few efforts focused
on energy-performance tradeoffs in parts of the storage
stack [8, 18, 29]. However, they were limited to one
problem domain or a specific workload scenario.

Many factors affect power and performance in the
storage stack, especially workloads. Traditional file sys-
tems and I/O schedulers were designed for generality,
which is ill-suited for today’s specialized servers with
long-running services (Web, database, email). We be-
lieve that to improve performance and reduce energy
use, custom storage layers are needed for specialized
workloads. But before that, thorough systematic stud-
ies are needed to recognize the features affecting power-
performance under specific workloads.

This paper studies the impact of server work-
loads on both power and performance. We used the
FileBench [16] workload generator due to its flexibil-
ity, accuracy, and ability to scale and stress any server.
We selected FileBench’s Web, database, email, and file
server workloads as they represent most common server
workloads, yet they differ from each other. Modern stor-
age stacks consist of multiple layers. Each layer inde-
pendently affects the performance and power consump-
tion of a system, and together the layers make such in-
teraction rather complex. Here, we focused on the file
system layer only; to make this study a useful stepping
stone towards understanding the entire storage stack, we
did not use LVM, RAID, or virtualization. We experi-
mented with Linux’s four most popular and stable local
file systems: Ext2, Ext3, XFS, and Reiserfs; and we var-
ied several common format- and mount-time options to
evaluate their impact on power/performance.

We ran many experiments on a server-class ma-
chine, collected detailed performance and power mea-
surements, and analyzed them. We found that different
workloads, not too surprisingly, have a large impact on
system behavior. No single file system worked best for
all workloads. Moreover, default file system format and
mount options were often suboptimal. Some file system
features helped power/performance and others hurt it.
Our experiments revealed a strong linearity between the
power efficiency and performance of a file system. Over-
all, we found significant variations in the amount of use-
ful work that can be accomplished per unit time or unit
energy, with possible improvements over default config-
urations ranging from 5% to 9.4×. We conclude that
long-running servers should be carefully configured at
installation time. For busy servers this can yield signifi-
cant performance and power savings over time. We hope
this study will inspire other studies (e.g., distributed file
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systems), and lead to novel storage layer designs.
The rest of this paper is organized as follows. Sec-

tion 2 surveys related work. Section 3 introduces our
experimental methodology. Section 4 provides useful
information about energy measurements. The bulk of
our evaluation and analysis is in Section 5. We conclude
in Section 6 and describe future directions in Section 7.

2 Related Work
Past power-conservation research for storage focused on
portable battery-operated computers [12, 25]. Recently,
researchers investigated data centers [9, 28, 43]. As our
focus is file systems’ power and performance, we dis-
cuss three areas of related work that mainly cover both
power and performance: file system studies, lower-level
storage studies, and benchmarks commonly used to eval-
uate systems’ power efficiency.

File system studies. Disk-head seeks consume a large
portion of hard-disk energy [2]. A popular approach to
optimize file system power-performance is to localize
on-disk data to incur fewer head movements. Huang et
al. replicated data on disk and picked the closest replica
to the head’s position at runtime [19]. The Energy-
Efficient File System (EEFS) groups files with high tem-
poral access locality [24]. Essary and Amer developed
predictive data grouping and replication schemes to re-
duce head movements [14].

Some suggested other file-system—level techniques
to reduce power consumption without degrading perfor-
mance. BlueFS is an energy-efficient distributed file sys-
tem for mobile devices [29]. When applications request
data, BlueFS chooses a replica that best optimizes en-
ergy and performance. GreenFS is a stackable file sys-
tem that combines a remote network disk and a local
flash-based memory buffer to keep the local disk idling
for as long as possible [20]. Kothiyal et al. examined file
compression to improve power and performance [23].

These studies propose new designs for storage soft-
ware, which limit their applicability to existing systems.
Also, they often focus on narrow problem domains. We,
however, focus on servers, several common workloads,
and use existing unmodified software.

Lower-level storage studies. A disk drive’s platters
usually keep spinning even if there are no incoming I/O
requests. Turning the spindle motor off during idle pe-
riods can reduce disk energy use by 60% [28]. Sev-
eral studies suggest ways to predict or prolong idle peri-
ods and shut the disk down appropriately [10, 12]. Un-
like laptop and desktop systems, idle periods in server
workloads are commonly too short, making such ap-
proaches ineffective. This was addressed using I/O
off-loading [28], power-aware (sometimes flash-based)
caches [5, 49], prefetching [26, 30], and a combination

of these techniques [11, 43]. Massive Array of Idle
Disks (MAID) augments RAID technology with auto-
matic shut down of idle disks [9]. Pinheiro and Bian-
chini used the fact that regularly only a small subset of
data is accessed by a system, and migrated frequently
accessed data to a small number of active disks, keeping
the remaining disks off [31]. Other approaches dynami-
cally control the platters’ rotation speed [35] or combine
low- and high-speed disks [8].

These approaches depend primarily on having or pro-
longing idle periods, which is less likely on busy servers.
For those, aggressive use of shutdown, slowdown, or
spin-down techniques can have adverse effects on per-
formance and energy use (e.g., disk spin-up is slow and
costs energy); such aggressive techniques can also hurt
hardware reliability. Whereas idle-time techniques are
complementary to our study, we examine file systems’
features that increase performance and reduce energy
use in active systems.

Benchmarks and systematic studies. Researchers
use a wide range of benchmarks to evaluate the per-
formance of computer systems [39, 41] and file systems
specifically [7, 16, 22, 40]. Far fewer benchmarks exist
to determine system power efficiency. The Standard Per-
formance Evaluation Corporation (SPEC) proposed the
SPECpower ssj benchmark to evaluate the energy effi-
ciency of systems [38]. SPECpower ssj stresses a Java
server with standardized workload at different load lev-
els. It combines results and reports the number of Java
operations per second per watt. Rivoire et al. used a large
sorting problem (guaranteed to exceed main memory) to
evaluate a system’s power efficiency [34]; they report
the number of sorted records per joule. We use similar
metrics, but applied for file systems.

Our goal was to conduct a systematic power-
performance study of file systems. Gurumurthi et al.
carried out a similar study for various RAID configu-
rations [18], but focused on database workloads alone.
They noted that tuning RAID parameters affected power
and performance more than many traditional optimiza-
tion techniques. We observed similar trends, but for file
systems. In 2002, Bryant et al. evaluated Linux file sys-
tem performance [6], focusing on scalability and concur-
rency. However, that study was conducted on an older
Linux 2.4 system. As hardware and software change
so rapidly, it is difficult to extrapolate from such older
studies—another motivation for our study here.

3 Methodology
This section details the experimental hardware and soft-
ware setup for our evaluations. We describe our testbed
in Section 3.1. In Section 3.2 we describe our bench-
marks and tools used. Sections 3.3 and 3.4 motivate our
selection of workloads and file systems, respectively.
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3.1 Experimental Setup
We conducted our experiments on a Dell Pow-
erEdge SC1425 server consisting of 2 dual-core Intel R�

XeonTM CPUs at 2.8GHz, 2GB RAM, and two
73GB internal SATA disks. The server was run-
ning the CentOS 5.3 Linux distribution with kernel
2.6.18-128.1.16.el5.centos.plus. All the benchmarks
were executed on an external 18GB, 15K RPM AT-
LAS15K 18WLS Maxtor SCSI disk connected through
Adaptec ASC-39320D Ultra320 SCSI Card.

As one of our goals was to evaluate file systems’
impact on CPU and disk power consumption, we con-
nected the machine and the external disk to two separate
WattsUP Pro ES [45] power meters. This is an in-line
power meter that measures the energy drawn by a device
plugged into the meter’s receptacle. The power meter
uses non-volatile memory to store measurements every
second. It has a 0.1 Watt-hour (1 Watt-hour = 3,600
Joules) resolution for energy measurements; the accu-
racy is ±1.5% of the measured value plus a constant er-
ror of ±0.3 Watt-hours. We used a wattsup Linux util-
ity to download the recorded data from the meter over a
USB interface to the test machine. We kept the temper-
ature in the server room constant.

3.2 Software Tools and Benchmarks
We used FileBench [16], an application level workload
generator that allowed us to emulate a large variety of
workloads. It was developed by Sun Microsystems and
was used for performance analysis of Solaris operating
system [27] and in other studies [1, 17]. FileBench can
emulate different workloads thanks to its flexible Work-
load Model Language (WML), used to describe a work-
load. A WML workload description is called a per-
sonality. Personalities define one or more groups of file
system operations (e.g., read, write, append, stat), to be
executed by multiple threads. Each thread performs the
group of operations repeatedly, over a configurable pe-
riod of time. At the end of the run, FileBench reports
the total number of performed operations. WML allows
one to specify synchronization points between threads
and the amount of memory used by each thread, to em-
ulate real-world application more accurately. Personal-
ities also describe the directory structure(s) typical for
a specific workload: average file size, directory depth,
the total number of files, and alpha parameters govern-
ing the file and directory sizes that are based on a gamma
random distribution.

To emulate a real application accurately, one needs
to collect system call traces of an application and con-
vert them to a personality. FileBench includes several
predefined personalities—Web, file, mail and database
servers—which were created by analyzing the traces
of corresponding applications in the enterprise environ-

ment [16]. We used these personalities in our study.
We used Auto-pilot [47] to drive FileBench. We built

an Auto-pilot plug-in to communicate with the power
meter and modified FileBench to clear the two watt
meters’ internal memory before each run. After each
benchmark run, Auto-Pilot extracts the energy readings
from both watt-meters. FileBench reports file system
performance in operations per second, which Auto-pilot
collects. We ran all tests at least five times and com-
puted the 95% confidence intervals for the mean opera-
tions per second, and disk and CPU energy readings us-
ing the Student’s-t distribution. Unless otherwise noted,
the half widths of the intervals were less than 5% of the
mean—shown as error bars in our bar graphs. To reduce
the impact of the watt-meter’s constant error (0.3 Watt-
hours) we increased FileBench’s default runtime from
one to 10 minutes. Our test code, configuration files,
logs, and results are available at www.fsl.cs.sunysb.
edu/docs/fsgreen-bench/.

3.3 Workload Categories
One of our main goals was to evaluate the impact of dif-
ferent file system workloads on performance and power
use. We selected four common server workloads: Web
server, file server, mail server, and database server. The
distinguishing workload features were: file size distribu-
tions, directory depths, read-write ratios, meta-data vs.
data activity, and access patterns (i.e., sequential vs. ran-
dom vs. append). Table 1 summarizes our workloads’
properties, which we detail next.

Web Server. The Web server workload uses a read-
write ratio of 10:1, and reads entire files sequentially
by multiple threads, as if reading Web pages. All the
threads append 16KB to a common Web log, thereby
contending for that common resource. This workload
not only exercises fast lookups and sequential reads of
small-sized files, but it also considers concurrent data
and meta-data updates into a single, growing Web log.

File Server. The file server workload emulates a server
that hosts home directories of multiple users (threads).
Users are assumed to access files and directories be-
longing only to their respective home directories. Each
thread picks up a different set of files based on its thread
id. Each thread performs a sequence of create, delete,
append, read, write, and stat operations, exercising both
the meta-data and data paths of the file system.

Mail Server. The mail server workload (varmail) emu-
lates an electronic mail server, similar to Postmark [22],
but it is multi-threaded. FileBench performs a sequence
of operations to mimic reading mails (open, read whole
file, and close), composing (open/create, append, close,
and fsync) and deleting mails. Unlike the file server and
Web server workloads, the mail server workload uses a
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Workload Average Average Number I/O sizes Number of R/W Ratiofile size directory depth of files read write append threads
Web Server 32KB 3.3 20,000 1MB - 16KB 100 10:1
File Server 256KB 3.6 50,000 1MB 1MB 16KB 100 1:2
Mail Server 16KB 0.8 50,000 1MB - 16KB 100 1:1
DB Server 0.5GB 0.3 10 2KB 2KB - 200 + 10 20:1

Table 1: FileBench workload characteristics. The database workload uses 200 readers and 10 writers.
flat directory structure, with all the files in one directory.
This exercises large directory support and fast lookups.
The average file size for this workload is 16KB, which
is the smallest amongst all other workloads. This initial
file size, however, grows later due to appends.

Database Server. This workload targets a specific
class of systems, called online transaction processing
(OLTP). OLTP databases handle real-time transaction-
oriented applications (e.g., e-commerce). The database
emulator performs random asynchronous writes, ran-
dom synchronous reads, and moderate (256KB) syn-
chronous writes to the log file. It launches 200 reader
processes, 10 asynchronous writers, and a single log
writer. This workload exercises large file management,
extensive concurrency, and random reads/writes. This
leads to frequent cache misses and on-disk file ac-
cess, thereby exploring the storage stack’s efficiency for
caching, paging, and I/O.

3.4 File System and Properties
We ran our workloads on four different file systems:
Ext2, Ext3, Reiserfs, and XFS. We evaluated both the
default and variants of mount and format options for
each file system. We selected these file systems for their
widespread use on Linux servers and the variation in
their features. Distinguishing file system features were:
• B+/S+ Tree vs. linear fixed sized data structures
• Fixed block size vs. variable-sized extent
• Different allocation strategies
• Different journal modes
• Other specialized features (e.g., tail packing)
For each file system, we tested the impact of vari-

ous format and mount options that are believed to affect
performance. We considered two common format op-
tions: block size and inode size. Large block sizes im-
prove I/O performance of applications using large files
due to fewer number of indirections, but they increase
fragmentation for small files. We tested block sizes of
1KB, 2KB, and 4KB. We excluded 8KB block sizes due
to lack of full support [15, 48]. Larger inodes can im-
prove data locality by embedding as much data as possi-
ble inside the inode. For example, large enough inodes
can hold small directory entries and small files directly,
avoiding the need for disk block indirections. Moreover,
larger inodes help storing the extent file maps. We tested
the default (256B and 128B for XFS and Ext2/Ext3, re-

spectively) and 1KB inode size for all file systems except
Reiserfs, as it does not explicitly have an inode object.

We evaluated various mount options: noatime,
journal vs. no journal, and different journalling modes.
The noatime option improves performance in read-
intensive workloads, as it skips updating an inode’s last
access time. Journalling provides reliability, but incurs
an extra cost in logging information. Some file systems
support different journalling modes: data, ordered, and
writeback. The data journalling mode logs both data and
meta-data. This is the safest but slowest mode. Ordered
mode (default in Ext3 and Reiserfs) logs only meta-data,
but ensures that data blocks are written before meta-
data. The writeback mode logs meta-data without or-
dering data/meta-data writes. Ext3 and Reiserfs support
all three modes, whereas XFS supports only the write-
back mode. We also assessed a few file-system specific
mount and format options, described next.

Ext2 and Ext3. Ext2 [4] and Ext3 [15] have been
the default file systems on most Linux distributions for
years. Ext2 divides the disk partition into fixed sized
blocks, which are further grouped into similar-sized
block groups. Each block group manages its own set
of inodes, a free data block bitmap, and the actual files’
data. The block groups can reduce file fragmentation
and increase reference locality by keeping files in the
same parent directory and their data in the same block
group. The maximum block group size is constrained by
the block size. Ext3 has an identical on-disk structure as
Ext2, but adds journalling. Whereas journalling might
degrade performance due to extra writes, we found cer-
tain cases where Ext3 outperforms Ext2. One of Ext2
and Ext3’s major limitations is their poor scalability to
large files and file systems because of the fixed num-
ber of inodes, fixed block sizes, and their simple array-
indexing mechanism [6].

XFS. XFS [37] was designed for scalability: support-
ing terabyte sized files on 64-bit systems, an unlimited
number of files, and large directories. XFS employs
B+ trees to manage dynamic allocation of inodes, free
space, and to map the data and meta-data of files/di-
rectories. XFS stores all data and meta-data in variable
sized, contiguous extents. Further, XFS’s partition is di-
vided into fixed-sized regions called allocation groups
(AGs), which are similar to block groups in Ext2/3, but
are designed for scalability and parallelism. Each AG
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manages the free space and inodes of its group inde-
pendently; increasing the number of allocation groups
scales up the number of parallel file system requests, but
too many AGs also increases fragmentation. The default
AG count value is 16. XFS creates a cluster of inodes in
an AG as needed, thus not limiting the maximum num-
ber of files. XFS uses a delayed allocation policy that
helps in getting large contiguous extents, and increases
the performance of applications using large-sized files
(e.g., databases). However, this increases memory uti-
lization. XFS tracks AG free space using two B+ trees:
the first B+ tree tracks free space by block number and
the second tracks by the size of the free space block.
XFS supports only meta-data journalling (writeback).
Although XFS was designed for scalability, we evaluate
all file systems using different file sizes and directory
depths. Apart from evaluating XFS’s common format
and mount options, we also varied its AG count.

Reiserfs. The Reiserfs partition is divided into blocks
of fixed size. Reiserfs uses a balanced S+ tree [33] to
optimize lookups, reference locality, and space-efficient
packing. The S+ tree consists of internal nodes, for-
matted leaf nodes, and unformatted nodes. Each inter-
nal node consists of key-pointer pairs to its children.
The formatted nodes pack objects tightly, called items;
each item is referenced through a unique key (akin to
an inode number). These items include: stat items (file
meta-data), directory items (directory entries), indirect
items (similar to inode block lists), and direct items (tails
of files less than 4K). A formatted node accommodates
items of different files and directories. Unformatted
nodes contain raw data and do not assist in tree lookup.
The direct items and the pointers inside indirect items
point to these unformatted nodes. The internal and for-
matted nodes are sorted according to their keys. As a
file’s meta-data and data is searched through the com-
bined S+ tree using keys, Reiserfs scales well for a large
and deep file system hierarchy. Reiserfs has a unique
feature we evaluated called tail packing, intended to re-
duce internal fragmentation and optimize the I/O perfor-
mance of small sized files (less than 4K). Tail-packing
support is enabled by default, and groups different files
in the same node. These are referenced using direct
pointers, called the tail of the file. Although the tail op-
tion looks attractive in terms of space efficiency and per-
formance, it incurs an extra cost during reads if the tail is
spread across different nodes. Similarly, additional ap-
pends to existing tail objects lead to unnecessary copy
and movement of the tail data, hurting performance. We
evaluated all three journalling modes of Reiserfs.

4 Energy Breakdown
Active vs. passive energy. Even when a server does
not perform any work, it consumes some energy. We

call this energy idle or passive. The file system selec-
tion alone cannot reduce idle power, but combined with
right-sizing techniques, it can improve power efficiency
by prolonging idle periods. The active power of a node
is an additional power drawn by the system when it per-
forms useful work. Different file systems exercise the
system’s resources differently, directly affecting active
power. Although file systems affect active energy only,
users often care about total energy used. Therefore, we
report only total power used.

Hard disk vs. node power. We collected power con-
sumption readings for the external disk drive and the test
node separately. We measured our hard disk’s idle power
to be 7 watts, matching its specification. We wrote a tool
that constantly performs direct I/O to distant disk tracks
to maximize its power consumption, and measured a
maximum power of 22 watts. However, the average disk
power consumed for our experiments was only 14 watts
with little variations. This is because the workloads ex-
hibited high locality, heavy CPU/memory use, and many
I/O requests were satisfied from caches. Whenever the
workloads did exercise the disk, its power consumption
was still small relative to the total power. Therefore, for
the rest of this paper, we report only total system power
consumption (disk included).

A node’s power consumption consists of its compo-
nents’ power. Our server’s measured idle-to-peak power
is 214–279W. The CPU tends to be a major contribu-
tor, in our case from 86–165W (i.e., Intel’s SpeedStep
technology). However, the behavior of power consump-
tion within a computer is complex due to thermal ef-
fects and feedback loops. For example, our CPU’s core
power use can drop to a mere 27W if its temperature is
cooled to 50 ◦C, whereas it consumes 165W at a normal
temperature of 76 ◦C. Motherboards today include dy-
namic system and CPU fans which turn on/off or change
their speeds; while they reduce power elsewhere, the
fans consume some power themselves. For simplicity,
our paper reports only total system power consumption.

FS vs. other software power consumption. It is rea-
sonable to question how much energy does a file sys-
tem consume compared to other software components.
According to Almeida et al., a Web server saturated by
client requests spends 90% of the time in kernel space,
invoking mostly file system related system calls [3]. In
general, if a user-space program is not computationally
intensive, it frequently invokes system calls and spends
a lot of time in kernel space. Therefore, it makes sense
to focus the efforts on analyzing energy efficiency of file
systems. Moreover, our results in Section 5 support this
fact: changing only the file system type can increase
power/performance numbers up to a factor of 9.
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5 Evaluation
This section details our results and analysis. We abbrevi-
ated the terms Ext2, Ext3, Reiserfs, and XFS as e2, e3,
r, and x, respectively. File systems formatted with block
size of 1K and 2K are denoted blk1k and blk2k, re-
spectively; isz1k denotes 1K inode sizes; bg16k de-
notes 16K block group sizes; dtlg and wrbck denote
data and writeback journal modes, respectively; nolog
denotes Reiserfs’s no-logging feature; allocation group
count is abbreviated as agc followed by number of
groups (8, 32, etc.), no-atime is denoted as noatm.

Section 5.1 overviews our metrics and terms. We de-
tail the Web, File, Mail, and DB workload results in Sec-
tions 5.2–5.5. Section 5.6 provides recommendations for
selecting and designing efficient file systems.

5.1 Overview
In all our tests, we collected two raw metrics: perfor-
mance (from FileBench), and the average power of the
machine and disk (from watt-meters). FileBench reports
file system performance under different workloads in
units of operations per second (ops/sec). As each work-
load targets a different application domain, this metric
is not comparable across workloads: A Web server’s
ops/sec are not the same as, say, the database server’s.
Their magnitude also varies: the Web server’s rates num-
bers are two orders of magnitude larger than other work-
loads. Therefore, we report Web server performance in
1,000 ops/sec, and just ops/sec for the rest.

Electrical power, measured in Watts, is defined as the
rate at which electrical energy is transferred by a circuit.
Instead of reporting the raw power numbers, we selected
a derived metric called operations per joule (ops/joule),
which better explains power efficiency. This is defined
as the amount of work a file system can accomplish in 1
Joule of energy (1Joule = 1watt × 1sec). The higher
the value, the more power-efficient the system is. This
metric is similar to SPEC’s ( ssj ops

watt
) metric, used by

SPECPower ssj2008 [38]. Note that we report the Web
server’s power efficiency in ops/joule, and use ops/kilo-
joule for the rest.

A system’s active power consumption depends on
how much it is being utilized by software, in our case
a file system. We measured that the higher the sys-
tem/CPU utilization, the greater the power consumption.
We therefore ran experiments to measure the power con-
sumption of a workload at different load levels (i.e., op-
s/sec), for all four file systems, with default format and
mount options. Figure 1 shows the average power con-
sumed (in Watts) by each file system, increasing Web
server loads from 3,000 to 70,000 ops/sec. We found
that all file systems consumed almost the same amount
of energy at a certain performance levels, but only a few
could withstand more load than the others. For example,
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Figure 1: Webserver: Mean power consumption by Ext2, Ext3,
Reiserfs, and XFS at different load levels. The y-axis scale
starts at 220 Watts. Ext2 does not scale above 10,000 ops/sec.

Figure 2: Average CPU utilization for the Webserver workload
Ext2 had a maximum of only 8,160 Web ops/sec with an
average power consumption of 239W, while XFS peaked
at 70,992 ops/sec, with only 29% more power consump-
tion. Figure 2 shows the percentages of CPU utilization,
I/O wait, and idle time for each file system at its maxi-
mum load. Ext2 and Reiserfs spend more time waiting
for I/O than any other file system, thereby performing
less useful work, as per Figure 1. XFS consumes al-
most the same amount of energy as the other three file
systems at lower load levels, but it handles much higher
Web server loads, winning over others in both power ef-
ficiency and performance. We observed similar trends
for other workloads: only one file system outperformed
the rest in terms of both power and performance, at all
load levels. Thus, in the rest of this paper we report only
peak performance figures.

5.2 Webserver Workload
As we see in Figures 3(a) and 3(b), XFS proved to be
the most power- and performance-efficient file system.
XFS performed 9 times better than Ext2, as well as 2
times better than Reiserfs, in terms of both power and
performance. Ext3 lagged behind XFS by 22%. XFS
wins over all the other file systems as it handles con-
current updates to a single file efficiently, without incur-
ring a lot of I/O wait (Figure 2), thanks to its journal
design. XFS maintains an active item list, which it uses
to prevent meta-data buffers from being written multiple
times if they belong to multiple transactions. XFS pins
a meta-data buffer to prevent it from being written to the
disk until the log is committed. As XFS batches multiple
updates to a common inode together, it utilizes the CPU
better. We observed a linear relationship between power-
efficiency and performance for the Web server workload,
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Figure 3: File system performance and energy efficiency under the Webserver workload

so we report below on the basis of performance alone.

Ext2 performed the worst and exhibited inconsistent
behavior. Its standard deviation was as high as 80%,
even after 30 runs. We plotted the performance val-
ues on a histogram and observed that Ext2 had a non-
Gaussian (long-tailed) distribution. Out of 30 runs, 21
runs (70%) consumed less than 25% of the CPU, while
the remaining ones used up to 50%, 75%, and 100%
of the CPU (three runs in each bucket). We wrote
a micro-benchmark which ran for a fixed time period
and appended to 3 common files shared between 100
threads. We found that Ext3 performed 13% fewer
appends than XFS, while Ext2 was 2.5 times slower
than XFS. We then ran a modified Web server work-
load with only reads and no log appends. In this case,
Ext2 and Ext3 performed the same, with XFS lagging
behind by 11%. This is because XFS’s lookup oper-
ation takes more time than other file systems for deeper
hierarchy (see Section 5.3). As XFS handles concur-
rent writes better than the others, it overcomes the per-
formance degradation due to slow lookups and outper-
forms in the Web server workload. OSprof results [21]
revealed that the average latency of write super for
Ext2 was 6 times larger than Ext3. Analyzing the
file systems’ source code helped explain this inconsis-
tency. First, as Ext2 does not have a journal, it com-
mits superblock and inode changes to the on-disk im-
age immediately, without batching changes. Second,
Ext2 takes the global kernel lock (aka BKL) while call-
ing ext2 write super and ext2 write inode,
which further reduce parallelism: all processes using
Ext2 which try to sync an inode or the superblock to
disk will contend with each other, increasing wait times
significantly. On the contrary, Ext3 batches all updates
to the inodes in the journal and only when the JBD
layer calls journal commit transaction are all

the metadata updates actually synced to the disk (af-
ter committing the data). Although journalling was de-
signed primarily for reliability reasons, we conclude that
a careful journal design can help some concurrent-write
workloads akin to LFS [36].

Reiserfs exhibits poor performance for different rea-
sons than Ext2 and Ext3. As Figures 3(a) and 3(b) show,
Reiserfs (default) performed worse than both XFS and
Ext3, but Reiserfs with the notail mount option out-
performed Ext3 by 15% and the default Reiserfs by 2.25
times. The reason is that by default the tail option
is enabled in Reiserfs, which tries to pack all files less
than 4KB in one block. As the Web server has an aver-
age file size of just 32KB, it has many files smaller than
4KB. We confirmed this by running debugreiserfs
on the Reiserfs partition: it showed that many small files
had their data spread across the different blocks (packed
along with other files’ data). This resulted in more than
one data block access for each file read, thereby increas-
ing I/O, as seen in Figure 2. We concluded that unlike
Ext2 and Ext3, the default Reiserfs experienced a per-
formance hit due to its small file read design, rather than
concurrent appends. This demonstrates that even simple
Web server workload can still exercise different parts of
file systems’ code.

An interesting observation was that the noatime
mount option improved the performance of Reiserfs by
a factor of 2.5 times. In other file systems, this op-
tion did not have such a significant impact. The reason
is that the reiserfs dirty inode function, which
updates the access time field, acquires the BKL and then
searches for the stat item corresponding to the inode in
its S+ tree to update the atime. As the BKL is held
while updating each inode’s access time in a path, it
hurts parallelism and reduces performance significantly.
Also, noatime boosts Reiserfs’s performance by this
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Figure 4: Performance and energy efficiency of file systems under the file server workload

much only in the read-intensive Web server workload.

Reducing the block-size during format generally hurt
performance, except in XFS. XFS was unaffected thanks
to its delayed allocation policy that allocates a large con-
tiguous extent, irrespective of the block size; this sug-
gests that modern file systems should try to pre-allocate
large contiguous extents in anticipation of files’ growth.
Reiserfs observed a drastic degradation of 2–3× after
decreasing the block size from 4KB (default) to 2KB and
1KB, respectively. We found from debugreiserfs
that this led to an increase in the number of internal and
formatted nodes used to manage the file system names-
pace and objects. Also, the height of the S+ tree grew
from 4 to 5, in case of 1KB. As the internal and for-
matted nodes depend on the block size, a smaller block
size reduces the number of entries packed inside each
of these nodes, thereby increasing the number of nodes,
and increasing I/O times to fetch these nodes from the
disk during lookup. Ext2 and Ext3 saw a degradation of
2× and 12%, respectively, because of the extra indirec-
tions needed to reference a single file. Note that Ext2’s
2× degradation was coupled with a high standard varia-
tion of 20–49%, for the same reasons explained above.

Quadrupling the XFS inode size from 256B to 1KB
improved performance by only 8%. We found using
xfs db that a large inode allowed XFS to embed more
extent information and directory entries inside the inode
itself, speeding lookups. As expected, the data jour-
nalling mode hurt performance for both Reiserfs and
Ext3 by 32% and 27%, respectively. The writeback
journalling mode of Ext3 and Reiserfs degraded perfor-
mance by 2× and 7%, respectively, compared to their
default ordered journalling mode. Increasing the block
group count of Ext3 and the allocation group count of
XFS had a negligible impact. The reason is that the Web
server is a read-intensive workload, and does not need to

update the different group’s metadata as frequently as a
write-intensive workload would.

5.3 File Server Workload
Figures 4(a) and 4(b) show that Reiserfs outperformed
Ext2, Ext3, XFS by 37%, 43%, and 91%, respectively.
Compared to the Web server workload, Reiserfs per-
formed better than all others, even with the tail op-
tion on. This is because the file server workload has
an average file size of 256KB (8 times larger than the
Web server workload): it does not have many small files
spread across different nodes, thereby showing no differ-
ence between Reiserfs’s (tail) and no-tail options.

Analyzing using OSprof revealed that XFS consumed
14% and 12% more time in lookup and create, re-
spectively, than Reiserfs. Ext2 and Ext3 spent 6% more
time in both lookup and create than Reiserfs. To ex-
ercise only the lookup path, we executed a simple micro-
benchmark that only performed open and close opera-
tions on 50,000 files by 100 threads, and we used the
same fileset parameters as that of the file server work-
load (see Table 1). We found that XFS performed 5%
fewer operations than Reiserfs, while Ext2 and Ext3 per-
formed close to Reiserfs. As Reiserfs packs data and
meta-data all in one node and maintains a balanced tree,
it has faster lookups thanks to improved spatial local-
ity. Moreover, Reiserfs stores objects by sorted keys,
further speeding lookup times. Although XFS uses B+
trees to maintain its file system objects, its spatial local-
ity is worse than that of Reiserfs, as XFS has to perform
more hops between tree nodes.

Unlike the Web server results, Ext2 performed bet-
ter than Ext3, and did not show high standard devia-
tions. This was because in a file server workload, each
thread works on an independent set of files, with little
contention to update a common inode.
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Figure 5: Performance and energy efficiency of file systems under the varmail workload

We discovered an interesting result when varying
XFS’s allocation group (AG) count from 8 to 128, in
powers of two (default is 16). XFS’s performance in-
creased from 4% to 34% (compared to AG of 8). But,
XFS’s power efficiency increased linearly only until the
AG count hit 64, after which the ops/kilojoule count
dropped by 14% (for AG count of 128). Therefore, XFS’
AG count exhibited a non-linear relationship between
power-efficiency and performance. As the number of
AGs increases, XFS’s parallelism improves too, boost-
ing performance even when dirtying each AG at a faster
rate. However, all AGs share a common journal: as the
number of AGs increases, updating the AG descriptors
in the log becomes a bottleneck; we see diminishing re-
turns beyond AG count of 64. Another interesting obser-
vation is that AG count increases had a negligible effect
of only 1% improvement for the Web server, but a signif-
icant impact in file server workload. This is because the
file server has a greater number of meta-data activities
and writes than the Web server (see Section 3), thereby
accessing/modifying the AG descriptors frequently. We
conclude that the AG count is sensitive to the work-
load, especially read-write and meta-data update ratios.
Lastly, the block group count increase in Ext2 and Ext3
had a small impact of less than 1%.

Reducing the block size from 4KB to 2KB improved
the performance of XFS by 16%, while a further reduc-
tion to 1KB improved the performance by 18%. Ext2,
Ext3, and Reiserfs saw a drop in performance, for the
reasons explained in Section 5.2. Ext2 and Ext3 experi-
enced a performance drop of 8% and 3%, respectively,
when going from 4KB to 2KB; reducing the block size
from 2KB to 1KB degraded their performance further
by 34% and 27%, respectively. Reiserfs’s performance
declined by a 45% and 75% when we reduced the block
size to 2KB and 1KB, respectively. This is due to the in-

creased number of internal node lookups, which increase
disk I/O as discussed in Section 5.2.

The no-atime options did not affect performance or
power efficiency of any file system because this work-
load is not read-intensive and had a ratio of two writes
for each read. Changing the inode size did not have an
effect on Ext2, Ext3, or XFS. As expected, data jour-
nalling reduced the performance of Ext3 and Reiserfs
by 10% and 43%, respectively. Writeback-mode jour-
nalling also showed a performance reduction by 8% and
4% for Ext3 and Reiserfs, respectively.

5.4 Mail Server

As seen in Figures 5(a) and 5(b), Reiserfs performed
the best amongst all, followed by Ext3 which differed
by 7%. Reiserfs beats Ext2 and XFS by 43% and 4×,
respectively. Although the mail server’s personality in
FileBench is similar to the file server’s, we observed dif-
ferences in their results, because the mail server work-
load calls fsync after each append, which is not in-
voked in the file server workload. The fsync operation
hurts the non-journalling version of file systems: hurting
Ext2 by 30% and Reiserfs-nolog by 8% as compared to
Ext3 and default Reiserfs, respectively. We confirmed
this by running a micro-benchmark in FileBench which
created the same directory structure as the mail server
workload and performed the following sequence of op-
erations: create, append, fsync, open, append, and fsync.
This showed that Ext2 was 29% slower than Ext3. When
we repeated this after removing all fsync calls, Ext2 and
Ext3 performed the same. Ext2’s poor performance with
fsync calls is because its ext2 sync file call ulti-
mately invokes ext2 write inode, which exhibits a
larger latency than the write inode function of other
file systems. XFS’s poor performance was due to its
slower lookup operations.
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Figure 6: Performance and energy efficiency of file systems for the OLTP workload

Figure 5(a) shows that Reiserfs with no-tail beats
all the variants of mount and format options, improving
over default Reiserfs by 29%. As the average file size
here was 16KB, the no-tail option boosted the per-
formance similar to the Web server workload.

As in the Web server workload, when the block size
was reduced from 4KB to 1KB, the performance of Ext2
and Ext3 dropped by 41% and 53%, respectively. Reis-
erfs’s performance dropped by 59% and 15% for 1KB
and 2KB, respectively. Although the performance of
Reiserfs decreased upon reducing the block size, the per-
centage degradation was less than seen in the Web and
file server. The flat hierarchy of the mail server attributed
to this reduction in degradation; as all files resided in
one large directory, the spatial locality of the meta data
of these files increases, helping performance a bit even
with smaller block sizes. Similar to the file server work-
load, reduction in block size increased the overall per-
formance of XFS.

XFS’s allocation group (AG) count and the block
group count of Ext2 and Ext3 had minimal effect within
the confidence interval. Similarly, the no-atime op-
tion and inode size did not impact the efficiency of
file server significantly. The data journalling mode de-
creased Reiserfs’s performance by 20%, but had a mini-
mal effect on Ext3. Finally, the writeback journal mode
decreased Ext3’s performance by 6%.

5.5 Database Server Workload (OLTP)
Figures 6(a) and 6(b) show that all four file systems
perform equally well in terms of both performance and
power-efficiency with the default mount/format options,
except for Ext2. It experiences a performance degrada-
tion of about 20% as compared to XFS. As explained in
Section 5.2, Ext2’s lack of a journal makes its random
write performance worse than any other journalled file

system, as they batch inode updates.
In contrast to other workloads, the performance of all

file systems increases by a factor of around 2× if we
decrease the block size of the file system from the default
4KB to 2KB. This is because the 2KB block size better
matches the I/O size of OLTP workload (see Table 1),
so every OLTP write request fits perfectly into the file
system’s block size. But, a file-system block size of 4KB
turns a 2KB write into a read-modify-write sequence,
requiring an extra read per I/O request. This proves an
important point that keeping the file system block size
close to the workload’s I/O size can impact the efficiency
of the system significantly. OLTP’s performance also
increased when using a 1KB block size, but was slightly
lower than that obtained by 2KB block size, due to an
increased number of I/O requests.

An interesting observation was that on decreasing the
number of blocks per group from 32KB (default) to
16KB, Ext2’s performance improved by 7%. Moreover,
increasing the inode size up to 1KB improved perfor-
mance by 15% as compared to the default configuration.
Enlarging the inode size in Ext2 has an indirect effect on
the blocks per group: the larger the inode size, the fewer
the number of blocks per group. A 1KB inode size re-
sulted in 8KB blocks per group, thereby doubling the
number of block groups and increasing the performance
as compared to the e2-bg16K case. Varying the AG
count had a negligible effect on XFS’s numbers. Unlike
Ext2, the inode size increase did not affect any other file
system.

Interestingly, we observed that the performance of
Reiserfs increased by 30% on switching from the de-
fault ordered mode to the data journalling mode. In data
journalling mode as all the data is first written to the log,
random writes become logically sequential and achieve
better performance than the other journalling modes.
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FS Option Webserver Fileserver Varmail Database
Type Name Perf. Pow. Perf. Pow. Perf. Pow. Perf. Pow.

Ext2

mount noatime -37% † -35% - - - - - -
format blk1k -64% † -65% -34% -35% -41% -41% +98% +100%

blk2k -65% -65% -8% -9% -17% -18% +136% +137%
isz1k -34% † -35% - - - - +15% +16%
bg16k +60% † +53% - - +6% +5% +7% +7%

Ext3

mount noatime +4% +5% - - - - - -
dtlg -27% -23% -10% -5% - - -11% -13%

wrbck -63% -57% -8% -9% -6% -5% -5% -5%
format blk1k -34% -30% -27% -28% -53% -53% +81% +81%

blk2k -12% -11% - - -30% -31% +98% +97%
isz1k - - - - +8% +8% - -
bg16k - - - - -4% -5% -8% -9%

Reiserfs

mount noatime +149% +119% - - +5% +5% - -
notail +128% +96% - - +29% +28% - -
nolog - - - - -8% -8% - -
wrbck -7% -7% -4% -7% - - - -
dtlg -32% -29% -43% -42% -20% -21% +30% +29%

format blk1k -73% -70% -74% -74% -59% -58% +80% +80%
blk2k -51% -47% -45% -45% -15% -16% +92% +91%

XFS

mount noatime - - - - - - - -
format blk1k - - +18% +17% +27% +17% +101% +100%

blk2k - - +16% +15% +18% +17% +101% +99%
isz1k +8% +6% - - - - - -

agcnt8 - - -4% -5% - - - -
agcnt32 - - - - - - - -
agcnt64 - - +23% +25% - - - -

agcnt128 - - +29% +8% - - - -
Table 2: File systems’ performance and power, varying options, relative to the default ones for each file system. Improvements are
highlighted in bold. A † denotes the results with coefficient of variation over 40%. A dash signifies statistically indistinguishable
results.

In contrast to the Web server workload, the
no-atime option does not have any effect on the per-
formance of Reiserfs, although the read-write ratio is
20:1. This is because the database workload consists
of only 10 large files and hence the meta-data of these
small number of files (i.e., stat items) accommodate in
a few formatted nodes as compared to the Web server
workload which consists of 20,000 files with their meta-
data scattered across multiple formatted nodes. Reiserfs’
no-tail option had no effect on the OLTP workload
due to the large size of its files.

5.6 Summary and Recommendations
We now summarize the combined results of our study.
We then offer advice to server operators, as well as de-
signers of future systems.

Staying within a file system type. Switching to a dif-
ferent file system type can be a difficult decision, es-
pecially in enterprise environments where policies may
require using specific file systems or demand exten-
sive testing before changing one. Table 2 compares the

power efficiency and performance numbers that can be
achieved while staying within a file system; each cell is
a percentage of improvement (plus sign and bold font),
or degradation (minus sign) compared to the default for-
mat and mount options for that file system. Dashes de-
note results that were statistically indistinguishable from
default. We compare to the default case because file sys-
tems are often configured with default options.

Format and mount options represent different levels of
optimization complexity. Remounting a file system with
new options is usually seamless, while reformatting ex-
isting file systems requires costly data migration. Thus,
we group mount and format options together.

From Table 2 we conclude that often there is a better
selection of parameters than the default ones. A careful
choice of file system parameters cuts energy use in half
and more than doubles the performance (Reiserfs with
no-tail option). On the other hand, a careless se-
lection of parameters may lead to serious degradations:
up to 64% drop in both energy and performance (e.g.,
legacy Ext2 file systems with 1K block size). Until Oc-
tober 1999, mkfs.ext2 used 1KB block sizes by default.
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File systems formatted prior to the time that Linux ven-
dors picked up this change, still use small block sizes:
performance-powernumbers of a Web-server running on
top of such a file system are 65% lower than today’s de-
fault and over 4 times worse than best possible.

Given Table 2, we feel that even moderate improve-
ments are worth a costly file system reformatting, be-
cause the savings accumulate for long-running servers.

Selecting the most suitable file system. When users
can change to any file system, or choose one initially,
we offer Table 3. For each workload we present the
most power-performance efficient file system and its pa-
rameters. We also show the range of improvements in
both ops/sec and ops/joule as compared to the best and
worst default file systems. From the table we conclude
that it is often possible to improve the efficiency by at
least 8%. For the file server workload, where the de-
fault Reiserfs configuration performs the best, we ob-
serve a performance boost of up to 2× as compared to
the worst default file system (XFS). As seen in Figure 5,
for mail server workload Reiserfs with no-tail im-
proves the efficiency by 30% over default Reiserfs (best
default), and by 5× over default XFS (worst default).
For the database workload, XFS with a block size of
2KB improved the efficiency of the system by at least
two-fold. Whereas in most cases, performance and en-
ergy improved by nearly the same factor, in XFS they
did not: for the Webserver workload, XFS with 1K in-
ode sizes increased performance by a factor of 9.4 and
energy improved by a factor of 7.5.

Some file system parameters listed in Table 2 can be
combined, possibly yielding cumulative improvements.
We analyzed several such combinations and concluded
that each case requires careful investigation. For ex-
ample, Reiserfs’s notail and noatime options, in-
dependently, improved the Webserver’s performance by
149% and 128%, respectively; but their combined effect
only improved performance by 155%. The reason for
this was that both parameters affected the same perfor-
mance component—wait time—either by reducing BKL
contention slightly or by reducing I/O wait time. How-
ever, the CPU’s utilization remained high and dominated
overall performance. On the other hand, XFS’s blk2k
and agcnt64 format options, which improved perfor-
mance by 18% and 23%, respectively—combined to-
gether to yield a cumulative improvement of 41%. The
reason here is that these were options which affected dif-
ferent code paths without having other limiting factors.

Selecting file system features for a workload. We of-
fer recommendations to assist in selecting the best file
system feature(s) for specific workloads. These guide-
line can also help future file system designers.

Server Recom. FS Ops/Sec Ops/Joule
Web x-isz1k 1.08–9.4× 1.06–7.5×
File r-def 1.0–1.9× 1.0–2.0×
Mail r-notail 1.3–5.8× 1.3–5.7×
DB x-blk2k 2–2.4× 2–2.4×

Table 3: Recommended file systems and their parameters for
our workloads. We provide the range of performance and
power-efficiency improvements achieved compared to the best
and the worst default configured file systems.

• File size: If the workload generates or uses files
with an average file size of a few 100KB, we rec-
ommend to use fixed sized data blocks, addressed
by a balanced tree (e.g., Reiserfs). Large sized
files (GB, TB) would benefit from extent-based bal-
anced trees with delayed allocation (e.g., XFS).
Packing small files together in one block (e.g.,
Reiserfs’s tail-packing) is not recommended, as it
often degrades performance.

• Directory depth: Workloads using a deep direc-
tory structure should focus on faster lookups using
intelligent data structures and mechanisms. One
recommendation is to localize as much data to-
gether with inodes and directories, embedding data
into large inodes (XFS). Another is to sort all in-
odes/names and provide efficient balanced trees
(e.g., XFS or Reiserfs).

• Access pattern and parallelism: If the work-
load has a mix of read, write, and metadata oper-
ations, it is recommended to use at least 64 allo-
cation groups, each managing their own group and
free data allocation independently, to increase par-
allelism (e.g., XFS). For workloads having multi-
ple concurrent writes to the same file(s), we rec-
ommend to switch on journalling, so that updates
to the same file system objects can be batched to-
gether. We recommend turning off atime updates
for read-intensive operations, if the workload does
not care about access-times.

6 Conclusions
Proper benchmarking and analysis are tedious, time-
consuming tasks. Yet their results can be invaluable for
years to come. We conducted a comprehensive study
of file systems on modern systems, evaluated popular
server workloads, and varied many parameters. We col-
lected and analyzed performance and power metrics.

We discovered and explained significant variations in
both performance and energy use. We found that there
are no universally good configurations for all workloads,
and we explained complex behavior that go against com-
mon conventions. We concluded that default file sys-
tem types and options are often suboptimal: simple
changes within a file system, like mount options, can im-
prove power/performance from 5% to 149%; and chang-
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ing format options can boost the efficiency from 6% to
136%. Switching to a different file system can result in
improvements ranging from 2 to 9 times.

We recommend that servers be tested and optimized
for expected workloads before used in production. En-
ergy technologies lag far behind computing speed im-
provements. Given the long-running nature of busy In-
ternet servers, software-based optimization techniques
can have significant, cumulative long-term benefits.

7 Future Work
We plan to expand our study to include less mature file
systems (e.g., Ext4, Reiser4, and BTRFS), as we be-
lieve they have greater optimization opportunities. We
are currently evaluating power-performance of network-
based and distributed file systems (e.g., NFS, CIFS, and
Lustre). Those represent additional complexity: proto-
col design, client vs. server implementations, and net-
work software and hardware efficiency. Early experi-
ments comparing NFSv4 client/server OS implementa-
tions revealed performance variations as high as 3×.

Computer hardware changes constantly—e.g., adding
more cores, and supporting more energy-saving fea-
tures. As energy consumption outside of the data cen-
ter exceeds that inside [44], we are continually repeating
our studies on a range of computers spanning several
years of age. We also plan to conduct a similar study
on faster solid-state disks, and machines with more ad-
vanced DVFS support.

Our long-term goal is to develop custom file systems
that best match a given workload. This could be bene-
ficial because many application designers and adminis-
trators know their data set and access patterns ahead of
time, allowing storage stacks designs with better cache
behavior and minimal I/O latencies.
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Abstract

We investigate the problem of creating an energy pro-

portional storage system through power-aware dynamic

storage consolidation. Our proposal, Sample-Replicate-

Consolidate Mapping (SRCMap), is a storage virtual-

ization layer optimization that enables energy propor-

tionality for dynamic I/O workloads by consolidating

the cumulative workload on a subset of physical vol-

umes proportional to the I/O workload intensity. Instead

of migrating data across physical volumes dynamically

or replicating entire volumes, both of which are pro-

hibitively expensive, SRCMap samples a subset of blocks

from each data volume that constitutes its working set

and replicates these on other physical volumes. Dur-

ing a given consolidation interval, SRCMap activates a

minimal set of physical volumes to serve the workload

and spins down the remaining volumes, redirecting their

workload to replicas on active volumes. We present both

theoretical and experimental evidence to establish the

effectiveness of SRCMap in minimizing the power con-

sumption of enterprise storage systems.

1 Introduction

Energy Management has emerged as one of the most

significant challenges faced by data center operators.

The current power density of data centers is estimated

to be in the range of 100 W/sq.ft. and growing at

the rate of 15-20% per year [22]. Barroso and Hölzle

have made the case for energy proportional computing

based on the observation that servers in data centers to-

day operate at well below peak load levels on an aver-

age [2]. A popular technique for delivering energy pro-

portional behavior in servers is consolidation using vir-

tualization [4, 24, 26, 27]. These techniques (a) utilize

heterogeneity to select the most power-efficient servers

at any given time, (b) utilize low-overhead live Virtual

Machine (VM) migration to vary the number of active

servers in response to workload variation, and (c) pro-

vide fine-grained control over power consumption by al-

lowing the number of active servers to be increased or

decreased one at a time.

Storage consumes roughly 10-25% of the power

within computing equipment at data centers depending

on the load level, consuming a greater fraction of the

power when server load is lower [3]. Energy proportion-

ality for the storage subsystem thus represents a critical

gap in the energy efficiency of future data centers. In

this paper, we the investigate the following fundamental

question: Can we use a storage virtualization layer to

design a practical energy proportional storage system?

Storage virtualization solutions (e.g., EMC Invista [7],

HP SVSP [6], IBM SVC [12], NetApp V-Series [19])

provide a unified view of disparate storage controllers

thus simplifying management [13]. Similar to server vir-

tualization, storage virtualization provides a transparent

I/O redirection layer that can be used to consolidate frag-

mented storage resource utilization. Similar to server

workloads, storage workloads exhibit significant varia-

tion in workload intensity, motivating dynamic consoli-

dation [16]. However, unlike the relatively inexpensive

VM migration, migrating a logical volume from one de-

vice to another can be prohibitively expensive, a key fac-

tor disrupting storage consolidation solutions.

Our proposal, Sample-Replicate-Consolidate Map-

ping (SRCMap), is a storage virtualization layer op-

timization that makes storage systems energy propor-

tional. The SRCMap architecture leverages storage vir-

tualization to redirect the I/O workload without any

changes in the hosts or storage controllers. SRCMap ties

together disparate ideas from server and storage power

management (namely caching, replication, transparent

live migration, and write off-loading) to minimize the

power drawn by storage devices in a data center. It con-

tinuously targets energy proportionality by dynamically

increasing or decreasing the number of active physical

volumes in a data center in response to variation in I/O

workload intensity.

SRCMap is based on the following observations in

production workloads detailed in §3: (i) the active data

set in storage volumes is small, (ii) this active data set

is stable, and (iii) there is substantial variation in work-

load intensity both within and across storage volumes.

1
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Thus, instead of creating full replicas of data volumes,

SRCMap creates partial replicas that contain the working

sets of data volumes. The small replica size allows cre-

ating multiple copies on one or more target volumes or

analogously allowing one target volume to host replicas

of multiple source volumes. Additional space is reserved

on each partial replica to offload writes [18] to volumes

that are spun down.

SRCMap enables a high degree of flexibility in spin-

ning down volumes because it activates either the pri-

mary volume or exactly one working set replica of each

volume at any time. Based on the aggregate workload

intensity, SRCMap changes the set of active volumes in

the granularity of hours rather than minutes to address

the reliability concerns related to the limited number of

disk spin-up cycles. It selects active replica targets that

allow spinning down the maximum number of volumes,

while serving the aggregate storage workload. The vir-

tualization layer remaps the virtual to physical volume

mapping as required thereby replacing expensive data

migration operations with background data synchroniza-

tion operations. SRCMap is able to create close to N
power-performance levels on a storage subsystem with

N volumes, enabling storage energy consumption pro-

portional to the I/O workload intensity.

In the rest of this paper, we propose design goals for

energy proportional storage systems and examine exist-

ing solutions (§2), analyze storage workload characteris-

tics (§3) that motivate design choices (§4), provide de-

tailed system design, algorithms, and optimizations (§5
and §6), and evaluate for energy proportionality (§7). We

conclude with a fairly positive view on SRCMap meet-

ing its energy proportionality goals and some directions

for future work (§8).

2 On Energy Proportional Storage

In this section, we identify the goals for a practical and

effective energy proportional storage system. We also

examine existing work on energy-aware storage and the

extent to which they deliver on these goals.

2.1 Design Goals

1. Fine-grained energy proportionality: Energy pro-

portional storage systems are uniquely characterized by

multiple performance-power levels. True energy propor-

tionality requires that for a system with a peak power of

Ppeak for a workload intensity ρmax, the power drawn

for a workload intensity ρi would be Ppeak × ρi

ρmax

.

2. Low space overhead: Replication-based strategies

could achieve energy proportionality trivially by repli-

cating each volume on all the otherN − 1 volumes. This

would require N copies of each volume, representing an

unacceptable space overhead. A practical energy propor-

Design Write Caching Singly Geared

Goal offloading systems Redundant RAID

Proportionality ∼ � � ∼

Space overhead � � � �

Reliability � � � �

Adaptation � � � �

Heterogeneity ∼ ∼ ∼ �

Table 1: Comparison of Power Management Tech-

niques. ∼ indicates the goal is partially addressed.

tional system should incur minimum space overhead; for

example, 25% additional space is often available.

3. Reliability: Disk drives are designed to survive a lim-

ited number of spin-up cycles [14]. Energy conservation

based on spinning down the disk must ensure that the

additional number of spin-up cycles induced during the

disks’ expected lifetime is significantly lesser than the

manufacturer specified maximum spin-up cycles.

4. Workload shift adaptation: The popularity of data

changes, even if slowly over time. Power management

for storage systems that rely on caching popular data

over long intervals should address any shift in popular-

ity, while ensuring energy proportionality.

5. Heterogeneity support: A data center is typically

composed of several substantially different storage sys-

tems (e.g., with variable numbers and types of drives).

An ideal energy proportional storage system should ac-

count for the differences in their performance-power ra-

tios to provide the best performance at each host level.

2.2 Examining Existing Solutions

It has been shown that the idleness in storage workload

is quite low for typical server workloads [31]. We ex-

amine several classes of related work that represent ap-

proaches to increase this idleness for power minimization

and evaluate the extent to which they address our design

goals. We next discuss each of them and summarize their

relative strengths in Table 1.

Singly redundant schemes. The central idea used by

these schemes is spinning down disks with redundant

data during periods of low I/O load [9, 21, 28]. RI-

MAC [28] uses memory-level and on-disk redundancy to

reduce passive spin ups in RAID5 systems, enabling the

spinning down of one out of the N disks in the array.

The Diverted Accesses technique [21] generalizes this

approach to find the best redundancy configuration for

energy, performance, and reliability for all RAID levels.

Greenan et al. propose generic techniques for manag-

ing power-aware erasure coded storage systems [9]. The

above techniques aim to support two energy levels and

do not address fine-grained energy proportionality.

Geared RAIDs. PARAID [30] is a gear-shifting mech-

anism (each disk spun down represents a gear shift) for

a parity-based RAID. To implement N − 1 gears in a

N disk array with used storage X , PARAID requires

2
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O(X logN) space, even if we ignore the space required

for storing parity information. DiskGroup [17] is a mod-

ification of RAID-1 that enables a subset of the disks

in a mirror group to be activated as necessary. Both

techniques incur large space overhead. Further, they do

not address heterogeneous storage systems composed of

multiple volumes with varying I/O workload intensities.

Caching systems. This class of work is mostly based

on caching popular data on additional storage [5, 15, 25]

to spin down primary data drives. MAID [5], an archival

storage system, optionally uses additional cache disks for

replicating popular data to increase idle periods on the

remaining disks. PDC [20] does not use additional disks

but rather suggests migrating data between disks accord-

ing to popularity, always keeping the most popular data

on a few active disks. EXCES [25] uses a low-end flash

device for caching popular data and buffering writes to

increase idle periods of disk drives. Lee et al. [15] sug-

gest augmenting RAID systems with an SSD for a simi-

lar purpose. A dedicated storage cache does not provide

fine-grained energy proportionality; the storage system

is able to save energy only when the I/O load is low and

can be served from the cache. Further, these techniques

do not account for the reliability impact of frequent disk

spin-up operations.

Write Offloading. Write off-loading is an energy sav-

ing technique based on redirecting writes to alternate

locations. The authors of write-offloading demonstrate

that idle periods at a one minute granularity can be sig-

nificantly increased by off-loading writes to a different

volume. The reliability impact due to frequent spin-up

cycles on a disk is a potential concern, which the au-

thors acknowledge but leave as an open problem. In con-

trast, SRCMap increases the idle periods substantially by

off-loading popular data reads in addition to the writes,

and thus more comprehensively addressing this impor-

tant concern. Another important question not addressed

in the write off-loading work is: with multiple volumes,

which active volume should be treated as a write off-

loading target for each spun down volume? SRCMap

addresses this question clearly with a formal process for

identifying the set of active disks during each interval.

Other techniques. There are orthogonal classes of

work that can either be used in conjunction with SR-

CMap or that address other target environments. Hiber-

nator [31] uses DRPM [10] to create a multi-tier hierar-

chy of futuristic multi-speed disks. The speed for each

disk is set and data migrated across tiers as the workload

changes. Pergamum is an archival storage system de-

signed to be energy-efficient with techniques for reduc-

ing inter-disk dependencies and staggering rebuild oper-

ations [23]. Gurumurthi et al. propose intra-disk par-

allelism on high capacity drives to improve disk band-

Workload Size Reads [GB] Writes [GB] Volume

Volume [GB] Total Uniq Total Uniq accessed

mail 500 62.00 29.24 482.10 4.18 6.27%

homes 470 5.79 2.40 148.86 4.33 1.44%

web-vm 70 3.40 1.27 11.46 0.86 2.8%

Table 2: Summary statistics of one week I/O work-

load traces obtained from three different volumes.
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Figure 1: Variability in I/O workload intensity.

width without increasing power consumption [11]. Fi-

nally, Ganesh et al. propose log-structured striped writ-

ing on a disk array to increase the predictability of ac-

tive/inactive spindles [8].

3 Storage Workload Characteristics

In this section, we characterize the nature of I/O access

on servers using workloads from three production sys-

tems, specifically looking for properties that help us in

our goal of energy proportional storage. The systems in-

clude an email server (mail workload), a virtual machine

monitor running two web servers (web-vm workload),

and a file server (homes workload). The mail workload

serves user INBOXes for the entire Computer Science

department at FIU. The homes workload is that of a

NFS server that serves the home directories for our re-

search group at FIU; activities represent those of a typical

researcher consisting of software development, testing,

and experimentation, the use of graph-plotting software,

and technical document preparation. Finally, the web-vm

workload is collected from a virtualized system that hosts

two CS department web-servers, one hosting the depart-

ment’s online course management system and the other

hosting the department’s web-based email access portal.

In each system, we collected I/O traces downstream

of an active page cache for a duration of three weeks.

Average weekly statistics related to these workloads are

summarized in Table 2. The first thing to note is that the

weekly working sets (unique accesses during a week) is

a small percentage of the total volume size (1.5-6.5%).

This trend is consistent across all volumes and leads to

our first observation.

Observation 1 The active data set for storage volumes

is typically a small fraction of total used storage.

Dynamic consolidation utilizes variability in I/O

workload intensity to increase or decrease the number of

3
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Figure 2: Overlap in daily working sets for the mail

(m), homes (h), and web-vm (w) workloads. (i) Reads

and writes against working set , (ii) Reads against work-

ing set and (iii) Reads against working set, recently of-

floaded writes, and recent missed reads.

active devices. Figure 1 depicts large variability in I/O

workload intensity for each of the three workloads over

time, with as much as 5-6 orders of magnitude between

the lowest and highest workload intensity levels across

time. This highlights the potential of energy savings if

the storage systems can be made energy proportional.

Observation 2 There is a significant variability in I/O

workload intensity on storage volumes.

Based on our first two observations, we hypothe-

size that there is room for powering down physical vol-

umes that are substantially under-utilized by replicating

a small active working-set on other volumes which have

the spare bandwidth to serve accesses to the powered

down volumes. This motivates Sample and Replicate in

SRCMap. Energy conservation is possible provided the

corresponding working set replicas can serve most re-

quests to each powered down volume. This would be

true if working sets are largely stable.

We investigate the stability of the volume working sets

in Fig. 2 for three progressive definitions of the working

set. In the first scenario, we compute the classical work-

ing set based on the last few days of access history. In

the second scenario, we additionally assume that writes

can be offloaded and mark all writes as hits. In the third

scenario, we further expand the working set to include re-

cent writes and past missed reads. For each scenario, we

compute the working set hits and misses for the follow-

ing day’s workload and study the hit ratio with change

in the length of history used to compute the working set.

We observe that the hit ratio progressively increases both

across the scenarios and as we increase the history length

leading us to conclude that data usage exhibits high tem-

poral locality and that the working set after including re-

cent accesses is fairly stable. This leads to our third ob-

servation (also observed earlier by Leung et al. [16]).

Observation 3 Data usage is highly skewed with more

than 99% of the working set consisting of some ’really

popular’ data and ’recently accessed’ data.

The first three observations are the pillars behind the

Sample, Replicate and Consolidate approach whereby

we sample each volume for its working set, replicate
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these working sets on other volumes, and consolidate

I/O workloads on proportionately fewer volumes dur-

ing periods of low load. Before designing a new system

based on the above observations, we study the suitabil-

ity of a simpler write-offloading technique for building

energy proportional storage systems. Write off-loading

is based on the observation that I/O workloads are write

dominated and simply off-loading writes to a different

volume can cause volumes to be idle for a substantial

fraction (79% for workloads in the original study) of

time [18]. While write off-loading increases the fraction

of idle time of volumes, the distribution of idle time du-

rations due to write off-loading raises an orthogonal, but

important, concern. If these idle time durations are short,

saving power requires frequent spinning down/up of the

volumes which degrades reliability of the disk drives.

Figure 3 depicts the read-idle time distributions of the

three workloads. It is interesting to note that idle time

durations for the homes and mail workloads are all less

than or equal to 2 minutes, and for the web-vm the ma-

jority are less than or equal to 5 minutes are all are less

than 30 minutes.

Observation 4 The read-idle time distribution (periods

of writes alone with no intervening read operations) of

I/O workloads is dominated by small durations, typically

less than five minutes.

This observation implies that exploiting all read-

idleness for saving power will necessitate spinning up

the disk at least 720 times a day in the case of homes and

mail and at least 48 times in the case of web-vm. This

can be a significant hurdle to reliability of the disk drives

which typically have limited spin-up cycles [14]. It is

therefore important to develop new techniques that can

substantially increase average read-idle time durations.

4 Background and Rationale

Storage virtualization managers simplify storage man-

agement by enabling a uniform view of disparate stor-

age resources in a data center. They export a storage

controller interface allowing users to create logical vol-

umes or virtual disks (vdisks) and mount these on hosts.

The physical volumes managed by the physical storage

controllers are available to the virtualization manager

as managed disks (mdisks) entirely transparently to the

4
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hosts which only view the logical vdisk volumes. A use-

ful property of the virtualization layer is the complete

flexibility in allocation ofmdisk extents to vdisks.

Applying server consolidation principles to storage

consolidation using virtualization would activate only the

most energy-efficient mdisks required to serve the ag-

gregate workload during any period T . Data from the

othermdisks chosen to be spun down would first need to

be migrated to activemdisks to effect the change. While

data migration is an expensive operation, the ease with

which virtual-to-physical mappings can be reconfigured

provides an alternative approach. A naı̈ve strategy fol-

lowing this approach could replicate data for each vdisk
on all the mdisks and adapt to workload variations by

dynamically changing the virtual-to-physical mappings

to use only the selectedmdisks during T . Unfortunately,

this strategy requires N times additional space for a N
vdisk storage system, an unacceptable space overhead.

SRCMap intelligently uses the storage virtualization

layer as an I/O indirection mechanism to deliver a practi-

cally feasible, energy proportional solution. Since it op-

erates at the storage virtualization manager, it does not

alter the basic redundancy-based reliability properties of

the underlying physical volumes which is determined by

the respective physical volume (e.g., RAID) controllers.

To maintain the redundancy level, SRCMap ensures that

a volume is replicated on target volumes at the same

RAID level. While we detail SRCMap’s design and al-

gorithms in subsequent sections (§ 5 and § 6), here we list

the rationale behind SRCMap’s design decisions. These

design decisions together help to satisfy the design goals

for an ideal energy proportional storage system.

I. Multiple replica targets. Fine-grained energy propor-

tionality requires the flexibility to increase or decrease

the number of active physical volumes one at a time.

Techniques that activate a fixed secondary device for

each data volume during periods of low activity cannot

provide the flexibility necessary to deactivate an arbi-

trary fraction of the physical volumes. In SRCMap, we

achieve this fine-grained control by creating a primary

mdisk for each vdisk and replicating only the working

set of each vdisk on multiple secondary mdisks. This

ensures that (a) every volume can be offloaded to one

of multiple targets and (b) each target can serve the I/O

workload for multiple vdisks. During peak load, each

vdisk maps to its primarymdisk and allmdisks are ac-

tive. However, during periods of low activity, SRCMap

selects a proportionately small subset ofmdisks that can

support the aggregate I/O workload for all vdisks.

II. Sampling. Creating multiple full replicas of vdisks
is impractical. Drawing from Observation 1 (§ 3), SR-

CMap substantially reduces the space overhead of main-

taining multiple replicas by sampling only the working

set for each vdisk and replicating it. Since the working

set is typically small , the space overhead is low.

III. Ordered replica placement. While sampling helps

to reduce replica sizes substantially, creating multiple

replicas for each sample still induces space overhead.

In SRCMap, we observe that all replicas are not created

equal; for instance, it is more beneficial to replicate a

lightly loaded volume than a heavily loaded one which is

likely to be active anyway. Similarly, a large working set

has greater space overhead; SRCMap chooses to create

fewer replicas aiming to keep it active, if possible. As we

shall formally demonstrate, carefully ordering the replica

placement helps to minimize the number of active disks

for fine-grained energy proportionality.

IV. Dynamic source-to-target mapping and dual data

synchronization. From Observation 2 (§ 3), we know

that workloads can vary substantially over a period of

time. Hence, it is not possible to pre-determine which

volumes need to be active. Target replica selection for

any volume being powered down therefore needs to be

a dynamic decision and also needs to take into account

that some volumes have more replicas (or target choices)

than others. We use two distinct mechanisms for updat-

ing the replica working sets. The active replica lies in the

data path and is immediately synchronized in the case of

a read miss. This ensures that the active replica contin-

uously adapts with change in workload popularity. The

secondary replicas, on the other hand, use a lazy, incre-

mental data synchronization in the background between

the primary replica and any secondary replicas present

on active mdisks. This ensures that switching between

replicas requires minimal data copying and can be per-

formed fairly quickly.

V. Coarse-grained power cycling. In contrast to most

existing solutions that rely on fine-grained disk power-

mode switching, SRCMap implements coarse-grained

consolidation intervals (of the order of hours), during

each of which the set of active mdisks chosen by SR-

CMap does not change. This ensures normal disk life-

times are realized by adhering to the disk power cycle

specification contained within manufacturer data sheets.

5 Design Overview

SRCMap is built in a modular fashion to directly inter-

face with storage virtualization managers or be integrated

into one as shown in Figure 4. The overall architecture

supports the following distinct flows of control:

(i) the replica generation flow (Flow A) identifies the

working set for each vdisk and replicates it on multiple

mdisks. This flow is orchestrated by the Replica Place-

ment Controller and is triggered once when SRCMap

5
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Figure 4: SRCMap integrated into a Storage Vir-

tualization Manager. Arrows depict control flow.

Dashed/solid boxes denote existing/new components.

is initialized and whenever a configuration change (e.g.,

addition of a new workload or new disks) takes place.

Once a trigger is generated, the Replica Placement Con-

troller obtains a historical workload trace from the Load

Monitor and computes the working set and the long-term

workload intensity for each volume (vdisk). The work-

ing set is then replicated on one or more physical vol-

umes (mdisks). The blocks that constitute the working

set for the vdisk and the target physical volumes where

these are replicated are managed using a common data

structure called the Replica Disk Map (RDM).

(ii) the active disk identification flow (Flow B) identifies,

for a period T , the active mdisks and activated repli-

cas for each inactive mdisk. The flow is triggered at

the beginning of the consolidation interval T (e.g., every

2 hours) and orchestrated by the Active Disk Manager.

In this flow, the Active Disk Manager queries the Load

Monitor for expected workload intensity of each vdisk
in the period T . It then uses the workload information

along with the placement of working set replicas on tar-

getmdisks to compute the set of active primarymdisks

and a active secondary replica mdisk for each inactive

primarymdisk. It then directs the Consistency Manager

to ensure that the data on any selected active primary

or active secondary replica is current. Once consistency

checks are made, it updates the Virtual to Physical Map-

ping to redirect the workload to the appropriatemdisk.

(iii) the I/O redirection flow (Flow C) is an extension of

the I/O processing in the storage virtualization manager

and utilizes the built-in virtual-to-physical re-mapping

support to direct requests to primaries or active repli-

cas. Further, this flow ensures that the working-set of

each vdisk is kept up-to-date. To ensure this, whenever

a request to a block not available in the active replica is

made, a Replica Miss event is generated. On a Replica

Miss, the Replica Manager spin-ups the primary mdisk
to fetch the required block. Further, it adds this new

block to the working set of the vdisk in the RDM. We

next describe the key components of SRCMap.

5.1 Load Monitor

The Load Monitor resides in the storage virtualization

manager and records access to data on any of the vdisks

exported by the virtualization layer. It provides two inter-

faces for use by SRCMap – long-term workload data in-

terface invoked by the Replica Placement Controller and

predicted short-term workload data interface invoked by

the Active Disk Manager.

5.2 Replica Placement Controller

The Replica Placement Controller orchestrates the pro-

cess of Sampling (identifying working sets for each

vdisk) and Replicating on one or more target mdisks.

We use a conservative definition of working set that in-

cludes all the blocks that were accessed during a fixed

duration, configured as the minimum duration beyond

which the hit ratio on the working set saturates. Conse-

quently, we use 20 days formail, 14 days for homes and

5 days for web-vm workload (Fig. 2). The blocks that

capture the working set for each vdisk and the mdisks
where it is replicated are stored in the RDM. The details

of the parameters and methodology used within Replica

Placement are described in Section 6.1.

5.3 Active Disk Manager

The Active Disk Manager orchestrates the Consolidate

step in SRCMap. The module takes as input the work-

load intensity for each vdisk and identifies if the primary

mdisk can be spun down by redirecting the workload to

one of the secondary mdisks hosting its replica. Once

the target set of activemdisks and replicas are identified,

the Active Disk Manager synchronizes the identified ac-

tive primaries or active secondary replicas and updates

the virtual-to-physical mapping of the storage virtualiza-

tion manager, so that I/O requests to a vdisk could be

redirected accordingly. The Active Disk Manager uses a

Consistency Manager for the synchronization operation.

Details of the algorithm used by Active Disk Manager for

selecting activemdisks are described in Section 6.2.

5.4 Consistency Manager

The Consistency Manager ensures that the primary

mdisk and the replicas are consistent. Before anmdisk
is spun down and a new replica activated, the new active

replica is made consistent with the previous one. In order

to ensure that the overhead during the re-synchronization

is minimal, an incremental point-in-time (PIT) relation-

ship (e.g., Flash-copy in IBM SVC [12]) is maintained

between the active data (either the primary mdisk or

one of the active replicas) and all other copies of the

same data. A go-to-sync operation is performed periodi-

cally between the active data and all its copies on active

mdisks. This ensures that when anmdisk is spun up or

down, the amount of data to be synchronized is small.

6
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5.5 Replica Manager

The Replica Manager ensures that the replica data set

for a vdisk is able to mimic the working set of the vdisk
over time. If a data block unavailable at the active replica

of the vdisk is read causing a replica miss, the Replica

Manager copies the block to the replica space assigned to

the active replica and adds the block to the Replica Meta-

data accordingly. Finally, the Replica Manager uses a

Least Recently Used (LRU) policy to evict an older block

in case the replica space assigned to a replica is filled

up. If the active data set changes drastically, there may

be a large number of replica misses. All these replica

misses can be handled by a single spin-up of the pri-

mary mdisk. Once all the data in the new working set

is touched, the primary mdisk can be spun-down as the

active replica is now up-to-date. The continuous updat-

ing of the Replica Metadata enables SRCMap to meet

the goal of Workload shift adaptation, without re-running

the expensive replica generation flow. The replica gener-

ation flow needs to re-run only when a disruptive change

occurs such as addition of a new workload or a new vol-

ume or new disks to a volume.

6 Algorithms and Optimizations

In this section, we present details about the algorithms

employed by SRCMap. We first present the long-term

replica placement methodology and subsequently, the

short-term active disk identification method.

6.1 Replica Placement Algorithm

The Replica Placement Controller creates one or more

replicas of the working set of each vdisk on the available

replica space on the target mdisks. We use the insight

that all replicas are not created equal and have distinct

associated costs and benefits. The space cost of creating

the replica is lower if the vdisk has a smaller working

set. Similarly, the benefit of creating a replica is higher

if the vdisk (i) has a stable working set (lower misses

if the primary mdisk is switched off), (ii) has a small

average load making it easy to find spare bandwidth for

it on any targetmdisk, and (iii) is hosted on a less power-

efficient primarymdisk. Hence, the goal of both Replica

Placement and Active Disk Identification is to ensure that

we create more replicas for vdisks that have a favorable

cost-benefit ratio. The goal of the replica placement is

to ensure that if the Active Disk Manager decides to spin

down the primarymdisk of a vdisk, it should be able to

find at least one active targetmdisk that hosts its replica,

captured in the following Ordering Property.

Definition 1 Ordering Property: For any two vdisks Vi

and Vj , if Vi is more likely to require a replica target than

Vj at any time t during Active Disk Identification, then

Vi is more likely than Vj to find a replica target amongst
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Figure 5: Replica Placement Model

activemdisks at time t.

The replica placement algorithm consists of (i) creat-

ing an initial ordering of vdisks in terms of cost-benefit

tradeoff (ii) a bipartite graph creation that reflects this

ordering (iii) iteratively creating one source-target map-

ping respecting the current order and (iv) re-calibration

of edge weights to ensure the Ordering Property holds

for the next iteration of source-target mapping.

6.1.1 Initial vdisk ordering

The Initial vdisk ordering creates a sorted order amongst

vdisks based on their cost-benefit tradeoff. For each

vdisk Vi, we compute the probability Pi that its primary

mdisk Mi would be spun down as

Pi =
w1WSmin

WSi

+
w2PPRmin

PPRi

+
w3ρmin

ρi
+
wfmmin

mi

(1)
where the wk are tunable weights,WSi is the size of the

working set of Vi, PPRi is the performance-power ratio

(ratio between the peak IO bandwidth and peak power)

for the primary mdisk Mi of Vi, ρi is the average long-

term I/O workload intensity (measured in IOPS) for Vi,

and mi is the number of read misses in the working set

of Vi, normalized by the number of spindles used by its

primary mdisk Mi. The corresponding min subscript

terms represent the minimum values across all the vdisks

and provide normalization. The probability formulation

is based on the dual rationale that it is relatively easier to

find a target mdisk for a smaller workload and switch-

ing off relatively more power-hungry disks saves more

power. Further, we assign a higher probability for spin-

ning downmdisks that host more stable working sets by

accounting for the number of times a read request can-

not be served from the replicated working set, thereby

necessitating the spinning up of the primarymdisk.

6.1.2 Bipartite graph creation

Replica Placement creates a bipartite graph G(V →M)
with each vdisk as a source node Vi, its primary mdisk
as a target nodeMi, and the edge weights e(Vi,Mj) rep-

resenting the cost-benefit trade-off of placing a replica

of Vi on Mj (Fig. 5). The nodes in the bipartite graph

are sorted using Pi (disks with larger Pi are at the top).

We initialize the edge weights wi,j = Pi for each edge

e(Vi,Mj) (source-target pair). Initially, there are no

7
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replica assignments made to any target mdisk. The

replica placement algorithm iterates through the follow-

ing two steps, until all the available replica space on the

targetmdisks have been assigned to source vdisk repli-

cas. In each iteration, exactly one targetmdisk’s replica

space is assigned.

6.1.3 Source-Target mapping

The goal of the replica placement method is to achieve a

source target mapping that achieves the Ordering prop-

erty. To achieve this goal, the algorithm takes the top-

most target mdisk Mi whose replica space is not yet

assigned and selects the set of highest weight incident

edges such that the combined replica size of the source

nodes in this set fills up the replica space available inMi

(e.g, the working sets of V1 and VN are replicated in the

replica space of M2 in Fig. 5). When the replica space

on a targetmdisk is filled up, we mark the targetmdisk
as assigned. One may observe that this procedure always

gives preference to source nodes with a larger Pi. Once

an mdisk finds a replica, the likelihood of it requiring

another replica decreases and we factor this using a re-

calibration of edge weights, which is detailed next.

6.1.4 Re-calibration of edge weights

We observe that the initial assignments of weights en-

sure the Ordering property. However, once the work-

ing set of a vdisk Vi has been replicated on a set of tar-

getmdisks Ti = M1, . . . ,Mleast (Mleast is themdisk
with the least Pi in Ti) s.t. Pi > Pleast, the probability

that Vi would require a new target mdisk during Active

Disk Identification is the probability that both Mi and

Mleast would be spun down. Hence, to preserve the Or-

dering property, we re-calibrate the edge weights of all

outgoing edges of any primary mdisks Si assigned to

target mdisks Tj as

∀k wi,k = PjPi (2)

Once the weights are recomputed, we iterate from the

Source-Target mapping step until all the replicas have

been assigned to target mdisks. One may observe that

the re-calibration succeeds in achieving the Ordering

property because we start assigning the replica space for

the top-most target mdisks first. This allows us to in-

crease the weights of source nodes monotonically as we

S = set of disks to be spun down

A = set of disks to be active

Sort S by reverse of Pi

Sort A by Pi

For each Di ∈ S

For each Dj ∈ A

If Dj hosts a replica Ri of Di AND

Dj has spare bandwidth for Ri

Candidate(Di) = Dj , break

End-For

If Candidate(Di)==null return Failure

End-for

∀i, Di ∈ S return Candidate(Di)

Figure 7: Active Replica Identification algorithm

place more replicas of its working set. We formally prove

the following result in the appendix.

Theorem 1 The Replica Placement Algorithm ensures

ordering property.

6.2 Active Disk Identification

We now describe the methodology employed to identify

the set of active mdisks and replicas at any given time.

For ease of exposition, we define the probability Pi of

a primary mdisk Mi equal to the probability Pi of its

vdisk Vi. Active disk identification consists of:

I: Activemdisk Selection: We first estimate the expected

aggregate workload to the storage subsystem in the next

interval. We use the workload to a vdisk in the previ-

ous interval as the predicted workload in the next interval

for the vdisk. The aggregate workload is then estimated

as sum of the predicted workloads for all vdisks in the

storage system. This aggregate workload is then used to

identify the minimum subset of mdisks (ordered by re-

verse of Pi) such that the aggregate bandwidth of these

mdisks exceeds the expected aggregate load.

II: Active Replica Identification: This step elaborated

shortly identifies one (of the many possible) replicas on

an active mdisk for each inactive mdisk to serve the

workload redirected from the inactivemdisk.

III: Iterate: If the Active Replica Identification step suc-

ceeds in finding an active replica for all the inactive

mdisks, the algorithm terminates. Else, the number of

active mdisks are increased by 1 and the algorithm re-

peats the Active Replica Identification step.

One may note that since the number of active disks

are based on the maximum predicted load in a consoli-

dation interval, a sudden increase in load may lead to an

increase in response times. If performance degradation

beyond user-defined acceptable levels persists beyond a

user-defined interval (e.g, 5 mins), the Active Disk Iden-

tification is repeated for the new load.

6.2.1 Active Replica Identification

Fig. 6 depicts the high-level goal of Active Replica

Identification, which is to have the primary mdisks for

8
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vdisks with larger Pi spun down, and their workload

directed to few mdisks with smaller Pi. To do so, it

must identify an active replica for each inactive primary

mdisk, on one of the activemdisks. The algorithm uses

two insights: (i) The Replica Placement process creates

more replicas for vdisks with a higher probability of be-

ing spun down (Pi) and (ii) primary mdisks with larger

Pi are likely to be spun down for a longer time.

To utilize the first insight, we first allow primary

mdisks with small Pi, which are marked as inactive, to

find an active replica, as they have fewer choices avail-

able. To utilize the second insight, we force inactive pri-

mary mdisks with large Pi to use a replica on active

mdisks with small Pi. For example in Fig. 6, vdisk Vk

has the first choice of finding an activemdisk that hosts

its replica and in this case, it is able to select the first

active mdisk Mk+1. As a result, inactive mdisks with

larger Pi are mapped to active mdisks with the smaller

Pi (e.g, V1 is mapped toMN ). Since anmdisk with the

smallest Pi is likely to remain active most of the time,

this ensures that there is little to no need to ‘switch active

replicas’ frequently for the inactive disks. The details of

this methodology are described in Fig. 7.

6.3 Key Optimizations to Basic SRCMap

We augment the basic SRCMap algorithm to increase its

practical usability and effectiveness as follows.

6.3.1 Sub-volume creation

SRCMap redirects the workload for any primarymdisk
that is spun down to exactly one target mdisk. Hence,

a target mdisk Mj for a primary mdisk Mi needs to

support the combined load of the vdisks Vi and Vj in

order to be selected. With this requirement, the SR-

CMap consolidation process may incur a fragmentation

of the available I/O bandwidth across all volumes. To

elaborate, consider an example scenario with 10 iden-

tical mdisks, each with capacity C and input load of

C/2 + δ. Note that even though this load can be served

using 10/2 + 1 mdisks, there is no single mdisk can

support the input load of 2 vdisks. To avoid such a

scenario, SRCMap sub-divides each mdisk into NSV

sub-volumes and identifies the working set for each sub-

volume separately. The sub-replicas (working sets of a

sub-volume) are then placed independently of each other

on target mdisks. With this optimization, SRCMap is

able to subdivide the least amount of load that can be mi-

grated, thereby dealing with the fragmentation problem

in a straightforward manner.

This optimization requires a complementary modifi-

cation to theReplica Placement algorithm. The Source-

Target mapping step is modified to ensure that sub-

replicas belonging to the same source vdisk are not co-

located on a targetmdisk.

6.3.2 Scratch Space for Writes and Missed Reads

SRCMap incorporates the basic write off-loading mech-

anism as proposed by Narayanan et al. [18]. The current

implementation of SRCMap uses an additional alloca-

tion of write scratch space with each sub-replica to ab-

sorb new writes to the corresponding portion of the data

volume. A future optimization is to use a single write

scratch space within each target mdisk rather than one

per sub-replica within the target mdisk so that the over-

head for absorbing writes can be minimized.

A key difference from write off-loading, however, is

that on a read miss for a spun down volume, SRCMap

additionally offloads the data read to dynamically learn

the working-set. This helps SRCMap achieve the goal

ofWorkload Shift Adaptationwith change in working set.

While write off-loading uses the inter read-miss dura-

tions exclusively for spin down operations, SRCMap tar-

gets capturing entire working-sets including both reads

and writes in replica locations to prolong read-miss du-

rations to the order of hours and thus places more impor-

tance on learning changes in the working-set.

7 Evaluation

In this section, we evaluate SRCMap using a prototype

implementation of SRCMap-based storage virtualization

manager and an energy simulator seeded by the proto-

type. We investigate the following questions:

1. What degree of proportionality in energy consump-

tion and I/O load can be achieved using SRCMap?

2. How does SRCMap impact reliability?

3. What is the impact of storage consolidation on the

I/O performance?

4. How sensitive are the energy savings to the amount

of over-provisioned space?

5. What is the overhead associated with implementing

an SRCMap indirection optimization?

Workload The workloads used consist of I/O requests

to eight independent data volumes, each mapped to an

independent disk drive. In practice, volumes will likely

comprise of more than one disk, but resource restrictions

did not allow us to create a more expansive testbed. We

argue that relative energy consumption results still hold

despite this approximation. These volumes support a mix

of production web-servers from the FIU CS department

data center, end-user homes data, and our lab’s Subver-

sion (SVN) and Wiki servers as detailed in Table 3.

Workload I/O statistics were obtained by running blk-

trace [1] on each volume. Observe that there is a wide

variance in their load intensity values, creating opportu-

nities for consolidation across volumes.

Storage Testbed For experimental evaluation, we set up

a single machine (Intel Pentium 4 HT 3GHz, 1GB mem-

9
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Volume ID Disk Model Size [GB] Avg IOPS Max IOPS

home-1 D0 WD5000AAKB 270 8.17 23

online D1 WD360GD 7.8 22.62 82

webmail D2 WD360GD 7.8 25.35 90

webresrc D3 WD360GD 10 7.99 59

webusers D4 WD360GD 10 18.75 37

svn-wiki D5 WD360GD 20 1.12 4

home-2 D6 WD2500AAKS 170 0.86 4

home-3 D7 WD2500AAKS 170 1.37 12

Table 3: Workload and storage system details.
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Figure 8: Logical view of experimental setup

ory) connected to 8 disks via two SATA-II controllers

A and B. The cumulative (merged workload) trace is

played back using btreplay [1] with each volume’s trace

played back to the corresponding disk. All the disks

share one power supply P that is dedicated only for the

experimental drives; the machine connects to another

power supply. The power supply P is connected to a

Watts up? PRO power meter [29] which allows us to

measure power consumption at a one second granularity

with a resolution of 0.1W. An overhead of 6.4W is intro-

duced by the power supply itself which we deduct from

all our power measurements.

Experimental Setup We describe the experimental

setup used in our evaluation study in Fig. 8. We im-

plemented an SRCMap module with its algorithms for

replica placement and active disk identification during

any consolidation interval. An overall experimental run

consists of using the monitored data to (1) identify the

consolidation candidates for each interval and create

the virtual-to-physical mapping (2) modify the original

traces to reflect the mapping and replaying it, and (3)

power and response time reporting. At each consolida-

tion event, the Workload Modifier generates the neces-

sary additional I/O to synchronize data across the sub-

volumes affected due to active replica changes.

We evaluate SRCMap using two different sets of ex-

periments: (i) prototype runs and (ii) simulated runs. The

prototype runs evaluate SRCMap against a real storage

system and enable realistic measurements of power con-

sumption and impact to I/O performance via the report-

ing module. In a prototype run, the modified I/O work-

Volume L(0) L(1) L(2) L(3) L(4)

ID [IOPS] [IOPS] [IOPS] [IOPS] [IOPS]

D0 33 57 74 96 125

D1-D5 52 89 116 150 196

D6, D7 38 66 86 112 145

(a)

0 1 2 3 4 5 6 7 8

19.8 27.2 32.7 39.1 44.3 49.3 55.7 59.7 66.1

(b)

Table 4: Experimental settings: (a) Estimated disk

IOPS capacity levels. (b) Storage system power con-

sumption in Watts as the number of disks in active

mode are varied from 0 to 8. All disks consumed ap-

proximately the same power when active. The disks not

in active mode consume standby power which was found

to be the same across all disks.

load is replayed on the actual testbed using btreplay [1].

The simulator runs operate similarly on a simulated

testbed, wherein a power model instantiated with power

measurements from the testbed is used for reporting the

power numbers. The advantage with the simulator is the

ability to carry out longer duration experiments in sim-

ulated time as opposed to real-time allowing us to ex-

plore the parameter space efficiently. Further, one may

use it to simulate various types of storage testbeds to

study the performance under various load conditions. In

particular, we use the simulator runs to evaluate energy-

proportionality by simulating the testbed with different

values of disk IOPS capacity estimates. We also simulate

alternate power management techniques (e.g., caching,

replication) for a comparative evaluation.

All experiments with the prototype and the simula-

tor were performed with the following configuration pa-

rameters. The consolidation interval was chosen to be 2

hours for all experiments to restrict the worst-case spin-

up cycles for the disk drives to an acceptable value. Two

minute disk timeouts were used for inactive disks; active

disks within a consolidation interval remain continuously

active. Working sets and replicas were created based on

a three week workload history and we report results for

a subsequent 24 hour duration for brevity. The consoli-

dation is based on an estimate of the disk IOPS capacity,

which varies for each volume. We computed an estimate

of the disk IOPS using a synthetic random I/O workload

for each volume separately (Level L1). We use 5 IOPS

estimation levels (L0 through L4) to (a) simulate storage

testbeds at different load factors and (b) study the sen-

sitivity of SRCMap with the volume IOPS estimation.

The per volume sustainable IOPS at each of these load

levels is provided in Table 4(a). The power consumption

of the storage system with varying number of disks in

active mode is presented in Table 4(b).

7.1 Prototype Results

For the prototype evaluation, we took the most dy-

namic 8-hour period (4 consolidation intervals) from the

10
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Figure 9: Power and active disks time-line.

24 hours and played back I/O traces for the 8 work-

loads described earlier in real-time. We report actual

power consumption and the I/O response time (which

includes queuing and service time) distribution for SR-

CMap when compared to a baseline configuration where

all disks are continuously active. Power consumption

was measured every second and disk active/standby state

information was polled every 5 seconds. We used 2 dif-

ferent IOPS levels; L0 when a very conservative (low)

estimate of the disk IOPS capacity is made and L3 when

a reasonably aggressive (high) estimate is made.

We study the power savings due to SRCMap in Fig-

ure 9. Even using a conservative estimate of disk IOPS,

we are able to spin down approximately 4.33 disks on

an average, leading to an average savings of 23.5W
(35.5%). Using an aggressive estimate of disk IOPS, SR-

CMap is able to spin down 7 disks saving 38.9W (59%)

for all periods other than the 4hr-6hr period. In the 4-6

hr period, it uses 2 disks leading to a power savings of

33.4W (50%). The spikes in the power consumption re-

late to planned and unplanned (due to read misses) vol-

ume activations, which are few in number. It is impor-

tant to note that substantial power is used in maintaining

standby states (19.8W ) and within the dynamic range,

the power savings due to SRCMap are even higher.

We next investigate any performance penalty incurred

due to consolidation. Fig. 10 (upper) depicts the cumula-

tive probability density function (CDF) of response times

for three different configurations: Baseline - On – no

consolidation and all disks always active, SRCMap us-

ing L0, and L3. The accuracy of the CDFs for L0 and L3

suffer from a reporting artifact that the CDFs include the

latencies for the synchronization I/Os themselves which

we were not able to filter out. We throttle the synchro-

nization I/Os to one every 10ms to reduce their interfer-

ence with foreground operations.

First, we observed that less than 0.003% of the re-

quests incurred a spin-up hit due to read misses result-

ing in latencies of greater than 4 seconds in both the L0

and L3 configurations (not shown). This implies that the

working-set dynamically updated with missed reads and

offloaded writes is a fairly at capturing the active data

for these workloads. Second, we observe that for re-

sponse times greater than 1ms, Baseline - On demon-
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Figure 10: Impact of consolidation on response time.

strates better performance than L0 and L3 (upper plot).

For both L0 and L3, less than 8% of requests incur la-

tencies greater than 10ms, less than 2% of requests in-

cur latencies greater than 100ms. L0, having more disks

at its disposal, shows slightly better response times than

L3. For response times lower than 1ms a reverse trend is

observed wherein the SRCMap configurations do better

than Baseline - On . We conjectured that this is due to

the influence of the low latency writes during synchro-

nization operations.

To further delineate the influence of synchronization

I/Os, we performed two additional runs. In the first run,

we disable all synchronization I/Os and in the second,

we disable all foreground I/Os (lower plot). The CDFs

of only the synchronization operations, which show a bi-

modal distribution with 50% low-latency writes absorbed

by the disk buffer and 50% reads with latencies greater

than 1.5ms, indicate that synchronization reads are con-

tributing towards the increased latencies in L0 and L3 for

the upper plot. The CDF without synchronization (’w/o

synch’) is much closer to Baseline - On with a decrease

of approximately 10% in the number of request with la-

tencies greater than 1ms. Intelligent scheduling of syn-

chronization I/Os is an important area of future work to

further reduce the impact on foreground I/O operations.

7.2 Simulator Results

We conducted several experiments with simulated

testbeds hosting disks of capacitiesL0 toL4. For brevity,

we report our observations for disk capacity levels L0
and L3, expanding to other levels only when required.

7.2.1 Comparative Evaluation

We first demonstrate the basic energy proportionality

achieved by SRCMap in its most conservative config-

uration (L0) and three alternate solutions, Caching-1,

Caching-2, and Replication. Caching-1 is a scheme that

uses 1 additional physical volume as a cache. If the ag-

gregate load observed is less than the IOPS capacity of

11
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Figure 11: Power consumption, remap operations,

and aggregate load across time for a single day.

the cache volume, the workload is redirected to the cache

volume. If the load is higher, the original physical vol-

umes are used. Caching-2 uses 2 cache volumes in a sim-

ilar manner. Replication identifies pairs of physical vol-

umes with similar bandwidths and creates replica pairs,

where all the data on one volume is replicated on the

other. If the aggregate load to a pair is less than the IOPS

capacity of one volume, only one in the pair is kept ac-

tive, else both volumes are kept active.

Figure 11 evaluates power consumption of all four so-

lutions by simulating the power consumed as volumes

are spun up/down over 12 2-hour consolidation intervals.

It also presents the average load (measured in IOPS)

within each consolidation interval. In the case of SR-

CMap, read misses are indicated by instantaneous power

spikes which require activating an additional disk drive.

To avoid clutter, we do not show the spikes due to read

misses for the Cache-1/2 configurations. We observe that

each of solutions demonstrate varying degrees of energy

proportionality across the intervals. SRCMap (L0) uni-

formly consumes the least amount of power across all in-

tervals and its power consumption is proportional to load.

Replication also demonstrates good energy proportional-

ity but at a higher power consumption on an average. The

caching configurations are the least energy proportional

with only two effective energy levels to work with.

We also observe that SRCMap remaps (i.e., changes

the active replica for) a minimal number of volumes – ei-

ther 0, 1, or 2 during each consolidation interval. In fact,

we found that for all durations the number of volumes be-

ing remapped equaled the change in the number of active

physical volumes. indicating that the number of synchro-

nization operations are kept to the minimum. Finally, in

our system with eight volumes, Caching-1, Caching-2,

and Replication use 12.5%, 25% and 100% additional

space respectively, while as we shall show later, SR-

CMap is able to deliver almost all its energy savings with

just 10% additional space.

Next, we investigate how SRCMap modifies per-

volume activity and power consumption with an aggres-

sive configuration L3, a configuration that demonstrated
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Figure 12: Load and power consumption for each

disk. Y ranges for all loads is [1 : 130] IOPS in log-

arithmic scale. Y ranges for power is [0 : 19] W.

interesting consolidation dynamics over the 12 2-hour

consolidation intervals. Each row in Figure 12 is specific

to one of the eight volumesD0 throughD7. The left and

center columns show the original and SRCMap-modified

load (IOPS) for each volume. The modified load were

consolidated on disksD2 andD3 by SRCMap. Note that

disks D6 and D7 are continuously in standby mode, D3
is continuously in active mode throughout the 24 hour

duration while the remaining disks switched states more

than once. Of these, D0, D1 and D5 were maintained

in standby mode by SRCMap, but were spun up one or

more times due to read misses to their replica volumes,

while D2 was made active by SRCMap for two of the

consolidation intervals only.

We note that the number of spin-up cycles did not ex-

ceed 6 for any physical volume during the 24 hour pe-

riod, thus not sacrificing reliability. Due to the reliability-

aware design of SRCMap, volumes marked as active

consume power even when there is idleness over shorter,

sub-interval durations. For the right column, power con-

sumption for each disk in either active mode or spun

down is shown with spikes representing spin-ups due to

read misses in the volume’s active replica. Further, even

if the working set changes drastically during an interval,

it only leads to a single spin up that services a large num-

ber of misses. For example, D1 served approximately

5∗104 misses in the single spin-up it had to incur (Figure

omitted due to lack of space). We also note that summing

up power consumption of individual volumes cannot be

used to compute total power as per Table 4(b).

7.2.2 Sensitivity with Space Overhead

We evaluated the sensitivity of SRCMap energy savings

with the amount of over-provisioned space to store vol-

ume working sets. Figure 13 depicts the average power

consumption of the entire storage system (i.e., all eight

volumes) across a 24 hour interval as the amount of over-

provisioned space is varied as a percentage of the total

12
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storage space for the load level L0. We observe that SR-

CMap is able to deliver most of its energy savings with

10% space over-provisioning and all savings with 20%.

Hence, we conclude that SRCMap can deliver power sav-

ings with minimal replica space.

7.2.3 Energy Proportionality

Our next experiment evaluates the degree of energy pro-

portionality to the total load on the storage system de-

livered by SRCMap. For this experiment, we examined

the power consumption within each 2-hour consolida-

tion interval across the 24-hour duration for each of the

five load estimation levels L0 through L4, giving us 60

data points. Further, we created a few higher load lev-

els below L0 to study energy proportionality at high load

as well. Each data point is characterized by an average

power consumption value and a load factor value which

is the observed average IOPS load as a percentage of

the estimated IOPS capacity (based on the load estima-

tion level) across all the volumes. Figure 14 presents the

power consumption at each load factor. Even though the

load factor is a continuous variable, power consumption

levels in SRCMap are discrete. One may note that SR-

CMap can only vary one volume at a time and hence the

different power-performance levels in SRCMap differ

by one physical volume. We do observe that SRCMap

is able to achieve close to N -level proportionality for a

system with N -volumes, demonstrating a step-wise lin-

ear increase in power levels with increasing load.

7.3 Resource overhead of SRCMap

The primary resource overhead in SRCMap is the mem-

ory used by the Replica Metadata (map) of the Replica

manager. This memory overhead depends on the size of

the replica space maintained on each volume for storing

both working-sets and off-loaded writes. We maintain a

per-block map entry, which consists of 5 bytes to point to

the current active replica. 4 additional bytes keep what

replicas contain the last data version and 4 more bytes

are used to handle the I/Os absorbed in the replica-space

write buffer, making a total of 13 bytes for each entry in

the map. If N is the number of volumes of size S with

R% space to store replicas, then the worst-case memory

consumption is approximately equal to the map size, ex-
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pressed as N×S×R×13

212 . For a storage virtualization man-

ager that manages 10 volumes of total size 10TB, each

with a replica space allocation of 100GB (10% over-

provisioning), the memory overhead is only 3.2GB, eas-

ily affordable for a high-end storage virtualization man-

ager.

8 Conclusions and Future Work

In this work, we have proposed and evaluated SRCMap,

a storage virtualization solution for energy-proportional

storage. SRCMap establishes the feasibility of an energy

proportional storage system with fully flexible dynamic

storage consolidation along the lines of server consoli-

dation where any virtual machine can be migrated to any

physical server in the cluster. SRCMap is able to meet all

the desired goals of fine-grained energy proportionality,

low space overhead, reliability, workload shift adapta-

tion, and heterogeneity support.

Our work opens up several new directions for further

research. Some of the most important modeling and op-

timization solutions that will improve a system like SR-

CMap are (i) new models that capture the performance

impact of storage consolidation, (ii) investigating the use

of workload correlation between logical volumes dur-

ing consolidation, and (iii) optimizing the scheduling

of replica synchronization to minimize impact on fore-

ground I/O.
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A Appendix

A.1 Proof of Theorem 1

Proof : Note that the algorithm always selects the source nodes

with the highest outgoing edge weight. Hence, it suffices to

show that the outgoing edge weight of a source node equals

(or is proportional to) the probability of it requiring a replica

target on an active disk. Observe that the ordering property

on weights holds in the first iteration of the algorithm as the

outgoing edge weight for each mdisk is the probability of it

being spun down (or requiring a replica target). We argue that

the re-calibration step ensures that the Ordering property holds

inductively for all subsequent iterations.

Assuming the property holds for the m
th iteration, consider

the (m+1)th iteration of the algorithm. We classify all source

nodes into three categories: (i) mdisks with Pi lower than

the Pm+1, (ii) mdisks with Pi higher than Pm+1 but with no

replicas assigned to targets, and (iii) mdisks with Pi higher

than Pm+1 but with replicas assigned already. Note that for

the first and second category of mdisks, the outgoing edge

weights are equal to their initial values and hence their proba-

bility of their being spun down is same as the edge weights. For

the third category, we restrict attention to mdisks with only

one replica copy, while observing that the argument holds for

the general case as well. Assume that the mdisk Si has replica

placed on mdisk Tj . Observe then that the re-calibration prop-

erty ensures that the current weight of edge wi,j is PiPj , which

equals the probability that both Si and Tj are spun down. Note

also that Si would require an active target other than Tj if Tj

is also spun down, and hence the likelihood of Si requiring a

replica target (amongst active disks) is precisely PiPj . Hence,

the ordering property holds for the (m + 1)th iteration as well.

14
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Abstract
We introduce Membrane, a set of changes to the oper-
ating system to support restartable file systems. Mem-
brane allows an operating system to tolerate a broad
class of file system failures and does so while remain-
ing transparent to running applications; upon failure, the
file system restarts, its state is restored, and pending ap-
plication requests are serviced as if no failure had oc-
curred. Membrane provides transparent recovery through
a lightweight logging and checkpoint infrastructure, and
includes novel techniques to improve performance and
correctness of its fault-anticipation and recovery machin-
ery. We tested Membrane with ext2, ext3, and VFAT.
Through experimentation, we show that Membrane in-
duces little performance overhead and can tolerate a wide
range of file system crashes. More critically, Membrane
does so with little or no change to existing file systems
thus improving robustness to crashes without mandating
intrusive changes to existing file-system code.

1 Introduction
Operating systems crash. Whether due to software
bugs [8] or hardware bit-flips [22], the reality is clear:
large code bases are brittle and the smallest problem in
software implementation or hardware environment can
lead the entire monolithic operating system to fail.

Recent research has made great headway in operating-
system crash tolerance, particularly in surviving device
driver failures [9, 10, 13, 14, 20, 31, 32, 37, 40]. Many
of these approaches achieve some level of fault toler-
ance by building a hard wall around OS subsystems using
address-space based isolation and microrebooting [2, 3]
said drivers upon fault detection. For example, Nooks
(and follow-on work with Shadow Drivers) encapsulate
device drivers in their own protection domain, thus mak-
ing it challenging for errant driver code to overwrite data
in other parts of the kernel [31, 32]. Other approaches
are similar, using variants of microkernel-based architec-
tures [7, 13, 37] or virtual machines [10, 20] to isolate
drivers from the kernel.

Device drivers are not the only OS subsystem, nor are
they necessarily where the most important bugs reside.
Many recent studies have shown that file systems contain
a large number of bugs [5, 8, 11, 25, 38, 39]. Perhaps
this is not surprising, as file systems are one of the largest

and most complex code bases in the kernel. Further,
file systems are still under active development, and new
ones are introduced quite frequently. For example, Linux
has many established file systems, including ext2 [34],
ext3 [35], reiserfs [27], and still there is great interest in
next-generation file systems such as Linux ext4 and btrfs.
Thus, file systems are large, complex, and under develop-
ment, the perfect storm for numerous bugs to arise.

Because of the likely presence of flaws in their imple-
mentation, it is critical to consider how to recover from
file system crashes as well. Unfortunately, we cannot di-
rectly apply previous work from the device-driver litera-
ture to improving file-system fault recovery. File systems,
unlike device drivers, are extremely stateful, as they man-
age vast amounts of both in-memory and persistent data;
making matters worse is the fact that file systems spread
such state across many parts of the kernel including the
page cache, dynamically-allocated memory, and so forth.
On-disk state of the file system also needs to be consis-
tent upon restart to avoid any damage to the stored data.
Thus, when a file system crashes, a great deal more care is
required to recover while keeping the rest of the OS intact.

In this paper, we introduce Membrane, an operating
system framework to support lightweight, stateful recov-
ery from file system crashes. During normal operation,
Membrane logs file system operations, tracks file sys-
tem objects, and periodically performs lightweight check-
points of file system state. If a file system crash oc-
curs, Membrane parks pending requests, cleans up ex-
isting state, restarts the file system from the most recent
checkpoint, and replays the in-memory operation log to
restore the state of the file system. Once finished with re-
covery, Membrane begins to service application requests
again; applications are unaware of the crash and restart
except for a small performance blip during recovery.

Membrane achieves its performance and robustness
through the application of a number of novel mechanisms.
For example, a generic checkpointing mechanism enables
low-cost snapshots of file system-state that serve as re-
covery points after a crash with minimal support from ex-
isting file systems. A page stealing technique greatly re-
duces logging overheads of write operations, which would
otherwise increase time and space overheads. Finally, an
intricate skip/trust unwind protocol is applied to carefully
unwind in-kernel threads through both the crashed file
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system and kernel proper. This process restores kernel
state while preventing further file-system-induced damage
from taking place.

Interestingly, file systems already contain many ex-
plicit error checks throughout their code. When triggered,
these checks crash the operating system (e.g., by calling
panic) after which the file system either becomes unus-
able or unmodifiable. Membrane leverages these explicit
error checks and invokes recovery instead of crashing the
file system. We believe that this approach will have the
propaedeutic side-effect of encouraging file system devel-
opers to add a higher degree of integrity checking in order
to fail quickly rather than run the risk of further corrupting
the system. If such faults are transient (as many important
classes of bugs are [21]), crashing and quickly restarting
is a sensible manner in which to respond to them.

As performance is critical for file systems, Membrane
only provides a lightweight fault detection mechanism
and does not place an address-space boundary between
the file system and the rest of the kernel. Hence, it is
possible that some types of crashes (e.g., wild writes [4])
will corrupt kernel data structures and thus prohibit com-
plete recovery, an inherent weakness of Membrane’s ar-
chitecture. Users willing to trade performance for relia-
bility could use Membrane on top of stronger protection
mechanism such as Nooks [31].

We evaluated Membrane with the ext2, VFAT, and ext3
file systems. Through experimentation, we find that Mem-
brane enables existing file systems to crash and recover
from a wide range of fault scenarios (around 50 fault in-
jection experiments). We also find that Membrane has less
than 2% overhead across a set of file system benchmarks.
Membrane achieves these goals with little or no intrusive-
ness to existing file systems: only 5 lines of code were
added to make ext2, VFAT, and ext3 restartable. Finally,
Membrane improves robustness with complete applica-
tion transparency; even though the underlying file system
has crashed, applications continue to run.

The rest of this paper is organized as follows. Sec-
tion 2 places Membrane in the context of other relevant
work. Sections 3 and 4 present the design and imple-
mentation, respectively, of Membrane; finally, we eval-
uate Membrane in Section 5 and conclude in Section 6.

2 Background
Before presenting Membrane, we first discuss previous
systems that have a similar goal of increasing operating
system fault resilience. We classify previous approaches
along two axes: overhead and statefulness.

We classify fault isolation techniques that incur little
overhead as lightweight, while more costly mechanisms
are classified as heavyweight. Heavyweight mechanisms
are not likely to be adopted by file systems, which have
been tuned for high performance and scalability [15, 30,

1], especially when used in server environments.
We also classify techniques based on how much system

state they are designed to recover after failure. Techniques
that assume the failed component has little in-memory
state is referred to as stateless, which is the case with
most device driver recovery techniques. Techniques that
can handle components with in-memory and even persis-
tent storage are stateful; when recovering from file-system
failure, stateful techniques are required.

We now examine three particular systems as they are
exemplars of three previously explored points in the de-
sign space. Membrane, described in greater detail in sub-
sequent sections, represents an exploration into the fourth
point in this space, and hence its contribution.

2.1 Nooks and Shadow Drivers
The renaissance in building isolated OS subsystems is
found in Swift et al.’s work on Nooks and subsequently
shadow drivers [31, 32]. In these works, the authors
use memory-management hardware to build an isolation
boundary around device drivers; not surprisingly, such
techniques incur high overheads [31]. The kernel cost of
Nooks (and related approaches) is high, in this one case
spending nearly 6× more time in the kernel.

The subsequent shadow driver work shows how re-
covery can be transparently achieved by restarting failed
drivers and diverting clients by passing them error codes
and related tricks. However, such recovery is relatively
straightforward: only a simple reinitialization must occur
before reintegrating the restarted driver into the OS.

2.2 SafeDrive
SafeDrive takes a different approach to fault re-
silience [40]. Instead of address-space based protec-
tion, SafeDrive automatically adds assertions into device
drivers. When an assert is triggered (e.g., due to a null
pointer or an out-of-bounds index variable), SafeDrive en-
acts a recovery process that restarts the driver and thus
survives the would-be failure. Because the assertions are
added in a C-to-C translation pass and the final driver
code is produced through the compilation of this code,
SafeDrive is lightweight and induces relatively low over-
heads (up to 17% reduced performance in a network
throughput test and 23% higher CPU utilization for the
USB driver [40], Table 6.).

However, the SafeDrive recovery machinery does not
handle stateful subsystems; as a result the driver will be
in an initial state after recovery. Thus, while currently
well-suited for a certain class of device drivers, SafeDrive
recovery cannot be applied directly to file systems.

2.3 CuriOS
CuriOS, a recent microkernel-based operating system,
also aims to be resilient to subsystem failure [7]. It
achieves this end through classic microkernel techniques
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Heavyweight Lightweight
Nooks/Shadow[31, 32]∗ SafeDrive[40]∗

Stateless Xen[10], Minix[13, 14] Singularity[19]
L4[20], Nexus[37]

Stateful CuriOS[7] Membrane∗EROS[29]

Table 1: Summary of Approaches. The table performs
a categorization of previous approaches that handle OS subsys-
tem crashes. Approaches that use address spaces or full-system
checkpoint/restart are too heavyweight; other language-based
approaches may be lighter weight in nature but do not solve the
stateful recovery problem as required by file systems. Finally,
the table marks (with an asterisk) those systems that integrate
well into existing operating systems, and thus do not require the
widespread adoption of a new operating system or virtual ma-
chine to be successful in practice.

(i.e., address-space boundaries between servers) with an
additional twist: instead of storing session state inside a
service, it places such state in an additional protection do-
main where it can remain safe from a buggy service. How-
ever, the added protection is expensive. Frequent kernel
crossings, as would be common for file systems in data-
intensive environments, would dominate performance.

As far as we can discern, CuriOS represents one of the
few systems that attempt to provide failure resilience for
more stateful services such as file systems; other heavy-
weight checkpoint/restart systems also share this prop-
erty [29]. In the paper there is a brief description of an
“ext2 implementation”; unfortunately it is difficult to un-
derstand exactly how sophisticated this file service is or
how much work is required to recover from failures. It
also seems that there is little shared state as is common in
modern systems (e.g., pages in a page cache).

2.4 Summary
We now classify these systems along the two axes of over-
head and statefulness, as shown in Table 1. From the table,
we can see that many systems use methods that are simply
too costly for file systems; placing address-space bound-
aries between the OS and the file system greatly increases
the amount of data copying (or page remapping) that must
occur and thus is untenable. We can also see that fewer
lightweight techniques have been developed. Of those,
we know of none that work for stateful subsystems such
as file systems. Thus, there is a need for a lightweight,
transparent, and stateful approach to fault recovery.

3 Design
Membrane is designed to transparently restart the affected
file system upon a crash, while applications and the rest of
the OS continue to operate normally. A primary challenge
in restarting file systems is to correctly manage the state
associated with the file system (e.g., file descriptors, locks
in the kernel, and in-memory inodes and directories).

In this section, we first outline the high-level goals for
our system. Then, we discuss the nature and types of
faults Membrane will be able to detect and recover from.
Finally, we present the three major pieces of the Mem-
brane system: fault detection, fault anticipation, and re-
covery.

3.1 Goals
We believe there are five major goals for a system that
supports restartable file systems.
Fault Tolerant: A large range of faults can occur in
file systems. Failures can be caused by faulty hardware
and buggy software, can be permanent or transient, and
can corrupt data arbitrarily or be fail-stop. The ideal
restartable file system recovers from all possible faults.
Lightweight: Performance is important to most users and
most file systems have had their performance tuned over
many years. Thus, adding significant overhead is not a vi-
able alternative: a restartable file system will only be used
if it has comparable performance to existing file systems.
Transparent: We do not expect application developers
to be willing to rewrite or recompile applications for this
environment. We assume that it is difficult for most appli-
cations to handle unexpected failures in the file system.
Therefore, the restartable environment should be com-
pletely transparent to applications; applications should
not be able to discern that a file-system has crashed.
Generic: A large number of commodity file systems exist
and each has its own strengths and weaknesses. Ideally,
the infrastructure should enable any file system to be made
restartable with little or no changes.
Maintain File-System Consistency: File systems pro-
vide different crash consistency guarantees and users typ-
ically choose their file system depending on their require-
ments. Therefore, the restartable environment should not
change the existing crash consistency guarantees.

Many of these goals are at odds with one another. For
example, higher levels of fault resilience can be achieved
with heavier-weight fault-detection mechanisms. Thus
in designing Membrane, we explicitly make the choice
to favor performance, transparency, and generality over
the ability to handle a wider range of faults. We believe
that heavyweight machinery to detect and recover from
relatively-rare faults is not acceptable. Finally, although
Membrane should be as generic a framework as possible,
a few file system modifications can be tolerated.

3.2 Fault Model
Membrane’s recovery does not attempt to handle all types
of faults. Like most work in subsystem fault detection and
recovery, Membrane best handles failures that are tran-
sient and fail-stop [26, 32, 40].

Deterministic faults, such as memory corruption, are
challenging to recover from without altering file-system
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code. We assume that testing and other standard code-
hardening techniques have eliminated most of these bugs.
Faults such as a bug that is triggered on a given input se-
quence could be handled by failing the particular request.
Currently, we return an error (-EIO) to the requests trig-
gering such deterministic faults, thus preventing the same
fault from being triggered again and again during recov-
ery. Transient faults, on the other hand, are caused by race
conditions and other environmental factors [33]. Thus,
our aim is to mainly cope with transient faults, which can
be cured with recovery and restart.

We feel that many faults and bugs can be caught with
lightweight hardware and software checks. Other solu-
tions, such as extremely large address spaces [17], could
help reduce the chances of wild writes causing harm by
hiding kernel objects (“needles”) in a much larger ad-
dressable region (“the haystack”).

Recovering a stateful file system with lightweight
mechanisms is especially challenging when faults are not
fail-stop. For example, consider buggy file-system code
that attempts to overwrite important kernel data structures.
If there is a heavyweight address-space boundary between
the file system and kernel proper, then such a stray write
can be detected immediately; in effect, the fault becomes
fail-stop. If, in contrast, there is no machinery to detect
stray writes, the fault can cause further silent damage to
the rest of the kernel before causing a detectable fault; in
such a case, it may be difficult to recover from the fault.

We strongly believe that once a fault is detected in the
file system, no aspect of the file system should be trusted:
no more code should be run in the file system and its in-
memory data structures should not be used.

The major drawback of our approach is that the bound-
ary we use is soft: some file system bugs can still cor-
rupt kernel state outside the file system and recovery will
not succeed. However, this possibility exists even in sys-
tems with hardware boundaries: data is still passed across
boundaries, and no matter how many integrity checks one
makes, it is possible that bad data is passed across the
boundary and causes problems on the other side.

3.3 Overview
The main design challenge for Membrane is to recover
file-system state in a lightweight, transparent fashion. At
a high level, Membrane achieves this goal as follows.

Once a fault has been detected in the file system, Mem-
brane rolls back the state of the file system to a point in
the past that it trusts: this trusted point is a consistent file-
system image that was checkpointed to disk. This check-
point serves to divide file-system operations into distinct
epochs; no file-system operation spans multiple epochs.

To bring the file system up to date, Membrane re-
plays the file-system operations that occurred after the
checkpoint. In order to correctly interpret some opera-

Figure 1: Membrane Overview. The figure shows a file
being created and written to on top of a restartable file sys-
tem. Halfway through, Membrane creates a checkpoint. After
the checkpoint, the application continues to write to the file;
the first succeeds (and returns success to the application) and
the program issues another write, which leads to a file system
crash. For Membrane to operate correctly, it must (1) unwind
the currently-executing write and park the calling thread, (2)
clean up file system objects (not shown), restore state from the
previous checkpoint, and (3) replay the activity from the current
epoch (i.e., write w1). Once file-system state is restored from
the checkpoint and session state is restored, Membrane can (4)
unpark the unwound calling thread and let it reissue the write,
which (hopefully) will succeed this time. The application should
thus remain unaware, only perhaps noticing the timing of the
third write (w2) was a little slow.

tions, Membrane must also remember small amounts of
application-visible state from before the checkpoint, such
as file descriptors. Since the purpose of this replay is only
to update file-system state, non-updating operations such
as reads do not need to be replayed.

Finally, to clean up the parts of the kernel that the buggy
file system interacted with in the past, Membrane releases
the kernel locks and frees memory the file system allo-
cated. All of these steps are transparent to applications
and require no changes to file-system code. Applications
and the rest of the OS are unaffected by the fault. Figure 1
gives an example of how Membrane works during normal
file-system operation and upon a file system crash.

Thus, there are three major pieces in the Membrane de-
sign. First, fault detection machinery enables Membrane
to detect faults quickly. Second, fault anticipation mecha-
nisms record information about current file-system opera-
tions and partition operations into distinct epochs. Finally,
the fault recovery subsystem executes the recovery proto-
col to clean up and restart the failed file system.

3.4 Fault Detection
The main aim of fault detection within Membrane is to
be lightweight while catching as many faults as possible.
Membrane uses both hardware and software techniques to
catch faults. The hardware support is simple: null point-
ers, divide-by-zero, and many other exceptions are caught
by the hardware and routed to the Membrane recovery
subsystem. More expensive hardware machinery, such as

4



USENIX Association 	 FAST ’10: 8th USENIX Conference on File and Storage Technologies	 285

address-space-based isolation, is not used.
The software techniques leverage the many checks that

already exist in file system code. For example, file sys-
tems contain assertions as well as calls to panic() and
similar functions. We take advantage of such internal in-
tegrity checking and transform calls that would crash the
system into calls into our recovery engine. An approach
such as that developed by SafeDrive [40] could be used
to automatically place out-of-bounds pointer and other
checks in the file system code.

Membrane provides further software-based protection
by adding extensive parameter checking on any call from
the file system into the kernel proper. These lightweight
boundary wrappers protect the calls between the file sys-
tem and the kernel and help ensure such routines are
called with proper arguments, thus preventing file system
from corrupting kernel objects through bad arguments.
Sophisticated tools (e.g., Ballista[18]) could be used to
generate many of these wrappers automatically.

3.5 Fault Anticipation
As with any system that improves reliability, there is a per-
formance and space cost to enabling recovery when a fault
occurs. We refer to this component as fault anticipation.
Anticipation is pure overhead, paid even when the system
is behaving well; it should be minimized to the greatest
extent possible while retaining the ability to recover.

In Membrane, there are two components of fault antic-
ipation. First, the checkpointing subsystem partitions file
system operations into different epochs (or transactions)
and ensures that the checkpointed image on disk repre-
sents a consistent state. Second, updates to data structures
and other state are tracked with a set of in-memory logs
and parallel stacks. The recovery subsystem (described
below) utilizes these pieces in tandem to restart the file
system after failure.

File system operations use many core kernel services
(e.g., locks, memory allocation), are heavily intertwined
with major kernel subsystems (e.g., the page cache), and
have application-visible state (e.g., file descriptors). Care-
ful state-tracking and checkpointing are thus required to
enable clean recovery after a fault or crash.

3.5.1 Checkpointing
Checkpointing is critical because a checkpoint represents
a point in time to which Membrane can safely roll back
and initiate recovery. We define a checkpoint as a consis-
tent boundary between epochs where no operation spans
multiple epochs. By this definition, file-system state at a
checkpoint is consistent as no file system operations are
in flight.

We require such checkpoints for the following reason:
file-system state is constantly modified by operations such
as writes and deletes and file systems lazily write back
the modified state to improve performance. As a result, at

any point in time, file system state is comprised of (i) dirty
pages (in memory), (ii) in-memory copies of its meta-data
objects (that have not been copied to its on-disk pages),
and (iii) data on the disk. Thus, the file system is in an in-
consistent state until all dirty pages and meta-data objects
are quiesced to the disk. For correct operation, one needs
to ensure that the file system is in a consistent state at the
beginning of the mount process (or the recovery process
in the case of Membrane).

Modern file systems take a number of different ap-
proaches to the consistency management problem: some
group updates into transactions (as in journaling file sys-
tems [12, 27, 30, 35]); others define clear consistency in-
tervals and create snapshots (as in shadow-paging file sys-
tems [1, 15, 28]). All such mechanisms periodically create
checkpoints of the file system in anticipation of a power
failure or OS crash. Older file systems do not impose any
ordering on updates at all (as in Linux ext2 [34] and many
simpler file systems). In all cases, Membrane must oper-
ate correctly and efficiently.

The main challenge with checkpointing is to accom-
plish it in a lightweight and non-intrusive manner. For
modern file systems, Membrane can leverage the in-built
journaling (or snapshotting) mechanism to periodically
checkpoint file system state; as these mechanisms atomi-
cally write back data modified within a checkpoint to the
disk. To track file-system level checkpoints, Membrane
only requires that these file systems explicitly notify the
beginning and end of the file-system transaction (or snap-
shot) to it so that it can throw away the log records before
the checkpoint. Upon a file system crash, Membrane uses
the file system’s recovery mechanism to go back to the
last known checkpoint and initiate the recovery process.
Note that the recovery process uses on-disk data and does
not depend on the in-memory state of the file system.

For file systems that do not support any consistent-
management scheme (e.g., ext2), Membrane provides
a generic checkpointing mechanism at the VFS layer.
Membrane’s checkpointing mechanism groups several
file-system operations into a single transaction and com-
mits it atomically to the disk. A transaction is created
by temporarily preventing new operations from entering
into the file system for a small duration in which dirty
meta-data objects are copied back to their on-disk pages
and all dirty pages are marked copy-on-write. Through
copy-on-write support for file-system pages, Membrane
improves performance by allowing file system operations
to run concurrently with the checkpoint of the previous
epoch. Membrane associates each page with a check-
point (or epoch) number to prevent pages dirtied in the
current epoch from reaching the disk. It is important to
note that the checkpointing mechanism in Membrane is
implemented at the VFS layer; as a result, it can be lever-
aged by all file system with little or no modifications.
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3.5.2 Tracking State with Logs and Stacks

Membrane must track changes to various aspects of file
system state that transpired after the last checkpoint. This
is accomplished with five different types of logs or stacks
handling: file system operations, application-visible ses-
sions, mallocs, locks, and execution state.

First, an in-memory operation log (op-log) records all
state-modifying file system operations (such as open) that
have taken place during the epoch or are currently in
progress. The op-log records enough information about
requests to enable full recovery from a given checkpoint.

Membrane also requires a small session log (s-log).
The s-log tracks which files are open at the beginning of
an epoch and the current position of the file pointer. The
op-log is not sufficient for this task, as a file may have
been opened in a previous epoch; thus, by reading the op-
log alone, one can only observe reads and writes to vari-
ous file descriptors without the knowledge of which files
such operations refer to.

Third, an in-memory malloc table (m-table) tracks
heap-allocated memory. Upon failure, the m-table can
be consulted to determine which blocks should be freed.
If failure is infrequent, an implementation could ignore
memory left allocated by a failed file system; although
memory would be leaked, it may leak slowly enough not
to impact overall system reliability.

Fourth, lock acquires and releases are tracked by the
lock stack (l-stack). When a lock is acquired by a thread
executing a file system operation, information about said
lock is pushed onto a per-thread l-stack; when the lock is
released, the information is popped off. Unlike memory
allocation, the exact order of lock acquires and releases
is critical; by maintaining the lock acquisitions in LIFO
order, recovery can release them in the proper order as
required. Also note that only locks that are global kernel
locks (and hence survive file system crashes) need to be
tracked in such a manner; private locks internal to a file
system will be cleaned up during recovery and therefore
require no such tracking.

Finally, an unwind stack (u-stack) is used to track the
execution of code in the file system and kernel. By push-
ing register state onto the per-thread u-stack when the file
system is first called on kernel-to-file-system calls, Mem-
brane records sufficient information to unwind threads af-
ter a failure has been detected in order to enable restart.

Note that the m-table, l-stack, and u-stack are compen-
satory [36]; they are used to compensate for actions that
have already taken place and must be undone before pro-
ceeding with restart. On the other hand, both the op-log
and s-log are restorative in nature; they are used by recov-
ery to restore the in-memory state of the file system before
continuing execution after restart.

3.6 Fault Recovery
The fault recovery subsystem is likely the largest subsys-
tem within Membrane. Once a fault is detected, control is
transferred to the recovery subsystem, which executes the
recovery protocol. This protocol has the following phases:
Halt execution and park threads: Membrane first halts
the execution of threads within the file system. Such “in-
flight” threads are prevented from further execution within
the file system in order to both prevent further damage
as well as to enable recovery. Late-arriving threads (i.e.,
those that try to enter the file system after the crash takes
place) are parked as well.
Unwind in-flight threads: Crashed and any other in-
flight thread are unwound and brought back to the point
where they are about to enter the file system; Membrane
uses the u-stack to restore register values before each call
into the file system code. During the unwind, any held
global locks recorded on l-stack are released.
Commit dirty pages from previous epoch to stable
storage: Membrane moves the system to a clean starting
point at the beginning of an epoch; all dirty pages from
the previous epoch are forcefully committed to disk. This
action leaves the on-disk file system in a consistent state.
Note that this step is not needed for file systems that have
their own crash consistency mechanism.
“Unmount” the file system: Membrane consults the m-
table and frees all in-memory objects allocated by the the
file system. The items in the file system buffer cache (e.g.,
inodes and directory entries) are also freed. Conceptually,
the pages from this file system in the page cache are also
released mimicking an unmount operation.
“Remount” the file system: In this phase, Membrane
reads the super block of the file system from stable stor-
age and performs all other necessary work to reattach the
FS to the running system.
Roll forward: Membrane uses the s-log to restore the ses-
sions of active processes to the state they were at the last
checkpoint. It then processes the op-log, replays previous
operations as needed and restores the active state of the
file system before the crash. Note that Membrane uses
the regular VFS interface to restore sessions and to replay
logs. Hence, Membrane does not require any explicit sup-
port from file systems.
Restart execution: Finally, Membrane wakes all parked
threads. Those that were in-flight at the time of the crash
begin execution as if they had not entered the file system;
those that arrived after the crash are allowed to enter the
file system for the first time, both remaining oblivious of
the crash.

4 Implementation
We now present the implementation of Membrane. We
first describe the operating system (Linux) environment,
and then present each of the main components of Mem-
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brane. Much of the functionality of Membrane is encap-
sulated within two components: the checkpoint manager
(CPM) and the recovery manager (RM). Each of these
subsystems is implemented as a background thread and
is needed during anticipation (CPM) and recovery (RM).
Beyond these threads, Membrane also makes heavy use of
interposition to track the state of various in-memory ob-
jects and to provide the rest of its functionality. We ran
Membrane with ext2, VFAT, and ext3 file systems.

In implementing the functionality described above,
Membrane employs three key techniques to reduce over-
heads and make lightweight restart of a stateful file sys-
tems feasible. The techniques are (i) page stealing: for
low-cost operation logging, (ii) COW-based checkpoint-
ing: for fast in-memory partitioning of pages across
epochs using copy-on-write techniques for file systems
that do not support transactions, and (iii) control-flow
capture and skip/trust unwind protocol: to halt in-flight
threads and properly unwind in-flight execution.

4.1 Linux Background
Before delving into the details of Membrane’s implemen-
tation, we first provide some background on the operating
system in which Membrane was built. Membrane is cur-
rently implemented inside Linux 2.6.15.

Linux provides support for multiple file systems via the
VFS interface [16], much like many other operating sys-
tems. Thus, the VFS layer presents an ideal point of inter-
position for a file system framework such as Membrane.

Like many systems [6], Linux file systems cache user
data in a unified page cache. The page cache is thus tightly
integrated with file systems and there are frequent cross-
ings between the generic page cache and file system code.

Writes to disk are handled in the background (except
when forced to disk by applications). A background I/O
daemon, known as pdflush, wakes up, finds old and
dirty pages, and flushes them to disk.

4.2 Fault Detection
There are numerous fault detectors within Membrane,
each of which, when triggered, immediately begins the
recovery protocol. We describe the detectors Membrane
currently uses; because they are lightweight, we imagine
more will be added over time, particularly as file-system
developers learn to trust the restart infrastructure.

4.2.1 Hardware-based Detectors
The hardware provides the first line of fault detection. In
our implementation inside Linux on x86 (64-bit) archi-
tecture, we track the following runtime exceptions: null-
pointer exception, invalid operation, general protection
fault, alignment fault, divide error (divide by zero), seg-
ment not present, and stack segment fault. These excep-
tion conditions are detected by the processor; software
fault handlers, when run, inspect system state to determine

File System assert() BUG() panic()
xfs 2119 18 43
ubifs 369 36 2
ocfs2 261 531 8
gfs2 156 60 0
jbd 120 0 0
jbd2 119 0 0
afs 106 38 0
jfs 91 15 6
ext4 42 182 12
ext3 16 0 11
reiserfs 1 109 93
jffs2 1 86 0
ext2 1 10 6
ntfs 0 288 2
fat 0 10 16

Table 2: Software-based Fault Detectors. The table
depicts how many calls each file system makes to assert(),
BUG(), and panic() routines. The data was gathered simply
by searching for various strings in the source code. A range of
file systems and the ext3 journaling devices (jbd and jbd2) are
included in the micro-study. The study was performed on the
latest stable Linux release (2.6.26.7).

whether the fault was caused by code executing in the file
system module (i.e., by examining the faulting instruction
pointer). Note that the kernel already tracks these runtime
exceptions which are considered kernel errors and trig-
gers panic as it doesn’t know how to handle them. We
only check if these exceptions were generated in the con-
text of the restartable file system to initiate recovery, thus
preventing kernel panic.

4.2.2 Software-based Detectors
A large number of explicit error checks are extant within
the file system code base; we interpose on these macros
and procedures to detect a broader class of semantically-
meaningful faults. Specifically, we redefine macros such
as BUG(), BUG ON(), panic(), and assert() so
that the file system calls our version of said routines.

These routines are commonly used by kernel program-
mers when some unexpected event occurs and the code
cannot properly handle the exception. For example, Linux
ext2 code that searches through directories often calls
BUG() if directory contents are not as expected; see
ext2 add link() where a failed scan through the di-
rectory leads to such a call. Other file systems, such as
reiserfs, routinely call panic() when an unanticipated
I/O subsystem failure occurs [25]. Table 2 presents a sum-
mary of calls present in existing Linux file systems.

In addition to those checks within file systems, we
have added a set of checks across the file-system/kernel
boundary to help prevent fault propagation into the kernel
proper. Overall, we have added roughly 100 checks across
various key points in the generic file system and memory
management modules as well as in twenty or so header
files. As these checks are low-cost and relatively easy to
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op-log (naive)
write(A) to blk 0

A

write(B) to blk 1

B

write(C) to blk 0

C

op-log (with page stealing)
write(A) to blk 0

write(B) to blk 1

write(C) to blk 0

Page Cache

C

B

(not needed)

Figure 2: Page Stealing. The figure depicts the op-log both
with and without page stealing. Without page stealing (left side
of the figure), user data quickly fills the log, thus exacting harsh
penalties in both time and space overheads. With page stealing
(right), only a reference to the in-memory page cache is recorded
with each write; further, only the latest such entry is needed to
replay the op-log successfully.

add, we will continue to “harden” the file-system/kernel
interface as our work continues.

4.3 Fault Anticipation
We now describe the fault anticipation support within the
current Membrane implementation. We begin by present-
ing our approach to reducing the cost of operation logging
via a technique we refer to as page stealing.

4.3.1 Low-Cost Op-Logging via Page Stealing
Membrane interposes at the VFS layer in order to record
the necessary information to the op-log about file-system
operations during an epoch. Thus, for any restartable file
system that is mounted, the VFS layer records an entry for
each operation that updates the file system state in some
way.

One key challenge of logging is to minimize the amount
of data logged in order to keep interpositioning costs
low. A naive implementation (including our first attempt)
might log all state-updating operations and their parame-
ters; unfortunately, this approach has a high cost due to
the overhead of logging write operations. For each write
to the file system, Membrane has to not only record that
a write took place but also log the data to the op-log, an
expensive operation both in time and space.

Membrane avoids the need to log this data through a
novel page stealing mechanism. Because dirty pages are
held in memory before checkpointing, Membrane is as-
sured that the most recent copy of the data is already
in memory (in the page cache). Thus, when Membrane
needs to replay the write, it steals the page from the cache
(before it is removed from the cache by recovery) and
writes the stolen page to disk. In this way, Membrane
avoids the costly logging of user data. Figure 2 shows
how page stealing helps in reducing the size of op-log.

When two writes to the same block have taken place,
note that only the last write needs to be replayed. Earlier

writes simply update the file position correctly. This strat-
egy works because reads are not replayed (indeed, they
have already completed); hence, only the current state of
the file system, as represented by the last checkpoint and
current op-log and s-log, must be reconstructed.

4.3.2 Other Logging and State Tracking
Membrane also interposes at the VFS layer to track all
necessary session state in the s-log. There is little infor-
mation to track here: simply which files are open (with
their pathnames) and the current file position of each file.

Membrane also needs to track memory allocations per-
formed by a restartable file system. We added a new allo-
cation flag, GFP RESTARTABLE, in Membrane. We also
provide a new header file to include in file-system code
to append GFP RESTARTABLE to all memory allocation
call. This enables the memory allocation module in the
kernel to record the necessary per-file-system information
into the m-table and thus prepare for recovery.

Tracking lock acquisitions is also straightforward. As
we mentioned earlier, locks that are private to the file sys-
tem will be ignored during recovery, and hence need not
be tracked; only global locks need to be monitored. Thus,
when a thread is running in the file system, the instru-
mented lock function saves the lock information in the
thread’s private l-stack for the following locks: the global
kernel lock, super-block lock, and the inode lock.

Finally, Membrane must also track register state across
certain code boundaries to unwind threads properly. To do
so, Membrane wraps all calls from the kernel into the file
system; these wrappers push and pop register state, return
addresses, and return values onto and off of the u-stack.

4.3.3 COW-based Checkpointing
Our goal of checkpointing was to find a solution that is
lightweight and works correctly despite the lack of trans-
actional machinery in file systems such as Linux ext2,
many UFS implementations, and various FAT file sys-
tems; these file systems do not include journaling or
shadow paging to naturally partition file system updates
into transactions.

One could implement a checkpoint using the following
strawman protocol. First, during an epoch, prevent dirty
pages from being flushed to disk. Second, at the end of
an epoch, checkpoint file-system state by first halting file
system activity and then forcing all dirty pages to disk.
At this point, the on-disk state would be consistent. If a
file-system failure occurred during the next epoch, Mem-
brane could rollback the file system to the beginning of
the epoch, replay logged operations, and thus recover the
file system.

The obvious problem with the strawman is perfor-
mance: forcing pages to disk during checkpointing makes
checkpointing slow, which slows applications. Further,
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A

Figure 3: COW-based Checkpointing. The picture shows
what happens during COW-based checkpointing. At time=0, an
application writes to block 0 of a file and fills it with the contents
“A”. At time=1, Membrane performs a checkpoint, which simply
marks the block copy-on-write. Thus, Epoch 0 is over and a new
epoch begins. At time=2, block 0 is over-written with the new
contents “B”; the system catches this overwrite with the COW
machinery and makes a new in-memory page for it. At time=3,
Membrane decides to flush the previous epoch’s dirty pages to
disk, and thus commits block 0 (with “A” in it) to disk.

update traffic is bunched together and must happen dur-
ing the checkpoint, instead of being spread out over time;
as is well known, this can reduce I/O performance [23].

Our lightweight checkpointing solution instead takes
advantage of the page-table support provided by mod-
ern hardware to partition pages into different epochs.
Specifically, by using the protection features provided by
the page table, the CPM implements a copy-on-write-
based checkpoint to partition pages into different epochs.
This COW-based checkpoint is simply a lightweight way
for Membrane to partition updates to disk into different
epochs. Figure 3 shows an example on how COW-based
checkpointing works.

We now present the details of the checkpoint imple-
mentation. First, at the time of a checkpoint, the check-
point manager (CPM) thread wakes and indicates to the
session manager (SM) that it intends to checkpoint. The
SM parks new VFS operations and waits for in-flight op-
erations to complete; when finished, the SM wakes the
CPM so that it can proceed.

The CPM then walks the lists of dirty objects in the
file system, starting at the superblock, and finds the dirty
pages of the file system. The CPM marks these kernel
pages copy-on-write; further updates to such a page will
induce a copy-on-write fault and thus direct subsequent
writes to a new copy of the page. Note that the copy-on-
write machinery is present in many systems, to support
(among other things) fast address-space copying during
process creation. This machinery is either implemented
within a particular subsystem (e.g., file systems such as
ext3cow [24], WAFL [15] manually create and track their
COW pages) or inbuilt in the kernel for application pages.
To our knowledge, copy-on-write machinery is not avail-
able for kernel pages. Hence, we explicitly added support

for copy-on-write machinery for kernel pages in Mem-
brane; thereby avoiding extensive changes to file systems
to support COW machinery.

The CPM then allows these pages to be written to disk
(by tracking a checkpoint number associated with the
page), and the background I/O daemon (pdflush) is free
to write COW pages to disk at its leisure during the next
epoch. Checkpointing thus groups the dirty pages from
the previous epoch and allows only said modifications to
be written to disk during the next epoch; newly dirtied
pages are held in memory until the complete flush of the
previous epoch’s dirty pages.

There are a number of different policies that can be
used to decide when to checkpoint. An ideal policy would
likely consider a number of factors, including the time
since last checkpoint (to minimize recovery time), the
number of dirty blocks (to keep memory pressure low),
and current levels of CPU and I/O utilization (to perform
checkpointing during relatively-idle times). Our current
policy is simpler, and just uses time (5 secs) and a dirty-
block threshold (40MB) to decide when to checkpoint.
Checkpoints are also initiated when an application forces
data to disk.

4.4 Fault Recovery
We now describe the last piece of our implementation
which performs fault recovery. Most of the protocol is
implemented by the recovery manager (RM), which runs
as a separate thread. The most intricate part of recovery
is how Membrane gains control of threads after a fault oc-
curs in the file system and the unwind protocol that takes
place as a result. We describe this component of recovery
first.

4.4.1 Gaining Control with Control-Flow Capture
The first problem encountered by recovery is how to gain
control of threads already executing within the file sys-
tem. The fault that occurred (in a given thread) may have
left the file system in a corrupt or unusable state; thus, we
would like to stop all other threads executing in the file
system as quickly as possible to avoid any further execu-
tion within the now-untrusted file system.

Membrane, through the RM, achieves this goal by im-
mediately marking all code pages of the file system as
non-executable and thus ensnaring other threads with a
technique that we refer as control-flow capture. When a
thread that is already within the file system next executes
an instruction, a trap is generated by the hardware; Mem-
brane handles the trap and then takes appropriate action
to unwind the execution of the thread so that recovery
can proceed after all these threads have been unwound.
File systems in Membrane are inserted as loadable ker-
nel modules, this ensures that the file system code is in
a 4KB page and not part of a large kernel page which
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could potentially be shared among different kernel mod-
ules. Hence, it is straightforward to transparently identify
code pages of file systems.

4.4.2 Intertwined Execution and
The Skip/Trust Unwind Protocol

Unfortunately, unwinding a thread is challenging, as the
file system interacts with the kernel in a tightly-coupled
fashion. Thus, it is not uncommon for the file system to
call into the kernel, which in turn calls into the file system,
and so forth. We call such execution paths intertwined.

Intertwined code puts Membrane into a difficult posi-
tion. Ideally, Membrane would like to unwind the execu-
tion of the thread to the beginning of the first kernel-to-
file-system call as described above. However, the fact that
(non-file-system) kernel code has run complicates the un-
winding; kernel state will not be cleaned up during recov-
ery, and thus any state modifications made by the kernel
must be undone before restart.

For example, assume that the file system code is exe-
cuting (e.g., in function f1()) and calls into the kernel
(function k1()); the kernel then updates kernel-state in
some way (e.g., allocates memory or grabs locks) and then
calls back into the file system (function f2()); finally,
f2() returns to k1()which returns to f1()which com-
pletes. The tricky case arises when f2() crashes; if we
simply unwound execution naively, the state modifica-
tions made while in the kernel would be left intact, and
the kernel could quickly become unusable.

To overcome this challenge, Membrane employs a care-
ful skip/trust unwind protocol. The protocol skips over file
system code but trusts the kernel code to behave reason-
able in response to a failure and thus manage kernel state
correctly. Membrane coerces such behavior by carefully
arranging the return value on the stack, mimicking an er-
ror return from the failed file-system routine to the kernel;
the kernel code is then allowed to run and clean up as it
sees fit. We found that the Linux kernel did a good job of
checking return values from the file-system function and
in handling error conditions. In places where it did not
(12 such instances), we explicitly added code to do the
required check.

In the example above, when the fault is detected in
f2(), Membrane places an error code in the appropri-
ate location on the stack and returns control immediately
to k1(). This trusted kernel code is then allowed to ex-
ecute, hopefully freeing any resources that it no longer
needs (e.g., memory, locks) before returning control to
f1(). When the return to f1() is attempted, the control-
flow capture machinery again kicks into place and enables
Membrane to unwind the remainder of the stack. A real
example from Linux is shown in Figure 4.

Throughout this process, the u-stack is used to capture
the necessary state to enable Membrane to unwind prop-

Figure 4: The Skip/Trust Unwind Protocol. The fig-
ure depicts the call path from the open() system call through
the ext2 file system. The first sequence of calls (through
vfs create()) are in the generic (trusted) kernel; then the
(untrusted) ext2 routines are called; then ext2 calls back into the
kernel to prepare to write a page, which in turn may call back
into ext2 to get a block to write to. Assume a fault occurs at this
last level in the stack; Membrane catches the fault, and skips
back to the last trusted kernel routine, mimicking a failed call
to ext2 get block(); this routine then runs its normal fail-
ure recovery (marked by the circled “3” in the diagram), and
then tries to return again. Membrane’s control-flow capture ma-
chinery catches this and then skips back all the way to the last
trusted kernel code (vfs create), thus mimicking a failed call
to ext2 create(). The rest of the code unwinds with Mem-
brane’s interference, executing various cleanup code along the
way (as indicated by the circled 2 and 1).

erly. Thus, both when the file system is first entered as
well as any time the kernel calls into the file system, wrap-
per functions push register state onto the u-stack; the val-
ues are subsequently popped off on return, or used to skip
back through the stack during unwind.

4.4.3 Other Recovery Functions
There are many other aspects of recovery which we do not
discuss in detail here for sake of space. For example, the
RM must orchestrate the entire recovery protocol, ensur-
ing that once threads are unwound (as described above),
the rest of the recovery protocol to unmount the file sys-
tem, free various objects, remount it, restore sessions, and
replay file system operations recorded in the logs, is car-
ried out. Finally, after recovery, RM allows the file system
to begin servicing new requests.

4.4.4 Correctness of Recovery
We now discuss the correctness of our recovery mecha-
nism. Membrane throws away the corrupted in-memory
state of the file system immediately after the crash. Since
faults are fail-stop in Membrane, on-disk data is never cor-
rupted. We also prevent any new operation from being is-
sued to the file system while recovery is being performed.
The file-system state is then reverted to the last known
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checkpoint (which is guaranteed to be consistent). Next,
successfully completed op-logs are replayed to restore the
file-system state to the crash time. Finally, the unwound
processes are allowed to execute again.

Non-determinism could arise while replaying the com-
pleted operations. The order recorded in op-logs need not
be the same as the order executed by the scheduler. This
new execution order could potentially pose a problem
while replaying completed write operations as applica-
tions could have observed the modified state (via read) be-
fore the crash. On the other hand, operations that modify
the file-system state (such as create, unlink, etc.) would
not be a problem as conflicting operations are resolved by
the file system through locking.

Membrane avoids non-deterministic replay of com-
pleted write operations through page stealing. While re-
playing completed operations, Membrane reads the final
version of the page from the page cache and re-executes
the write operation by copying the data from it. As a re-
sult, write operations while being replayed will end up
with the same final version no matter what order they
are executed. Lastly, as the in-flight operations have not
returned back to the application, Membrane allows the
scheduler to execute them in arbitrary order.

5 Evaluation
We now evaluate Membrane in the following three cate-
gories: transparency, performance, and generality. All ex-
periments were performed on a machine with a 2.2 GHz
Opteron processor, two 80GB WDC disks, and 2GB of
memory running Linux 2.6.15. We evaluated Membrane
using ext2, VFAT, and ext3. The ext3 file system was
mounted in data journaling mode in all the experiments.

5.1 Transparency
We employ fault injection to analyze the transparency of-
fered by Membrane in hiding file system crashes from ap-
plications. The goal of these experiments is to show the
inability of current systems in hiding faults from applica-
tion and how using Membrane can avoid them.

Our injection study is quite targeted; we identify places
in the file system code where faults may cause trouble,
and inject faults there, and observe the result. These
faults represent transient errors from three different com-
ponents: virtual memory (e.g., kmap, d alloc anon), disks
(e.g., write full page, sb bread), and kernel-proper (e.g.,
clear inode, iget). In all, we injected 47 faults in differ-
ent code paths in three file systems. We believe that many
more faults could be injected to highlight the same issue.

Table 3 presents the results of our study. The caption
explains how to interpret the data in the table. In all ex-
periments, the operating system was always usable after
fault injection (not shown in the table). We now discuss
our major observations and conclusions.
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create null-pointer o × × × o × × × d
√√ √

create mark inode dirty o × × × o × × × d
√√ √

writepage write full page o ×

√ √
a d s ×

√
a d

√√ √

writepages write full page o × ×

√
a d s ×

√
a d

√√ √

free inode mark buffer dirty o × × × ob
× ×

√
a d

√√ √

mkdir d instantiate o × × × d s
√ √

d
√√ √

get block map bh o × ×

√
a ob

× × × d
√√ √

readdir page address G × × × G × × × d
√√ √

get page kmap o ×

√

× ob
×

√

× d
√√ √

get page wait page locked o ×

√

× ob
×

√

× d
√√ √

get page read cache page o ×

√

× o ×

√

× d
√√ √

lookup iget o ×

√

× ob
×

√

× d
√√ √

add nondir d instantiate o × × × d e
√ √

d
√√ √

find entry page address G ×

√

× Gb
×

√

× d
√√ √

symlink null-pointer o × × × o ×

√

× d
√√ √

rmdir null-pointer o ×

√

× o ×

√

× d
√√ √

empty dir page address G ×

√

× G ×

√

× d
√√ √

make empty grab cache page o ×

√

× ob
× × × d

√√ √

commit chunk unlock page o ×

√

× d e × × d
√√ √

readpage mpage readpage o ×

√ √

i ×

√ √

d
√√ √

vfat vfat+ vfat+
vfat Function Fault boundary Membrane

create null-pointer o × × × o × × × d
√√ √

create d instantiate o × × × o × × × d
√√ √

writepage blk write fullpage o × ×

√
a d s ×

√
a d

√√ √

mkdir d instantiate o ×

√

× d s
√ √

d
√√ √

rmdir null-pointer o ×

√

× o ×

√√
a d

√√ √

lookup d find alias o ×

√

× d e
√ √

d
√√ √

get entry sb bread o ×

√

× o ×

√

× d
√√ √

get block map bh o × ×

√
a o × ×

√
a d

√√ √

remove entries mark buffer dirty o × ×

√
a d s ×

√

d
√√ √

write inode mark buffer dirty o × ×

√
a d s

√ √

d
√√ √

clear inode is bad inode o × ×

√
a d s

√ √

d
√√ √

get dentry d alloc anon o × ×

√
a ob

× × × d
√√ √

readpage mpage readpage o ×

√ √
a o ×

√√
a d

√√ √

ext3 ext3+ ext3+
ext3 Function Fault boundary Membrane

create null-pointer o × × × o ×

√

× d
√√ √

get blk handle bh result o × × × d s ×

√
a d

√√ √

follow link nd set link o × ×

√
a d e

√ √

d
√√ √

mkdir d instantiate o × × × d s
√ √

d
√√ √

symlink null-pointer o × × × d ×

√

× d
√√ √

readpage mpage readpage o × ×

√
a d ×

√√
a d

√√ √

add nondir d instantiate o ×

√

× o ×

√

× d
√√ √

prepare write blk prepare write o ×

√

× i e
√ √

d
√√ √

read blk bmap sb bread o ×

√

× o ×

√

× d
√√ √

new block dquot alloc blk o ×

√

× o ×

√

× d
√√ √

readdir null-pointer o × × × o ×

√√
a d

√√ √

file write file aio write G ×

√ √

i e
√ √

d
√√ √

free inode clear inode o × × × o ×

√

× d
√√ √

new inode null-pointer o ×

√

× i × ×

√
a d

√√ √

Table 3: Fault Study. The table shows the results of fault
injections on the behavior of Linux ext2, VFAT and ext3. Each
row presents the results of a single experiment, and the columns
show (in left-to-right order): which routine the fault was injected
into, the nature of the fault, how/if it was detected, how it af-
fected the application, whether the file system was consistent af-
ter the fault, and whether the file system was usable. Various
symbols are used to condense the presentation. For detection,
“o”: kernel oops; “G”: general protection fault; “i”: invalid
opcode; “d”: fault detected, say by an assertion. For applica-
tion behavior, “×”: application killed by the OS; “

√
”: appli-

cation continued operation correctly; “s”: operation failed but
application ran successfully (silent failure); “e”: application
ran and returned an error. Footnotes: a- file system usable, but
un-unmountable; b - late oops or fault, e.g., after an error code
was returned.
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ext2 ext2+ ext3 ext3+ VFAT VFAT+
Benchmark Membrane Membrane Membrane
Seq. read 17.8 17.8 17.8 17.8 17.7 17.7
Seq. write 25.5 25.7 56.3 56.3 18.5 20.2
Rand. read 163.2 163.5 163.2 163.2 163.5 163.6
Rand. write 20.3 20.5 65.5 65.5 18.9 18.9
create 34.1 34.1 33.9 34.3 32.4 34.0
delete 20.0 20.1 18.6 18.7 20.8 21.0

Table 4: Microbenchmarks. This table compares the exe-
cution time (in seconds) for various benchmarks for restartable
versions of ext2, ext3, VFAT (on Membrane) against their regular
versions on the unmodified kernel. Sequential read/writes are 4
KB at a time to a 1-GB file. Random reads/writes are 4 KB at
a time to 100 MB of a 1-GB file. Create/delete copies/removes
1000 files each of size 1MB to/from the file system respectively.
All workloads use a cold file-system cache.

ext2 ext2+ ext3 ext3+ VFAT VFAT+
Benchmark Membrane Membrane Membrane
Sort 142.2 142.6 152.1 152.5 146.5 146.8
OpenSSH 28.5 28.9 28.7 29.1 30.1 30.8
PostMark 46.9 47.2 478.2 484.1 43.1 43.8

Table 5: Macrobenchmarks. The table presents the per-
formance (in seconds) of different benchmarks running on both
standard and restartable versions of ext2, VFAT, and ext3. The
sort benchmark (CPU intensive) sorts roughly 100MB of text us-
ing the command-line sort utility. For the OpenSSH benchmark
(CPU+I/O intensive), we measure the time to copy, untar, con-
figure, and make the OpenSSH 4.51 source code. PostMark (I/O
intensive) parameters are: 3000 files (sizes 4KB to 4MB), 60000
transactions, and 50/50 read/append and create/delete biases.

First, we analyzed the vanilla versions of the file sys-
tems on standard Linux kernel as our base case. The re-
sults are shown in the leftmost result column in Table 3.
We observed that Linux does a poor job in recovering
from the injected faults; most faults (around 91%) trig-
gered a kernel “oops” and the application (i.e., the pro-
cess performing the file system operation that triggered
the fault) was always killed. Moreover, in one-third of the
cases, the file system was left unusable, thus requiring a
reboot and repair (fsck).

Second, we analyzed the usefulness of fault detection
without recovery by hardening the kernel and file-system
boundary through parameter checks. The second result
column (denoted by +boundary) of Table 3 shows the re-
sults. Although assertions detect the bad argument passed
to the kernel proper function, in the majority of the cases,
the returned error code was not handled properly (or prop-
agated) by the file system. The application was always
killed and the file system was left inconsistent, unusable,
or both.

Finally, we focused on file systems surrounded by
Membrane. The results of the experiments are shown
in the rightmost column of Table 3; faults were handled,
applications did not notice faults, and the file system re-
mained in a consistent and usable state.

In summary, even in a limited and controlled set of fault
injection experiments, we can easily realize the usefulness
of Membrane in recovering from file system crashes. In
a standard or hardened environment, a file system crash
is almost always visible to the user and the process per-
forming the operation is killed. Membrane, on detecting a
file system crash, transparently restarts the file system and
leaves it in a consistent and usable state.

5.2 Performance
To evaluate the performance of Membrane, we run a series
of both microbenchmark and macrobenchmark workloads
where ext2, VFAT, and ext3 are run in a standard environ-
ment and within the Membrane framework.

Tables 4 and 5 show the results of our microbenchmark
and macrobenchmark experiments respectively. From the

tables, one can see that the performance overheads of our
prototype are quite minimal; in all cases, the overheads
were between 0% and 2%.

Data Recovery
(MB) time (ms)

10 12.9
20 13.2
40 16.1

(a)

Open Recovery
Sessions time (ms)

200 11.4
400 14.6
800 22.0

(b)

Log Recovery
Records time (ms)

1K 15.3
10K 16.8

100K 25.2
(c)

Table 6: Recovery Time. Tables a, b, and c show re-
covery time as a function of dirty pages (at checkpoint), s-log,
and op-log respectively. Dirty pages are created by copying new
files. Open sessions are created by getting handles to files. Log
records are generated by reading and seeking to arbitrary data
inside multiple files. The recovery time was 8.6ms when all three
states were empty.

Recovery Time. Beyond baseline performance under no
crashes, we were interested in studying the performance
of Membrane during recovery. Specifically, how long
does it take Membrane to recover from a fault? This met-
ric is particularly important as high recovery times may
be noticed by applications.

We measured the recovery time in a controlled environ-
ment by varying the amount of state kept by Membrane
and found that the recovery time grows sub-linearly with
the amount of state and is only a few milliseconds in all
the cases. Table 6 shows the result of varying the amount
of state in the s-log, op-log and the number of dirty pages
from the previous checkpoint.

We also ran microbenchmarks and forcefully crashed
ext2, ext3, and VFAT file systems during execution
to measure the impact in application throughput inside
Membrane. Figure 5 shows the results for performing re-
covery during the random-read microbenchmark for the
ext2 file system. From the figure, we can see that Mem-
brane restarts the file system within 10ms from the point
of crash. Subsequent read operations are slower than the
regular case because the indirect blocks, that were cached
by the file system, are thrown away at recovery time in
our current prototype and have to be read back again after
recovery (as shown in the graph).
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Figure 5: Recovery Overhead. The figure shows the over-
head of restarting ext2 while running random-read microbench-
mark. The x axis represents the overall elapsed time of the mi-
crobenchmark in seconds. The primary y axis contains the ex-
ecution time per read operation as observed by the application
in milliseconds. A file-system crash was triggered at 34s, as a
result the total elapsed time increased from 66.5s to 67.1s. The
secondary y axis contains the number of indirect blocks read by
the ext2 file system from the disk per second.

In summary, both micro and macrobenchmarks show
that the fault anticipation in Membrane almost comes for
free. Even in the event of a file system crash, Membrane
restarts the file system within a few milliseconds.

5.3 Generality
We chose ext2, VFAT, and ext3 to evaluate the generality
of our approach. ext2 and VFAT were chosen for their
lack of crash consistency machinery and for their com-
pletely different on-disk layout. ext3 was selected for
its journaling machinery that provides better crash con-
sistency guarantees than ext2. Table 7 shows the code
changes required in each file system.

File System Added Modified
ext2 4 0
VFAT 5 0
ext3 1 0
JBD 4 0

Individual File-system Changes
Components No Checkpoint With Checkpoint

Added Modified Added Modified
FS 1929 30 2979 64
MM 779 5 867 15
Arch 0 0 733 4
Headers 522 6 552 6
Module 238 0 238 0
Total 3468 41 5369 89

Kernel Changes

Table 7: Implementation Complexity. The table presents
the code changes required to transform a ext2, VFAT, ext3, and
vanilla Linux 2.6.15 x86 64 kernel into their restartable counter-
parts. Most of the modified lines indicate places where vanilla
kernel did not check/handle errors propagated by the file system.
As our changes were non-intrusive in nature, none of existing
code was removed from the kernel.

From the table, we can see that the file system spe-
cific changes required to work with Membrane are min-
imal. For ext3, we also added 4 lines of code to JBD

to notify the beginning and the end of transactions to the
checkpoint manager, which could then discard the opera-
tion logs of the committed transactions. All of the addi-
tions were straightforward, including adding a new header
file to propagate the GFP RESTARTABLE flag and code
to write back the free block/inode/cluster count when the
write super method of the file system was called. No
modification (or deletions) of existing code were required
in any of the file systems.

In summary, Membrane represents a generic approach
to achieve file system restartability; existing file systems
can work with Membrane with minimal changes of adding
a few lines of code.

6 Conclusions
File systems fail. With Membrane, failure is transformed
from a show-stopping event into a small performance is-
sue. The benefits are many: Membrane enables file-
system developers to ship file systems sooner, as small
bugs will not cause massive user headaches. Membrane
similarly enables customers to install new file systems,
knowing that it won’t bring down their entire operation.

Membrane further encourages developers to harden
their code and catch bugs as soon as possible. This fringe
benefit will likely lead to more bugs being triggered in the
field (and handled by Membrane, hopefully); if so, diag-
nostic information could be captured and shipped back to
the developer, further improving file system robustness.

We live in an age of imperfection, and software imper-
fection seems a fact of life rather than a temporary state
of affairs. With Membrane, we can learn to embrace that
imperfection, instead of fearing it. Bugs will still arise,
but those that are rare and hard to reproduce will remain
where they belong, automatically “fixed” by a system that
can tolerate them.
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